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Deep Neural Networks for Generating Music

Vitor Arrais∗ Sandra Avila∗

Abstract

Deep learning has been used in many applications to solve real-world problems. In
recent years, it has seen tremendous growth in its popularity and usefulness, due in
large part to more powerful computers, larger datasets, and techniques to train deeper
networks. The objective of this project is to explore deep learning regarding the field of
music composition using artificial intelligence. We deepen a discussion about Recurrent
Neural networks (RNNs), a type of neural network that has demonstrated the best
results in music generation so far. After that, we use a Tied Parallel Network, which
is a combination of a recurrent and a feedforward network. We modify the model to
generate songs in such a manner that the rhythm is controlled accordingly to the speed
of a person. Finally, we create a system to use the model in a real application. The
system consists of a trained model capable of generating music indefinitely, an MP3
streaming server and an Android app that tracks the speed by GPS.

1 Introduction

The field of generating music is a fascinating one for Artificial Intelligence (AI) community.
Computers have always been considered as machines without any sentiment or any human-
like intelligence. In general terms, computers have been used to achieve a wide range of
complex tasks, allowing a substantial amount of things to be automated in our day to day
work. However, it flaws in simple tasks which are easily accomplished by humans. For
example, humans can differentiate a cat from a dog in a blink of an eye, but this is not
an easy task for machines. The field of music composition is inherently related to human
expressions and emotions and, therefore, is not something that machines could reproduce.
AI researchers have demonstrated the opposite though. Artificial Intelligence has improved
in many fields, allowing computers to learn from its own experience as humans do. Music is
one of them. Create compelling music is something unique to humans until now, but some
great advancements have been made in this field using machine learning algorithms. Is it
even possible to generate something creative by machines using Deep Learning?

That is a good question, and the answers appeared in the last few years. Projects like
Google Magenta1 and IBM Watson2 are growing fast and capturing a lot of attention in
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the AI community. These projects presented exciting results concerning music generation
and they are attracting the attention of musicians as well as AI researchers.

One exciting avenue in the music generation field is that we call generative models.
These models are capable of generating novel music after going through a training phase.
In other words, we provide enough data so the model can learn from it and generate new
music from scratch. This is the central subject of the present work.

A way to generate music is using Recurrent Neural Networks (RNNs) which the central
idea behind it is to predict notes given a sequence of previous notes. There are a bunch
of other methods to generate music using AI, but RNNs has demonstrated the best results
so far. Other methods used to create music are convolutional neural networks (CNNs) like
WaveNet [2], and generative adversarial networks (GANs) like MidiNet [16] or SeqGAN [13]
and more recently WaveGAN [3].

The objective of this project is to explore the field of music composition using Artificial
Intelligence. We focus on deep learning techniques, detailing some models. Also, we build
a simple real-world application that uses deep learning techniques to compose music.

In Section 2 we explore some deep learning techniques and some historical background.
Besides, we present structured criteria to evaluate the models that we choose. In addition,
in Section 3 we explain the implementation details in two parts. The first part is related
to the adaptations needed in the models so it could attend the requirements of our final
application. The second part focus on the implementation of the application itself, which
involves a media streaming server and an Android app. Finally, in Section 4 we present
some results and we deepen further in the discussion.

2 Background and Related Work

Artificial Intelligence has many applications to help to solve real-world problems. We look
to intelligent software to automate routine labor, understand speech or images, make di-
agnoses in medicine and support basic scientific research. Despite the promissory history
of computer science, there is a large set of problems that machines still struggle to solve.
Problems that humans solve intuitively that feel automatic, like recognizing spoken words
or faces in images. Difficulties faced by systems relying on hard-coded knowledge suggest
that AI systems need the ability to acquire their knowledge, by extracting patterns from
raw data. This capability is known as machine learning.

“The true challenge to artificial intelligence proved to be solving the tasks that are
easy for people to perform but hard for people to describe formally” Goodfellow
et al. [8]

Deep learning allows the computer to build complex concepts out of simpler concepts.
Another perspective on deep learning is that depth allows the computer to learn a multi-
step computer program. Each layer of the representation can be thought of as the state of
the computer’s memory after executing another set of instructions in parallel. Specifically,
it is a type of machine learning, a technique that allows computer systems to improve
with experience and data. Deep learning is a particular kind of machine learning that
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achieves great power and flexibility by learning to represent the world as a nested hierarchy
of concepts, with each concept defined in relation to simpler concepts, and more abstract
representations computed in terms of less abstract ones.

In recent years, it has seen tremendous growth in its popularity and usefulness, due
in large part to more powerful computers, larger datasets, and techniques to train deeper
networks. Years ahead are full of challenges and opportunities to improve deep learning
even further and bring it to new frontiers. An application area of deep learning techniques
that is growing is the generation of content. Content could be of various kinds: mostly
images, text, and music, the latter being the focus of the present work. The motivation
is in using the now widely available corpus to learn musical styles automatically and to
generate new musical content based on this.

The present project evaluates some models that generate novel music. Our main is to
classify them into four categories as described by Briot et al. [1] and presented below:

Objective — This category refers to what type of musical content is generated. For
example, it could be a melody which is a linear succession of notes, or a polyphony
which consists of two or more independent melody.

Representation — This criterion refers to the way data is represented. There is a bunch
of formats used to represent musical data, some examples of them are: piano roll,
MIDI, text, and so on.

Architecture — This category is related to the way a system is designed. It might be a
single type of architecture or a combination of two or more of them. Some architectures
are Feedforward, Recurrent, Autoenconders, Convolutional, GANs, etc.

Strategy — This criterion is related to many ways architectures are used to generate
music. Architecture might be used to a prediction task, for example.

After classifying and evaluating the models, one of them will be selected to generate
music for a client application as described in Section 3.

2.1 Historical Background

2.1.1 Markov Models

In the early 20th century Markov models were introduced, and in such a model the goal
is always to predict the next data in a sequence based on knowledge of previous data. A
Markov model is a probabilistic sequence model where, given a sequence of data, its job is
to compute a probabilistic distribution over possible sequences and choose the best. This
kind of model consists of a set of states and a set of transitions between these states, each
assigned with a particular probability. You can move from one state to another with a
certain probability, thus, if you go through a path between an initial state, the probability
to reach the final state is the multiplication between all probabilities in that path. For
clarification, let’s use an example. Suppose we must predict the weather and it can assume
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Figure 1: A finite automata that models the weather prediction problem using a Markov
model.4

one of the three weather states: Sunny, Cloudy or Rainy. We can use the Figure 1 that
represents a finite automata modeling the problem.

In the Figure 2.1.1 we can see that if a day is sunny, the probability that tomorrow’s day
to be cloudy is 15%. We can use the following state sequence notation: q1, q2, q3... where
qi ∈ {Sunny,Cloudy,Rainy}. Then, to compute the probability of tomorrow’s weather we
can use the Markov property:

P (q1, q2, ..., qn) =
n∏

i=1

P (qi|qi−1)

Markov models are a big inspiration behind the majority of machine learning algorithms
with the specific goal of content generation, from Natural Language Processing (NLP) to
music generation. Particularly for the former one, which is the primary objective of this
project. As we will see later, this idea is used to predict notes given a sequence of notes
using recurrent neural networks (RNN).

2.2 Neural Network Models

There are many techniques to generate music, which one with its particularities and objec-
tives. This is a thriving field and new techniques or improvements appears each day. For a
full survey about this matter, please refer to [1]. Nevertheless, for the sake of the present
work, we are looking for techniques that fit in specific criteria.

4http://cecas.clemson.edu/ ahoover/ece854/refs/Ramos-Intro-HMM.pdf
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Firstly, we are interested in generating polyphonic music since this is pleasant to listen
while running. Musical taste is subjective, but polyphonic songs are closer to the music the
majority of people are used to listen to. Besides, the output of a trained model is a critical
requirement as well. We must be able to generate music in formats that can be streamed
and played in real time. Therefore, we are interested in produce representations like MIDI
that can be easily converted to MP3 files. Having that in mind, we will present some basic
concepts about neural networks. Furthermore, we also explain the peculiarities that music
composition has in its core and also present the reasons a determined technique is a good
fit for the job.

2.2.1 Feedforward Neural Networks

A simple neural network consists of an input vector and a single node. This node receives
each element of the vector and evaluates a weighted sum on them. A constant value can
also be added, we call that bias. Then, the result is compressed in a range, usually in the
interval [−1, 1], by a nonlinear activation function. Finally, the output is evaluated by some
cost function which compares it with an expected value and tells how far it is from the
expected result.

Weights are adjusted according to a cost function in such a manner to reduce the distance
between network result and the expected value. This iterative process is called training and
can occur as many times as it is needed for the error decreases as much as possible. Usually,
errors converge to a particular value indicating that the training can stop at this moment
since improvements no longer exist.

Finally, the network can evolve to increase the number of nodes. Thereafter, layers of
nodes are stacked together creating what we call deep neural networks. Figure 2 represents
this architecture, where the input vector is represented by yellow squares and nodes by blue
circles.

Figure 2: Feedforward network scheme.5
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Another type of architecture that is an evolution of feedforward networks is the so-
called recurrent neural networks. This sort of architecture gives the model the ability to
learn from previous experience. All previous inputs influence in determining the output
of current iteration. The fact that each iteration depends on the previous iterations is
the reason this kind of strategy is called recurrent. Also, this technique is widely used in
Language Natural Processing (NLP) as, for example, text generation in which the model
can assert characters one after another based on all previous characters generated before.
It is very natural to think this way since a word in a sentence is highly related to the words
that came before. For further discussion, you can refer to Andrej Karpathy web page6.

Music generation can also be interpreted in the same way as text generation where a
note is guessed based on notes that came before. In other words, a model tries to mimic a
real composer, choosing a note that is the best fit in the sequence at that moment. This
gives a temporal relationship between notes inside a composition.

2.2.2 Recurrent Neural Networks and LSTM

Recurrent Neural Networks (RNN) can be viewed as a feedforward network but with loops
in them, allowing information to persist. The model is trained in many steps, in each
step a node receives inputs internally and externally. Internal information is the output
from previous steps that were redirected to refeed the network itself. External data is a
randomly selected portion of the training dataset, done in the same way we normally do for
feedforward networks. The following image illustrates this loop.

Figure 3: RNN cell being feed with external input as well as internal state information from
previous steps.8

5http://www.hexahedria.com/2015/08/03/composing-music-with-recurrent-neural-networks
6https://karpathy.github.io/2015/05/21/rnn-effectiveness
8https://r2rt.com/written-memories-understanding-deriving-and-extending-the-lstm.html
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The most popular RNN are those that implement Long Short Term Memory (LSTM),
which learns even longer sequential dependencies. Hochereiter and Schmidhuberin intro-
duced them in 1999 [11]. Since then there were many improvements, and today there is a
bunch of variants of the original LSTM. Please refer to [10] for a comparison between the
more recent works about LSTM.

LSTM recurrent neural networks have been shown to be extremely effective at modeling
single-dimensional temporal patterns. As mentioned before, an approach for music gener-
ation is to treat all notes played at any given time step as a single input vector and train
an LSTM network to output a vector of probabilities of playing each note in the next time
step. This strategy was described by Douglas Eck at [6] in 2002.

2.2.3 Generating Polyphonic Music Using Tied Parallel Networks

The system designed by Johnson [12] for polyphonic music is an integration between two
types of neural networks. The first half of the network consists of a recurrent neural network
which is in charge of capturing temporal patterns along the time axis, in each time step
the output from previous steps refeeds an RNN cell. The second half is responsible for
catching aspects related to notes in the same time step. This scheme allows the model to
learn patterns both in time and note space.

The architecture proposed consists of four hidden layers. The first two layers correspond
to the recurrent portion of the system. We can see in Figure 4, which outputs from previous
steps refeed nodes in these layers. Suppose the model is currently in timestep t, then the
arrow representing the loop shows the output from timestep t− 1 being redirected as input
for the current timestep t. In other hands, in Figure 5, the refeeding process is shown in
the time axis.

Again, note that only the first two layers have connections a long time space. The first
two layers have 200 nodes each. The last two layers have 100 nodes each.

In Figure 4 we have three axes being represented:

• low axis represented horizontally and directed from left to right. It represents the
flow of (feedforward) computation through the architecture, from the input layer to
the output layer.

• note axis represented vertically and directed from up to down. It represents the
connexions between units of each nonrecurrent layer.

• time axis represented diagonally and directed from up left to right down. It represents
the time steps and the propagation of the memory within the same unit of each
recurrent layer.

The input representation used is a piano roll, with the pitch represented as the MIDI
note value. More specific information is added: pitch classes, a previous note played,
how many times a pitch class has been played in the previous time step, beat (position
within the measure, assuming 4/4 time signature) (all in one-hot encoding). The output

9http://www.hexahedria.com/2015/08/03/composing-music-with-recurrent-neural-networks
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Figure 4: Folded representation of Biaxial LSTM RNN model.9

representation is a piano roll, to represent the possibility of more than one note at the same
time. Generation is done in an iterative way (iterative feedforward strategy), as for most
recurrent networks.

3 Implementation and Methods

3.1 System Architecture

The system architecture for a Mobile App is shown in Figure 6. It generates novel music
using AI. The image presents communication flow in which the user must be wearing a
wrist device like Fitbit or similar. This device sends information to the mobile app that
could be heart beating, speed or any other set of parameters that describes the intensity of
physical activity. Communication between the wrist device and the mobile is done through
Bluetooth. The next step is communication between the mobile app and the server, which
is accomplished through a Rest API. The mobile app must be connected to the internet, via
WiFi or 4G, for example. So the app will pass information gathered from the wrist device
to the server and this information will be used as input to the AI so it can generate music
according to the intensity of physical exercise. Thereafter, a server will then stream music
directly to the mobile app, and that will be listened to by a person while running or other
similar activity.

10http://www.hexahedria.com/2015/08/03/composing-music-with-recurrent-neural-networks
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Figure 5: Unfolded representation of Biaxial LSTM RNN model.10

3.2 Approach

The objective is to generate music in such a way that the speed of a song is proportional to
the speed of a person running. Therefore, if a person becomes to run faster, it causes the
music to become faster as well. For this purpose, is necessary to figure out a way to pass
the speed of the person as a parameter to the generation function. The approach adopted
to turn a song faster is as simple as making the notes to be played in a shorter period. The
intention is to make a person feels like the music that he is listening to is following his pace.
Thus, suppose that a person immediately begins to run two times faster, this will cause the
model to generate a piece where notes are played two times faster.

Nevertheless, the model response to a variation in the person speed is not immediate.
We assume that a running person is more likely to keep his velocity steady while exercising.
Then, our goal is not to produce an abrupt change, but a smooth transition. That assump-
tion also gives the model a longer period to generate new songs accordingly. The time the
application takes to generate music in response to speed changes is an essential requirement
since there is no meaning for a person listening to music if the application takes too long
to produce songs based on his current velocity11. This delay will cause a feeling that the
music varies randomly.

3.3 Adaptation of Tied-Parallel Network

The original code already provides a song generation function which receives as parameters
a trained model and the training dataset. Besides, for the purpose to generate songs at

11Here, speed and velocity are being used interchangeably. Both mean the current speed of a running
person.
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Figure 6: System architecture for a Mobile App using AI and a Wrist device to generate
Music.

various speeds, we have to provide the current speed of the person as well. The speed is
used to alter the duration in which notes are played in a particular piece. We also keep
the length of the generated song fixed, so the server always provides the application equally
sized pieces. The length is calculated in such a manner that the transition between songs is
nicely smooth. It means that the music is not abruptly changed, neither it takes too long
to adapt to velocity changes. In general terms, the average man can run up to 24 km/h
for short distance sprints or 12 km/h for a long distance run. As mentioned before, we are
assuming no sudden changes in speed. Therefore, a reasonable time for an adaptation in
the song rhythm is about 10 to 30 seconds. This is at the same time an ideal maximum
range of time to generate a novel piece as well as the longest length of a piece. After
making all these considerations, the generation function is periodically called by the server
to update the playlist being streamed to the application. The application runs as long as
the person wants it to run. This means the model is indefinitely generating new pieces of
music and serving the application as an infinite source of compositions. As we can see, is
not necessarily deep changes in the model implementation for the sake of our goal. Thus,
the model is essentially close to the original one.

3.4 Server

The server is divided into three main components. The first component is a streaming
media server which supports MP3 stream. It consists of free server software for streaming
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media called Icecast12. This module requires another component as a source to provide
media streams though. Therefore, the second component is a client source for Icecast called
Ezstream. In its basic mode of operation, this module is capable to stream media files to the
Icecast server from a pre-defined playlist of MP3 files. The final piece of the server is a web
server. This module is accountable for defining the IP address and port so the application
can connect to it and communicate with the stream server. Here we use an HTTP protocol
which runs over TCP socket. Lastly, the entire server is able to provide an URL address in
the following format:

https ://< ip−address >:<port>/ p l a y l i s t . m3u

For example, if the server is configured to stream at localhost using port 8000 the final
address is http://0.0.0.0.0:8000/playlist.m3u.

3.5 Client

The client application is an Android app. This application aims to provide a user interface
to our machine learning model for music generation. The interface itself is a very simple one.
The main screen consists of a play button that when pressed starts a GPS tracking and also
actives the music streaming. The Android framework already supplies us with a high-level
abstraction for these both features. There is an API to control the GPS functionality of the
mobile phone which we make use to evaluate in real-time the actual speed a person is. For
further discussion, please refer to the official documentation13. Furthermore, there is also
an API that controls the mobile audio functionalities14 which we make use to establish the
connection with the URL address provided by the server.

4 Results and Discussion

The project implementation was divided into two parts. The first part consists of imple-
menting the technique of choice. Essentially we want to be able to understand the concepts
of the technique as well as apply it in a real scenario. In other words, we must be able to
train the model ourselves, change parameters as we demand and be able to generate music.
The code of the Tied Parallel Network by Johnson is available on his Github page15. All
setup requirements, like libs and other dependencies, are described on his page as well. We
trained this model using the JSB Chorales dataset, a corpus of 382 four-part chorales by
J.S. Bach16. The input format representation for the network was in a piano-roll format,
with a vector of length 88 representing the note range from A0 to C8 as described in [12].
Furthermore, there is a dropout of 50% in each LSTM layer and learning rate of 0.001. For
more details about parameters used by the model refer to [12]. The whole training process

12http://icecast.org
13https://developer.android.com/training/location/
14https://developer.android.com/guide/topics/media/mediaplayer
15https://github.com/hexahedria/biaxial-rnn-music-composition
16https://archive.ics.uci.edu/ml/datasets/Bach+Choral+Harmony
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took about 48 hours for a total of 10 thousand epochs. It was used a personal desktop
computer equipped with an NVIDIA GeForce GTX 650 with GPU acceleration.

Qualitatively, samples generated were pleasant to listen but with a lack of some dynamics
and complexity. Generated songs do not present a varied melody which gives it an aspect
of being played by some very beginner pianist. Despite that, we were able to control the
speed at which notes were played. Thus, it was possible to dictate the intensity of the music
accordingly with the pace of a person wearing a GPS transmitter device. We could change
the speed at which notes were played from very slow to very fast. This approach seems to
be a good starting point to offer an enjoyable accompaniment for a person who wants to
listen to music while exercising. The sensation of the song following the rhythm of your
running provides a good feeling and can even give an extra motivation. Some generated
samples can be found at this link17.

We can also analyze the implementation of the system architecture proposed, which
consists of a server that uses a trained AI model to compose music and that servers it to
an Android app through an MP3 streaming service. In the server side, we used a general
purpose Linux machine (EC2) hosted at Amazon Web Services (AWS). Besides, our choice
of using free software for streaming music was convenient, since it eliminated the burden
of implementing it from scratch. Icecast and Ezstream, both works and communicate
seamlessly and are very easy to configure. A downside encountered while using Ezstream is
that we cannot add an MP3 file to the playlist on the fly. Thus, every time a new song is
generated we must create an entirely new playlist to add just one file. Thereafter, Ezstream
must establish a connection to Icecast again and it causes little soundless gaps from one
song to another.

5 Conclusion and Future Work

Despite interesting results reached in this present work, many improvements could be made
yet. The field of deep learning for music is still lacking a standard dataset as MNIST is
for image recognition, it turns out to be hard to keep a good line of reference between
different studies. We were limited to only one dataset, but it is possible to produce music
with tremendous quality if the model could train over a larger and more varied dataset.

Music generation is a prosperous field, and many types of research have been flour-
ished each day. We could try other approaches like using Generative Adversarial Networks
(GANs) as described in [4] or [5]. GANs is a new technology that has not been properly
explored yet because it is very recent, Goodfellow et al. [9] first introduced it in 2014.
Adversarial networks have a lot of potentials to grow in the next years, mainly for music
generation field.

A downside encountered during the development of this project was that the music
generated is not varied regarding styles. We were trapped to produce only classical music
and only played on piano. Concerning musical variety, many improvements could be made.
Many approaches explore style transfer techniques in which is possible to turn a song from
one style to another. A further discussion about this techniques can be found in [14, 15].

17https://drive.google.com/drive/folders/1eWmct864L3TrWlUCtSUCh-1PU4v-KYtS?usp=sharing
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Furthermore, one way to solve the instrument limitation is to train with a dataset compound
by songs played with more instruments. Another way to tackle this problem is to combine
output notes for a generated piece with models that could produce the same notes using
other instruments or even generate synthetic sounds base on these notes. A study like
NSynth [7] could be used in combination with a music generation model to generate songs
with a wide spectrum of instruments and even produce songs with synthetic sounds.
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