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Abstract
The adoption of computer-aided stock trading methods is gaining popularity in recent years, mainly because of their ability
to process efficiently past information through machine learning to predict future market behavior. Several approaches have
been proposed to this task, with the most effective ones using fusion of a pile of classifiers decisions to predict future stock
values. However, using prices information in single supervised classifiers has proven to lead to poor results, mainly because
market history is not enough to be an indicative of future market behavior. In this paper, we propose to tackle this issue by
proposing a multi-layer and multi-ensemble stock trader. Our method starts by pre-processing data with hundreds of deep
neural networks. Then, a reward-based classifier acts as a meta-learner to maximize profit and generate stock signals through
different iterations. Finally, several metalearner trading decisions are fused in order to get a more robust trading strategy,
using several trading agents to take a final decision. We validate the effectiveness of the approach in a real-world trading
scenario, by extensively testing it on the Standard & Poor’s 500 future market and the J.P. Morgan and Microsoft stocks.
Experimental results show that the proposed method clearly outperforms all the considered baselines (which still performs
very well in the analysed period), and even the conventional Buy-and-Hold strategy, which replicates the market behaviour.
Keywords Deep learning · Deep reinforcement learning · Intraday stock trading

1 Introduction
The growing popularization of stock market trading has
become a rich field to be explored by powerful and
fast computing techniques. These tools have been widely
explored, to provide better trading strategies and to
maximize performance metrics such as, among others,
profit, economic utility, or risk-adjusted return. Indeed,
machine learning solutions have been proposed to stock
trading even before the popularization of computers [15, 20,
21] and have potential to distribute wealth among investors
with a reduced need for human intervention.
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Financial forecasting techniques are usually divided
into the branches of Technical Analysis (TA), which uses
data acquired from the past to indicate future behavior
of the market, and the Fundamentalist Analysis (FA),
which analyzes economic metrics that may influence market
future trends. Machine-learning based TA approaches treat
stock market forecasting as a classification problem, where
classifiers use labeled time series data from historical prices
in order to assign the following trading signals: a long
operation (i.e., betting that the price will rise in the future)
or a short operation (i.e., to bet the opposite) should be
done in order to maximize the profit. Some solutions in
machine learning-based TA have been widely proposed in
the financial forecasting literature using, for example, deep
learning [24, 34], Support Vector Machines [7, 45], Random
Forests [18, 37], reinforcement learning [16, 23], among
others. Although not the focus of this paper, both TA and FA
can be used together to perform financial trading [8, 17].
The computer-aided stock trading is basically composed
of two steps: (i) analysis of past market behavior, and
(ii) taking the optimal stock trading decision. To perform
such tasks, time-series data from past prices are usually
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considered as input. These data are usually given by
the market under different resolutions (minutes, hours,
days, etc) and contain information such as open prices,
close prices, among others. However, such data contains
a lot of uncertainty, specially because stock prices are
often influenced by other factors such as political events,
epidemics, performance of other markets and even the
behavior of other investors [44]. These aspects model stock
markets as dynamic, non-linear, non-parametric and chaotic
environments [36].
In order to minimize such issues in machine learning
based trading, several solutions have proposed the fusion
of dozens of machine learning classifiers with the aim
to get more computer-aided stock traders involved in the
trading decision, which in turn minimizes the error of single
classifiers trained on insufficient data. These algorithms
tackle the no-free lunch theorem [41] by fusing several
weak classifiers decisions with low correlation in order to
yield a strong final classifier. In the stock market forecasting
scenario, several literature approaches have been explored
in that sense, such as using boosting [42], late fusion
[3], dynamic ensembling [6], stacking [10], heterogeneous
classifiers [28] among many others. Notwithstanding, such
supervised approaches still do not deal efficiently with raw
past prices data and their very known limitations. Therefore,
an efficient solution should be designed to better cope with
the uncertainty and, at the same time, maximize ensembling
steps in such a way to perform profitable and safer trading.
In this paper, we move towards tackling these issues
by maximizing the performance of an ensemble based on
Reinforcement Learning. Our stock trader is composed of
a multi-layer and multi-ensemble classifier that acts in
three steps and use two ensembling techniques at the same
time. Our approach works by firstly applying several neural
networks in stock prices data in the first layer, and the
output will be used in a stacking ensembling technique in
the second layer. Then, the set of trading signals from the
neural networks are used as features and a reinforcement
learning agent acts as a meta learner, maximizing rewards
(profits) and yielding new trading signals through different
iterations. Finally, in the last layer of our trader, these new
signals are fused through another ensembling technique,
namely a majority voting (late fusion) approach, in order
to generate more robust final decisions. Simulations of
intraday trading on the Standard & Poor’s 500 future market
and the J.P. Morgan and Microsoft stock markets show
that the proposed approach clearly outperforms not only
the conventional Buy-and-Hold strategy (and, consequently,
the market behaviour), but also several non-RL ensembling
techniques and literature methods, which provide strong
performance in the considered period.

In summary, the contributions of this paper are:
1. We propose a machine-learning based stock trading
system composed by three different layers, that
leverages both on deep learning and deep reinforcement
learning benefits, which were proven to be effective in
several other machine learning fields [2, 43];
2. We exploit a novel pre-processing step based on
generating meta-features after converting price timeseries into Gramian Angular Field images [38], in order
to generate input data to be further processed in our
stacking ensembling approach;
3. We propose the use of a deep reinforcement learning
meta-learner, which processes the trading signals from
Convolutional Neural Networks (CNNs) to generate the
final trading decisions;
4. We combine two different ensembling steps (stacking
in the second layer of our agent, and majority voting in
the last layer) to maximize the robustness and stability
of our trading strategy;
5. We evaluate our multi-layer and multi-ensemble
approach in a real-world trading scenario, comparing
our experimental results with several baselines and literature competitors, showing that it clearly outperforms
their performance.
The rest of this paper is organized as follows: in
Section 2, we discuss related work in stock trading
using machine learning solutions. Section 3 motivates and
present our algorithm in details. Section 4 describes the
experimental setup considered to validate the proposed
approach. Section 5 shows experimental results and, finally,
Section 6 concludes this work and discusses possible future
research directions motivated by the proposed method.

2 Background and related works
Several works in literature have been vastly proposed in
order to perform automated stock trading. One of the
pioneer works in this aspect is the work of Kimoto et al.
[20], who used modular neural networks trained on various
technical and economical information in order to determine
when to buy and sell stocks. This work was extended
later in [15] using recurrent neural networks that are more
suitable to time series. The work of Lee and Park [21]
used a similar recurrent neural network, but trained on
eleven economic indicators. Other subsequent works have
used more advanced machine learning classifiers to perform
stock trading. Sun et al. [34] used Long Short Term
Memories deep neural networks, an evolution of recurrent
networks, on augmented market trading data. The work of
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Lin et al. [24] used a more evolved recurrent network to
predict the stock trading signal by forecasting the opening,
closing, and difference between these prices.
Other works have explored the use of non-neural
network based classifiers. Fenghua et al. [7] used Support
Vector Machine on features originated from the prices,
such as trend, market fluctuation, and noise on multiple
time resolutions to predict stock trends. Zhou et al. [45]
employed the same classifier on a very heterogeneous
dataset with sources from historical transaction data,
technical indicators, stock posts and news to predict the
directions of stock price movements. Another kind of
classifier usually considered in previous works is the
Random Forest (RF), as it consists of an ensemble
of individual decision trees and, therefore, can be a
powerful tool for trading. The work of Tan et al. [37]
evaluated the robustness of RF to stock selection through
fundamental/technical and pure momentum feature spaces.
Finally, the work of Khan et al. [18] has assessed the
effectiveness of RF on features from social media and
financial news data.
The use of Reinforcement Learning (RL) in stock market
prediction has shown state-of-the performance in several
works in the literature and is considered a trending topic
in stock market prediction. By considering the market as
an environment that returns maximized rewards when the
right trading signals are emitted, the stock trader agents are
trained as much as possible in order to follow the market
behavior by optimizing financial metrics. These metrics can
be returns, sharpe ratio, among others. One of the pioneer
works in this regard comes from the work of Neunier
[38], that used a Q-Learning value-based RL approach
to optimize asset allocation decision. Later, Mihatsch and
Neunier [26] added in the Q-learning function the notion
of risk. Gao and Chan [9] used as performance functions
of Q-learning training the absolute profit and relative risk
adjusted profit. Lee et al. [22] used four Q-learning agents
that act serially in different steps of the trading procedure.
Moody et al. [27] used a recurrent neural network in the
RL pipeline for trading, an approach known as Recurrent
Reinforcement Learning (RRL). Recent solutions proposed
in this aspect are the work of Kang et al. [16], which
modified and adapted the A3C RL algorithm and joined
it with deep learning, and also the work of Lei et al.
[23], which proposed deep learning and deep reinforcement
learning to adaptively select and reweight several features
of financial signals.

3 Proposed approach
As it can be noticed from the literature on RL research, there
are a few explorations on maximizing ensembling steps on

the reward-based training pipeline, with most of the works
in this regard relying solely on one individual agent that
receives one or multiple sources of information as input, and
the output is done by one single agent that is trained on a
customized number of iterations.
In our work, we propose to do exactly the opposite by
maximizing ensembling steps in a three layer stock trader.
Our approach receives stacked inputs from other classifiers
and fuses its set of classifications through several training
iterations, integrating these steps on an RL trader agent. Our
three layer-stock trader, whose pipeline is better illustrated
in Fig. 1, is composed of the following layers:
1. Layer #1: Stacking/pre-processing layer: this layer
acts on stock market data at different time resolutions,
converting these time series data to images and using
intra-day trading signals generated by 1000 CNNs as
meta-features to be used by the next layer.
2. Layer #2: Reinforcement Meta Learner: we consider
a reward based classifier to process the outputs from
the previous layer, an ensemble process that is usually
called stacking [40]. The stacking is performed by a
meta-learner, which is, in our case, based on Deep
Double Q-Learning [12].
3. Layer #3: Ensembling Layer: this layer fuses different
signals of different training iterations of the meta
learner in order to get a final decision.
We discuss the details of each layer in the next
subsections.

3.1 Layer #1: stacking trading signals with
convolutional neural networks
Several approaches in the literature have used CNNs to
perform stock trading decision [4, 19, 33], treating the stock
trading problem as a Computer Vision application by using
time-series representative images as input. Following this
approach, CNNs can highlight in their deeper layers details
of these images that are difficult to find in their numerical
format, helping in performing accurate classification and,
therefore, better trading.
In the first layer of our trading algorithm, we leverage the
benefits of these networks by generating a series of metafeatures using hundreds of CNNs. This approach, inspired
by the work of Barra et al. [4], is based on three steps:
(i) time-series-to-image conversion; (ii) different CNNs
processing; and (iii) fusing of trading results.
For converting time series to images, the authors consider
the Gramian Angular Field (GAF) imaging inspired from
Wang and Oates [38]. To build such images, re-scaling
of time-series are needed. Let X = {x1 , x2 , . . . , xn } be a
time series with n components, the following normalization,
usually called the min-max normalization [11] is done as
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Fig. 1 The proposed three layered multi-ensemble approach. The first layer stacks decisions from CNNs, which are then used as observations (or
states) in a reward-based meta-learner (second layer) in different training iterations. Finally, a last layer fuses the final decisions in a final trading
signal

follows:
(xi − max(X)) + (xi − min(X))
x̃ i =
max(X) − min(X)

(1)

The scaled series, represented by X̃ = {x̃1 , x̃2 , . . . , x̃n }
are then transformed to polar coordinates system by the
following equation:


θi = arccos(x̃i ),
x̃i ∈ X̃
(2)
with ti ≤ N
ri = Ni ,
Finally, Gramian Summation Angular Field (GSAF) and
Gramian Difference Angular Field (GDAF) matrices can be

easily obtained by computing the sum/difference between
the points of the time series:

 
GSAF (i, j ) = [cos(θi + θj )] = X̃  · X̃ − I − X̃ 2 · I − X̃ 2



GDAF (i, j ) = [sin(θi + θj )] = I − X̃ 2 · X̃ − X̃  · I − X̃ 2
(3)

The result of such transformations are 1-channel 2D
matrices that represent a heatmap, whose values range from
0 (black) to 1 (red). In a second step, a colormap is applied
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to the input matrix, resulting in a three channel output
matrix. In the work of Barra et al. [4], best results were
reported using GDAF.
Converting stock market time series to images in this
approach has the limitation of not generating too big images,
making such inputs unfeasible to deep convolutional neural
networks. Time-series data show an important feature that is
the variation of data in the time. They way the data change
can, therefore, provide important interpretation about how
an event evolves. Thus, the authors propose to aggregate
the data under K different intervals of time, using these
K time series as sub-regions of the final converted image.
This image has a final resolution of 40 × 40 pixels, and is
processed by an ensemble of VGG-based CNNs, with the
architecture better detailed in Fig. 2. The final trading signal
is the majority voting of the outputs.
Our extensions of the work in [4] for this paper are twofold: (i) in [4], twenty different CNNs (each trained with
a different weight initialization) are fused to provide the
final (daily) decisions. We noticed that the adoption of a
naive consensus mechanism to fuse these CNN outputs did
not allow the approach to be sufficiently robust in markets
with different characteristics. Hence, in this new work, we
improved the method by exploiting Reinforcement Learning
to find the optimal policy to fuse these CNN outputs,
with the aim of favouring the most reliable networks, and
penalising the less precise ones; (ii) to do so, we first
extend the numbers of CNN used, by considering 10 best
training epochs over 100 CNNs, with different initialization
parameters (not previously used in [4]), to generate daily
trading decisions. Then, these 1000 array of decisions are
used, in a novel way, to generate meta-features to be
employed as inputs of several RL agents. Therefore, the
100 CNNs act as a first layer (or feature generation/preprocessing) of our new approach, not used to trade as the 20
CNNs from [4] are used for; and (iii), finally, we train these
RL agents (with different experience of the environment)
based on Neural Networks (Deep Q-Learning) with these
features to automatically find the possible best ensembling
policies, to perform a majority voting over these agents (as
described in next Sections 3.2 and 3.3), in order to get final
decisions to be tested in real-world trading scenarios.

Convolutional
(3x3)
Input
(40x40)

32 filters

MaxPooling
(2x2)

X

X

Dropout
(25%)

Convolutional
(3x3)
64 filters

Convolutional
(3x3)

3.2 Layer #2: Reinforcement metaLearner
Reinforcement Learning (RL) [35] is a self-taught learning
process which can be represented by a Markov Decision
Process (MDP) [30]. An MDP is a 4-tuple (S, A, Pa , Ra )
where:
–
–

–
–

S is a set of states;
A is a set of actions (in the specific case of
reinforcement learning this is the set of actions that the
agent is allowed to do, thus in our case this set is finite);
Pa (s, s  ) is the probability that an action a in state s will
lead to the state s  ;
Ra (s, s  ) is the immediate expected reward received in
the transition from a state s to a state s  doing an action
a.

The main goal of the reinforcement learning process is,
therefore, to find a policy π that returns the highest reward.
To perform such a task, the agent can try different policies
in a training stage, but only one of those has the highest
reward possible, which is called the optimal policy. Several
approaches can be used to train RL agents, among them, a
promising strategy is using evolutionary algorithms [14].
When applied in machine learning problems, the
following analogies are usually made: (i) the state is a
feature vector which represents the input of the agent (e.g.,
in our case, a vector containing input data); (ii) the actions
are the outputs of the machine learning agent (e.g., the
trading decision to do); and (iii) the reward function is built
at a training stage and returns higher rewards to correct
actions (e.g., the market profit generated by the local trading
decision). Thus, different from supervised learning (when
agents learn from annotations) and unsupervised learning
(where agent searches for hidden structures in the data, to
identify clusters), in reinforcement learning the agent learns
how to maximize a reward function in a given environment.
In our proposed Reinforcement Trading (RT), the trading
signals vector from the previous layer is described as
{p1 , ..., pn }, and the return at time t is defined as rt =
pt − pt−1 . Trading decisions such as long, idle and short are
represented as At ∈ {1, 0, −1}. Therefore, in RT, the profit

MaxPooling
(2x2)

X

64 filters

Fig. 2 The VGG-based CNN used to pre-process stock market time series to image data
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Fully
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Rt is calculated as [32]:
Rt = At−1 rt − c|At − At−1 |

(4)

where c is the transaction cost paid to the brokerage
company when two consecutive decisions are done, or At =
At−1 .
Hence, the objective of RT is maximizing the reward over
a period T , or
max


T


Rt |,

(5)

t=1

where  is the family of parameters of the model (agent).
For example, if the model is a neural network, then  =
{w, b}, where w are the weights and b are the biases that
should be trained to maximize the objective.
In our approach, we use the benefits of reinforcement
learning classifiers to act in a stacking scenario. Here, the
RL agent acts like a meta-learner, using the outputs from
previous layer as states. In its training, the agent learns to
maximize rewards, which in our paper is calculated as:
⎧
if action is long
⎨ close − open
(6)
Reward = −(close − open) if action is short
⎩
0
if action i idle
where open and close are, respectively, the opening and
closing prices of the mar
Our meta-lket in the considered day.earner is based
on Double Q-Learning (DQL) agents [12]. In such an
algorithm for Deep Reinforcement Learning (DRL), Deep
Q Networks (DQN) are used in order to learn a rewardinspired function called Q-function Q(x, a), which is
disposed in a table. This function is calculated as:
Q(x, a) = D(x, a) + γ max Q(y, a),

(7)

a

where x and y are a states, a is an action, D(x, a) is
the reward from taking action a and γ is the discount
factor, which controls the contribution of rewards in the
future. Therefore, in (7), the Q-value yielded from being
at state x and performing action a is the reward D(x, a)
plus the highest Q-value possible from the next state y also
performing action a, discounted by the discount factor.
The update rule for finding new Q-function approximations is based on the following criterion:
Q(x, a)new = Q(x, a)old +α[(D(x, y, a)+γ max Q(y, b)−Q(x, a)old )],
b

(8)

where α is the learning rate, D(x, y, a) is the immediate
reward from taking action a and moving from state x
to y and maxb Q(y, b) is the maximum future reward
considering all possible actions b in the new state y.

Such a parameterized table is learned through network
weights in deep q-learning, found through backpropagation
of errors in a training stage. DQN loss functions are
calculated as:
Loss = [Q(x, a, ) − (D(x, a) + γ max Q(y, a,  )]2 (9)
a

Therefore, the goal of the network is to find parameters 
that minimize (9).
In a testing scenario, a DQN processes the input (state)
and returns Q-values for each action to take. Then, the action
with the highest Q-value will be chosen to be executed at
that state. Therefore, for a state with n dimensions and an
action space of m possible actions, the neural network is a
function Rn → Rm .
Some important features of our considered DQL are the
target networks [12] and dueling networks [39]. The first
one is used just to calculate the target from (10) below. It is
a network similar to the main network, and its weights w 
are initially the same as the weights w of the main network.
However, new weights are copied every t steps from the
main network and remain the same in the other steps. When
using target networks, the weights update of DQNs happens
as it follows:
w = α[(D(x, y, a)+γ max Q(y, a, w))−Q(x, a, w)]w Q(x, a, w),
a

(10)

where w is the change in weights to perform in the
training stage, Q(x, a, w) is the current predicted Q-value
and w Q(x, a, w  ) is the gradient of the current predicted Q-value. The part of the equation D(x, y, a) +
γ maxa Q(y, a, w) −Q(x, a, w) is commonly known
as Temporal Difference (TD) error. Finally, the part
D(x, y, a) + γ maxa Q(y, a, w) is also called target.
The use of target networks is justified since the same
parameters (weights) are used for estimating the target
D(x, y, a) + γ maxa Q(y, a, w) and the predicted Q-value
Q(x, a, w) in (10). As a consequence, there is a strong
correlation between the target and the network weights w.
This means that, at each training step, both the predicted
Q-values and the target change. This causes an unstable
training procedure, as the weights update goal will be
finding a predicted Q-value that gets close to an always
moving target. The use of a target network yields a better
and fast training, and is composed of two steps: (i) the
main DQN network helps selecting the best action (the one
with the highest Q-value); and (ii) use the target network to
calculate the target Q value of taking that action at the next
state.
Additionally, dueling networks [39] help the network to
calculate each of the values (D(x, y, a) and maxb Q(y, b))
in (7) separately. This is done through individual fully
connected layers positioned after the penultimate layers
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of the DQNs, which estimate each of these values with
a final aggregation layer that is then used to calculate
Q(x, a). To avoid backpropagation issues created by
calculating (7) in pieces, the aggregation layer includes
subtracting the mean maxb Q(y, b) for all possible actions
b. Therefore, this architecture helps accelerating the
training, as the immediate reward D(x, y, a) can be found
without calculating the maxb Q(y, b) for each action at that
state.
Figure 3 shows the architecture of the proposed main
network used to stock trading, which includes the use of
dueling and target networks in its final version. The main
DQN is a very simple network composed of one flatten
layer, one fully connected layer with 35 neurons. The
activation of such neurons are activated after optimization
experiments, which depend on the market considered (we
discuss how it is done in Section 5.1 for one dataset), and N
neurons fully connected layer with linear activation, where
N is the number of decisions to take in the stock market (we
chose N = 3, which are long, short and long operations).

3.3 Layer #3: ensembling multiple learners
In this last layer, we propose the fusion of several multiple
DQN agents trading signals, in order to take more decisions
into account for trading. After multiple different training
iterations (or epochs) of the above meta-learning agent with
the environment, different actions in the market are done, as
Fig. 4 illustrates.
Given such outputs from the previous meta-learners,
the final agent works in an ensemble (or late fusion)
fashion, which considers the majority voting of decisions to
generate the final trading signal. By taking a vector Lt =
{l1 , l2 , ..., ln } of n iterations (epochs) decisions for a day t,
where li ∈ {L, H, S}, the ensembling layer fuses them in

just one trading signal lt as the following:
lt = Mode(Lt )

(11)

where Mode(Lt ) is the most frequent value in Lt . In
our approach we consider Lt as a 25-dimensional vector
(empirically chosen), which means that we ensemble 25
meta-learner training iterations decisions.
The idea behind this approach is that the same agent
trained at different iterations can be complementary, as
the agents have different experiences with the environment
thus making the approach more robust against uncertainties
of the stock markets behavior. Indeed, by ensembling the
individual agents decisions through the majority voting, we
require the final agent to perform a long, idle or a short
action only when the fusion has a good confidence about
the choice (i.e., when there is a wide agreement among the
individual agents).

4 Experimental setup
This section describes the experimental setup adopted in
this paper. It reports the markets, metrics, state-of-the-art
approaches considered for comparison and implementation
details of the proposed approach.

4.1 Datasets
We perform the experimental validation of our approach
by using historical data from the Standard & Poor’s 500
future index (S&P 500), as well as the JP Morgan (JPM)
and Microsoft (MSFT) single stock indexes. These data can
be usually found at different time resolutions, or granularity
(e.g., 5-minutes, 10-minutes, 1-hour, etc.). The dataset
structure is summarized in Table 1: each entry specifies the

Fig. 3 The neural network architecture of our proposed multi-DQN agents for stock trading. The activation of the first layer is chosen through
optimization experiments
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Fig. 4 Fusion Layer pipeline of our proposed multi-layer agent. Multiple agents trained after multiple series of different iterations with the
environment perform intra-day stock trading, done by choosing among different combinations of actions. The final action to take is decided by
majority voting of decisions

timestamp of the considered time slot (technically known
as candle), among with its open, close, high and low
prices. These prices are usually denoted by market points
(1 point=$50,00 for the S&P 500 future index, while 1
point=$1,00 for single stocks). We run our first layer of
CNNs over these datasets, thus extracting 1000 different
predictions (long, short or idle) for each day of the chosen
period, to be used as input for the second layer (the metalearner).

algorithmic trader in terms of both classification and trading
performance.
The first metric we evaluate is the coverage, which
indicates how many times the trading agent enters the
market. Given |X | the number of trading days the agent
performs long or shorts, and |X| the total number of trading
days the agent was working, the coverage is calculated as in
(12).
COV =

4.2 Metrics
To compare the proposed method against the baselines
(described in the next paragraph), we adopt a set of
state-of-the-art trading metrics, that help to evaluate each

(|X |)
.
|X|

(12)

In our classification/trading algorithm, we may want
to know the precision of long and shorts. The precision
calculates the number of corrected classified samples of a
given class, dividing it by all instances classified for that

Table 1 Dataset structure (1-hour time resolution); prices are expressed in market points
Date

Time

Open

High

Low

Close

...
17/06/2011
17/06/2011
17/06/2011
...

...
19 : 00
20 : 00
21 : 00
...

...
7349
7352
7361
...

...
7363.5
7373
7376.5
...

...
7346
7350
7341.5
...

...
7351
7362
7374.5
...
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class (right or wrong). For example, the long precision can
be calculated as:
TL
P recisionL =
,
(13)
T L + FL
where T L is the number of longs correctly classified longs
and T L+F L is the total number of correctly and incorrectly
classified longs.
The Maximum Drawdown (MDD) estimates the risk in
the time period taken into account [25]. Low values of
maximum drawdown are usually preferred. Formally, if P
is the peak value before the largest drop and V is the valley
value before a new high value is established, its formal
notation can be established as
(P − V )
.
(14)
MDD =
P
We also use a metric that measures how worth the
investment is according to the risk: the Return Over
Maximum Drawdown (ROMAD). This metric is largely
used to evaluate the gain or loss in a certain period of time.
More formally, it measures the return of a portfolio as a
proportion of the Maximum Drawdown level, as shown in
(15), where Portfolio Return denotes the difference between
the final capital and the initial one.
P ortf olio Return
.
(15)
MDD
In practice, investors want to see high RoMaDs, which
means that the portfolio returns are high and MDDs are low.
High RoMaDs mean that the risk is low and the return is
high enough to worth the trading. We consider this metric
the most important one and will use it to rank the results,
as it measures how many times the return is higher than the
risk assumed.

RoMaD =

4.3 Baselines
In order to make a complete comparison between the proposed approach, some other well-performing ensembling
techniques, and literature competitors, we selected several
significant baselines.
More in details, the baselines we consider can be divided
into two groups. The first group includes some variations of
our approach, where the second and third layers of our stack
are replaced with alternative and well-performing non-RL
ensembling techniques. They are:
1. the first layer only of our approach, through a majority
voting over the 1000 CNN trading signals, which shows
to be the strongest baseline, with a very competitive
behaviour in the considered periods;
2. the first layer only of our approach, but considering a
threshold agreement of at least 50% of the same CNN
trading signals;

3. the same first layer only of our approach, but now
considering a threshold agreement of at least 70% of the
same CNN trading signals.
On the other hand, the second group of baselines is
represented by some literature works that propose trading
techniques based on machine learning. As far as we know,
however, the existing works that punctually report the used
out-of-sample periods, as well as the results in terms of
economic performance of their methods, are very few for
intra-day stock trading. Among them, we have selected the
following two:
1. the approach proposed by Sezer et al. in [31], called
CNN-TAr, where the authors encode trading signals
(e.g: EMA, SMA, etc.) into 15x15 images, and train a
CNN to perform daily trading;
2. the technique presented by Calvi et al. in [5], where the
authors propose a Support Tensor Machine, called LSSTM, i.e. a tensor extension of the best known support
vector machine, to perform daily trading.
Finally, together with all the baselines mentioned above,
for each period and market considered, we compare our
proposed method against the Buy-and-Hold strategy, which
consists of a passive investment where the investor buys the
stocks at the first day of the considered period, and sells
them at the end of the period. Since this strategy essentially
replicates the behaviour of the market, it represents a valid
benchmark to compare the performance of the proposed
method against the market itself.

4.4 Implementation details of the proposed
approach
The approach proposed in this paper has been developed in
Python using KERAS-RL library [29] and was run in an Intel
i7-8700k with a 64-bit Operating System (Ubuntu Linux
18.04 for tge development and learning stages, Microsoft
Windows 10 for the simulation step) with 64 GBytes of RAM
and a Nvidia TITAN XP GPU. Our method includes several
DQN agents, equipped with target networks and dueling
architectures. In its second layer, it considers agents trained
for 25 epochs/iterations (empirically chosen) and the final
trading signal is given in the last layer of our method, by
considering the majority voting of these decisions.
The output of our last layer is hence encoded into
a (datetime, decision) .csv file. Then, each real-world
trading simulation is performed through MultiCharts1 , a
Windows-based trading platform. Figure 5 shows how
MultiCharts implements our trading decisions: when
performing long actions, the tool executes a buy order at the
1 https://www.multicharts.com/
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Fig. 5 Example of real-world trading simulation through MultiCharts

begin of the day, immediately after the market opens (recall
we perform daily trading), and a sell order immediately
before the market closes; for shorts, the opposite (i.e.
it performs a sell order when the market opens, and a
buy order when it closes, by exploiting the uncovered
sales mechanism); finally, idle actions are simply ignored.
Notably, the source code of our solution is available for
download at a public repository2 .

5 Experiments
In this section, we validate the quality and trading
performances of our approach through several simulations,
in which we perform intra-day trading in several stock
markets, through a backtesting mode. Our experiments
consist of two stages: in the first stage, we perform a
preliminary study on the metalearner parameters to optimize
the second layer of our approach; then, we compare
our proposed strategy against the baselines introduced in
previous Section 4.3, in a real-world trading scenario.

5.1 Metalearner parameters optimization
Before showing the comparison with baselines and other
relevant literature works, we report the outcomes of the
preliminary parameter optimization performed to tune the
second layer of our approach. To do so, we consider a
2 https://github.com/Artificial-Intelligence-Big-Data-Lab/A-Multi-
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small out-of-sample subset, that we call validation set, to
analyze the results. To this, we exploit our S&P 500 dataset,
spanning the date interval between February 1st of 2012 to
September 5th of 2018 for training, and from September 6th
of 2018 to March 5th of 2019 for validation.
The first set of parameters are the optimizers of the deepQ networks. Indeed, this is a very important parameter,
because the goal of the reinforcement learning network
is to minimize the difference between the different Qfunctions in (9). Therefore, the optimizers update the weight
parameters in  to perform such an optimization. The Loss
Function acts as a guide to the optimizer, telling if it is
moving in the right direction to the global minimum.
The second parameter comes from the RL dilemma
known as exploration versus exploitation, that requires to
choose between keep doing the normal learning process
(exploitation), or try something new (exploration). In our
deep-q agent, exploitation means always taking the action
with the highest Q-value, and explorations means taking
random actions with a given percentage of probability. We
vary the probability of explorations in the greedy policy
used in our metalearner.
Finally, the final parameter we want to tune is the
activation of the 35-neurons layer of our Q-network.
Activation functions are one of the most important
components of a neural network model. They determine
the output of a model, its performance and efficiency of
training.
In summary, the possible values of each parameter are:
1. ADAGRAD, ADAM, ADADELTA,
RMSPROP, as optimizers;

ADAMAX

and
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2. 30%, 50%, 70% and 90%, as percentage of explorations;
3. TanH, Selu, Relu, Linear and Sigmoid, as activation
functions.
Table 2 shows the top-10 results considering the RoMaD
metric out of 100 experiments performed, showing their
classification and trading performance.
At first, we observe that the ADADELTA optimizer
presented the two best positioned results in terms of
RoMaD, by using, respectively, 50% of explorations with
TanH activation and 30% of explorations with Relu
activation. The TanH activator presented a return that is
9.36 higher than the risk assumed in trading, but it trades
only 20% of the time. Such a strategy showed the lowest
risk, illustrated by a maximum drawdown of 38.75. It also
showed the best long precision (58%), which entails its very
well position in terms of the RoMaD metric. The ADAM
optimizer showed three configurations positioned in the top10 approaches. In particular we noticed that, when using a
very high probability of explorations (90%) and the Selu
activation, it increased the profit (the highest of all, with 833
market points), but also the risk (an MDD of 135.75, the
third highest of the experiments). Even in that scenario, it
showed a RoMaD of 6.14, the third best of all. However, that
comes with a 100% coverage, which means that the agent
was more exposed at the market risk.
Conversely, the RMSPROP activation function had only
one configuration in the RoMaD top-10 results, however,
it showed the best accuracy of all (60%), and also the best
precision of shorts (a surprising 74%). However, that high
short precisions do not yield a very high return in the market
period analyzed, specially considering that the agent trades
only 42% of the time. However, that configurations still had
a good risk-return trade-off, with a 4.47 RoMaD. Finally,
ADAGRAD optimization approach had three configurations

in the top-10 results. Its best configuration uses 50%
probability of explorations in the RL agent training, with
the Selu activation approach. However, it showed the lowest
long precision and accuracy of all approaches, but its fifth
best position in that table is mainly due to the fact that such
an agent enters the market only 14% of the time (second
lowest of all), but also providing the second lowest risk of
all the approaches.

5.2 Experimental results and comparison
with baselines
We now focus on the comparison of our proposed technique
against the baselines previously summarized in Section 4.3.
As previously outlined, we start our analysis of the
experimental results by comparing the performance of our
multi-ensemble and multi-layer approach, against several
well-performing variations of it. These variations only
rely on the first layer of the stack, thus not providing
the reinforcement learning components and ensembles.
However, the experiments show how our second and third
levels based on RL both help to significantly improve the
overall performances of the approach.
To obtain such a result, we considered, for all the
strategies, a real-world trading scenario where we assumed
to trade a single future on the S&P 500 market, with
the same initial investment capital of 4,000 market points
(200,000 USD). As a robust training period, we consider the
same 7-years period of Section 5.1, starting from February
1st of 2012 to September 5 of 2018, while as test set, we
exploited a time frame spanning September 6th of 2018 to
August 30th of 2019 (the last trading year of our dataset).
Note that it represents an interesting period to analyse, since
it is characterized by a first phase in which the market
suffered high volatility and a significant fall, mainly due to

Table 2 Top-10 results, in terms of RoMaD, of the parameter optimization experiment performed over the validation set, by considering different
metalearner optimizers, layer activations and different levels of explorations in the metalearner policy
Optimizer

Explor.

Activator

Long Prec.

Short Prec.

Accuracy

Cover.

MDD

Return

RoMaD

ADADELTA
ADADELTA
ADAM
RMSPROP
ADAGRAD
ADAM
ADAGRAD
RMSPROP
ADAGRAD
ADAM

0.5
0.3
0.9
0.3
0.5
0.5
0.7
0.7
0.3
0.3

TanH
Relu
Selu
Selu
Selu
Relu
Sigmoid
Sigmoid
Linear
Sigmoid

0.58
0.53
0.58
0.53
0.20
0.55
0.57
0.52
0.50
0.57

0.38
0.59
0.57
0.74
0.62
0.52
0.53
0.50
0.56
0.55

0.48
0.55
0.57
0.60
0.50
0.53
0.55
0.51
0.53
0.56

0.20
0.77
1.00
0.42
0.14
0.80
0.86
1.00
0.34
0.41

38.75
79.50
135.75
121.00
54.25
151.25
200.50
134.75
117.25
115.75

362.75
520.25
833.50
541.00
223.75
598.25
610.50
386.00
321.50
300.50

9.36
6.54
6.14
4.47
4.12
3.96
3.04
2.86
2.74
2.60

Classification metrics are percentages in [0, 1] range, while trading metrics are shown in market points (1 point = 50 USD)

S. Carta et al.

commercial war between the USA and China, opposed to
a second phase, in which the market experienced a strong
recovery, with very positive performance. Table 3 shows the
results of our experiments.
First, let us analyse the Buy-and-Hold strategy, which
represents a passive investment approach, commonly used
as a trading benchmark since it essentially replicates the
market behaviour. In our test period, B&H performances
return a modest income, but with a high investment risk
(due to the market fall at the end of 2018). Since S&P500
is a usually growing market, the Buy-and-Hold strategy is
generally effective, but it is in such periods that it shows
its limits. This is particularly relevant when operating with
the leverage, in which sudden and sharp falls can lead to a
loss of the invested capital, and therefore require to provide
new investments to keep the position with the broker active
(margin calls). Overall, it is therefore very important that
advanced trading strategies should be able not to follow the
market trend during negative phases, while, conversely, to
detect and exploit the positive trends.
For this reason, when looking at the results in Table 3,
we did not take into close consideration the results in terms
of classification (e.g., precisions), and in particular we did
not evaluate them in terms of accuracy. This is because,
compared to a standard classification task, in trading it
is not important the amount of correct choices, but rather
to correctly select the operations with a higher specific
weight (i.e., days with higher volatility), since a single
wrong choice can compromise the result of a high number
of correct choices. On the other hand, we give particular
emphasis to the most significant indicators in the analysis
of the financial strategy, i.e. the return, the MDD and
– specifically – the RoMaD, which quantifies the ratio
between the obtained profit and the assumed risk, thus
making it possible to determine the safest and most robust
solution to adopt.
Looking at Table 3, we can summarize the results of
the competitors of the proposed approach as it follows.

The strongest baseline is represented by an ensemble of
independent neural networks, obtained as the majority
voting of their decisions. This “naive” ensemble is therefore
performed over the first layer of our approach. On the
practical side, it shows to be a very effective strategy, with
an extremely positive behaviour which overperforms the
market throughout the considered test period. It provides
the second highest return (901 market points, or 45,050.00
USD), the second lowest MDD and also the second highest
RoMaD of 5.53. However, this agent is very cautious about
its decisions, not entering the market in almost half of the
trading days (i.e. coverage is 0.55)
The rest of the approaches presented in the third and
fourth row of Table 3 represent two variations of the
aforementioned first-layer majority voting ensemble. These
variations are obtained by imposing a minimum agreement
threshold on the majority decision. However, from our
experiments, this technique has shown to cause a regular
decrease of the RoMaD as the threshold used increases.
Therefore, we only reported results with agreement
thresholds of 50 and 70%, for illustrative purposes. Going
into detail, with a 50% decision agreement, the trader
agent enters the market 35% of the days, providing the
third highest return, which, according to its RoMaD, is
5.06 times higher than the risk. Notably, this solution
achieves the lowest maximum drawdown value, thanks to a
balanced combination of low coverage and high precision
of operations, making it an effective and low-risk strategy
for the considered period. Conversely, the ensemble with a
70% of majority voting agreement gives the overall worst
performances, with a negative return and – consequently –
a negative RoMaD. This approach is useful to only show
how a reduction in coverage does not automatically translate
into a decrease in risk, and also to denote the existence of
a non-negligible variance in the predictions of individual
CNNs.
At last, we analyse the results of our proposed approach,
based on a metalearner that autonomously learns how

Table 3 Summary of the comparison between our RL layers and the non-RL ensembling techniques outlined in Section 4.3, in an out-of-sample
trading scenario (September 2018 to August 2019)
Classification metrics

Trading metrics

Method

Long prec.

Short prec.

Cover.

MDD

Return

RoMaD

RL-ensemble (proposed)
Majority ensemble
Thresh. voting ensemble (50%)
Thresh. voting ensemble (70%)
Buy-and-Hold baseline

0.59
0.60
0.61
0.31
-

0.50
0.69
0.60
0.00
-

1.00
0.55
0.35
0.06
-

221.74
162.75
130.75
186.74
598.00

1265.50
901.00
662.75
-89.24
45.50

5.70
5.53
5.06
-0.47
0.08

Best results per trading metric are underlined. Trading metrics are expressed in market points (1 point = 50 USD) and classification metrics are
in the interval [0,1]
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to ensemble the CNN decisions. The metalearner is
then executed in separate iterations, and its decisions
are subjected to a second level of majority ensembling
(in order to balance the different first-level ensembling
strategies found by the metalearner). Such a multi-ensemble
method provides the best return so far (1265 market points,
equivalent to 63,250.00 USD, which means 5,270.83 USD
per month in a very difficult period). Even though such a
profit came with the second highest MDD of all (221.74
market points), it is still more than a half the value of the
B&H strategy, and only the 0.055% of the initial investment
(4,000 market points), which can still be considered a
modest risk for a financial strategy.
Notwithstanding, even in this scenario, we increased our
best competitor return by 28.78%, also providing the highest
RoMaD of 5.70. In other words, this means that the given
return is almost six times the value of the risk assumed.
To better understand how our approach boosts the best
baseline (first-layer majority voting ensemble), in Figure 6
we show their equity curves, together with the Buy-andHold baseline that, as previously said, indicates the market
behaviour.
According to Fig. 6, the proposed approach is not only
consistently above, in terms of return, both to the market
and to the competitor throughout the period considered, but
also appears to be more effective in generating profit during
negative market phases. Moreover, it is the only one of the
three strategies to have a consistently positive return over the
period in question. Following these results, we can therefore
say that the adoption of the second layer based on the RLensemble technique is promising in terms of effectiveness
of the final trading strategy provided, and seems to globally
confirm the validity of the proposed approach.
Finally, to conclude the analysis of the performance of
our approach, we start the comparison of our method against
the last two baselines discussed in Section 4.3: the approach
proposed by Sezer et al. in [31] (CNN-TAr), and the one by

Calvi et al. [5] (LS-STM), which represents two different
strong competitors in literature. To do that, we consider
new symbols (MSFT and JPM) and periods, with respect to
previous experiments, that has been used in the considered
works.
Table 4 reports the results achieved in terms of
annualized return, i.e. the percentage of annual return on
the initial investment (which we assumed to be equal to
the stock/future value at the begin of the period), together
with the Buy-and-Hold performance, which allows us to
estimate the behaviour of the market. The first period we
considered spans the date interval between January 1st of
2007 and December 31st: in these six years, both JPM and
MSFT recorded a slightly negative trend, mainly due to the
sever economic crisis of 2008, associated with sub-prime
mortgages. However, both our proposal and the CNN-TAr
approach manage to generate a positive return in this phase:
in particular, our approach has proved to be comparable
and even mildly superior when trading on the JPM symbol,
while it showed to be extremely performing against this
competitor for what concerns the MSFT index.
On the other hand, with regard to the second period,
which covers dates between January 1st of 2009 and
December 31st of 2015, we examine the performance of
our approach when trading on the S&P500 future against
the LS-STM competitor. We notice that the achieved
annualized return of the latter is approximated, since in
the original work from Calvi et al. [5], the authors plotted
the cumulative profit curve without specifying the punctual
values of returns. However, our method clearly outperforms
this competitor, and also the Buy-and-Hold strategy, which
nevertheless highlights a very strong market trend in this
period, hard to outrun.
Overall, both in relation to the non-RL ensemble
techniques we used as benchmarks and to the competitors
present in literature, in the periods and markets they
covered, our approach showed to be competitive in

Fig. 6 Equity curve of our RL-ensemble approach, against the best non-RL baseline (majority voting ensemble) and the Buy-and-Hold strategy
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Table 4 Comparison of the real-world trading performance, in terms of annualized returns, between our method and some literature competitors
when considering different periods and markets. Our method clearly outperforms all the competitors in the considered settings
Annualized return
Period: 2007-2012

OUR PROPOSAL
CNN-TAr [31]
LS-STM [5]
Buy-and-Hold
1

Period: 2009-2015

JPM stock

MSFT stock

S&P 500 future

11.3%
9.19%
n.a.
-1.67%

17.53%
4.44%
n.a.
-1.93%

23.20%
n.a.
∼ 10.15%1
21.33%

The annualized return value is approximate, since the authors in [5] reported the cumulative profit chart only

performance and robust in results. As outlined in next
Section 6, further studies are needed to investigate the
response of our method in markets with different behaviours
and characteristics, as well as for the management of
compound portfolios.

6 Conclusions and future work
Machine learning techniques cover a crucial role in many
financial contexts, since they are used to evaluate the
potential risks of investments, thus reducing the losses
due to unreliable strategies. In the stock market context,
such benefits are explored to the extreme by considering
a novel fusion of several classifiers that usually exhibit
low correlation, making such predictors complementary,
to better classify the data when used together. However,
in chaotic environments like the stock market, only using
raw information from market prices and single ensemble
techniques may lead to acceptable, but not optimal, trading
performance.
This paper proposes a step forward in efficient stock
trading with ensembles by presenting an approach that uses
two well known and efficient machine learning approaches,
namely deep learning and deep reinforcement learning, in
a three layer fashion. The proposed method then exploits
several ensembling steps to provide its final intra-day
trading strategy: firstly, we stack hundreds of deep learning
decisions, provided by a large number of CNNs trained with
historical market data encoded into GAF images, and use
them as input for a reinforcement metalearner classifier;
and, lastly, we ensemble the decisions of several training
iterations of the metalearner.
From our experimental results, we observe that: (i)
the metalearner leads to better trading results and less
overfitting when we preliminary explore the training
parameters and adopt the most promising ones; (ii)
compared to well-performing non-RL ensemble baselines,

our approach showed a final return improvement of 28.78%
when compared to our best benchmark (which, notably,
has still very good performances in the considered period),
by yielding returns 5.70 higher than the risk assumed, and
outperforming the market not only in the crisis scenario of
the 2018, but also in the following phase of 2019 in which
the market showed a very solid trend; and, finally, (iii)
our approach provides the best performances, when tested
against the strong methods proposed by Sezer et al. [31] and
Calvi et al. [5], in two different real-world trading scenarios,
and when considering several distinct periods and markets.
According to previous considerations and findings,
several future works can be inspired by the current research.
First of all, we aim to extend the network structure in
order to reduce the effects of overfitting: for instance,
we think that adding recurrent layers – such as Long
Short Term Memories networks – in the proposed pipeline
can potentially help improving the results. Additionally,
we also aim to evaluate the impact of optimization
algorithms [1, 13] when training both our first and second
layers of our approach. And, finally, we would focus our
future investigations on the fusion of different metalearner
optimizers/parameters, which may increase the number of
experts in the final ensembling methodology and, therefore,
lead to a more robust and stable trading strategy.
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