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Deep Learning

“Specifically on the topic of deep learning, it’s 
largely a rebranding of neural networks”
Michael Jordan

“When there is more than one hidden 
layer being learned, this is deep learning.”
Geoffrey Hinton, Coursera class



Deep Learning

There is no feature engineering, but instead 
uses hierarchically learned representations.

Build complex concepts out of simples ones, 
one layer at a time.



Source:  http://www.iro.umontreal.ca/~bengioy/dlbook

http://www.iro.umontreal.ca/~bengioy/dlbook


Convolutional Neural 
Networks



Convolutional Neural Networks

What is a Convolution? → Image filtering



Convolutions

That was the result of applying this mask

OR the dot product



Neural Network vs CNN

Regular Neural Network
Fully-connected layers

CNN
3D volume of neurons

Locally-connected layers

Source: http://cs231n.github.io/convolutional-networks/

http://cs231n.github.io/convolutional-networks/


Why not Fully-Connected Layers?
It is impractical to connect the neurons to the whole image

Each neuron is connected only to an image region. The size of this window is 
called the receptive field of the neuron.

 
Note that each neuron is small in width and height, but extend to the full depth 
of the input volume.

An image of 200x200x3, would lead to neurons that have 200*200*3 = 120,000 weights.

An image of 200x200x3, with a receptive field of 5x5, would have neurons with 
5*5*3 = 75 weights.



Convolutional Neural Network

CNNs are Neural Networks that work with 
images as inputs. 

The most important type of layer in this 
architecture is the Convolutional layer, which 
basically apply image filters. 



Layers of a CNN
● INPUT - raw pixels of the image, e.g. [32x32x3], in this 

case, an image with 32x32 and 3 color channels

● CONV - compute the dot product between their weights 
and the region they are connected to in the input . Can 
lead to an increase of the volume (images result of each 
filter application), e.g. [32x32x12]



Layers of a CNN
● RELU - apply element-wise activation function, like max

(0,x). Keep the volume intact.

● POLL - perform a downsampling operation along the 
width and height, e.g. [16x16x12] 

● FC (fully connected) - compute classes scores, e.g. 
[1x1x10] in a 10 class problem





Convolutional Layer

Its parameters consist of a set of learnable 
filters. 

2x2x4

Every filter is small spatially 
(along width and height) but 
extend through the full depth 
of the input volume.



Convolutional Layer
It is easy to picture that the number of neurons can get very 
high, leading to a large quantity of parameters. 

The catch here is that parameters are shared in the same 
depth slice.

So applying a filter to an image is the same as doing a 
convolution. Hence, the name ;) 



Convolutional Layer

During the forward pass, we slide (convolve) 
each filter across the width and height of the 
input volume. 

The output of all filters is stacked along the 
depth dimension to form the output volume.



Conv-Layer Hyperparameters
- Depth: number of filters that will be convolved. Defines 

the output volume's depth.
- Stride: step used when convolving a filter through the 

image. Controls the overlap between windows.
- Zero-Padding: the pad around the border of the input 

volume.

Stride and padding allow us to control the width and height 
of the output volume.



Filter

Output

Input

Stride = 1 Stride = 2

Zero-Padding



Convolutional Layer

Example filters learned by Krizhevsky et al. Each of the 96 filters shown here is of size [11x11x3], and 
each one is shared by the 55*55 neurons in one depth slice.

Example

http://cs231n.github.io/assets/conv-demo/index.html
http://cs231n.github.io/assets/conv-demo/index.html


GoogLeNet



GoogLeNet
Inception module
→ A network inside a network

“The main idea of the Inception architecture is to consider 
how an optimal local sparse structure of a convolutional 
vision network can be approximated and covered by readily 
available dense components.”



GoogLeNet

Convolutions/FC Max pooling Softmax Concatenation



Inception Module

Problem: is that even a modest 
number of 5×5 convolutions can 
be prohibitively expensive on 
top of a convolutional layer with 
a large number of filters

Solution: reduce the 
dimensionality!



Inception Module
1x1 Convolutions
- used to compute reductions before the expensive 3×3 

and 5×5 convolutions
- include the use of rectified linear activation (ReLU)

Example
- Input 256 deep stack of filter responses on 56x56
- 1x1 conv layer has 64 filter

→  56 x 56 x 256 to 56 x 56 x 64  (reduction of 4x) 



Inception Module



GoogLeNet

9 Inception modules stacked on top of each other



FaceNet
The Main Idea



The Idea

Map images to a compact Euclidean space, 
where distances correspond to face similarity

[128-D]
In 128-D space classical techniques can be applied for 

clustering and categorization, like k-means or KNN



The Idea

Find f(x) ∈ Rd, for an image x, so that:

d2( f(x1), f(x2) ) → small 
 x1, x2 ∈ same identity

d2( f(x1), f(x2) ) → large
x1, x2 ∈ different identities



The Idea

How they achieved that?
● Convolutional Neural Networks → optimize embedding
● Triplet-based loss function  →  training 

System architecture



FaceNet
Architecture



CNNs used by FaceNet
First ConvNet model used by FaceNet.

Based on Zeiler&Fergus “Visualizing 
and Understanding Convolutional 
Networks”

The input and output sizes are 
described in rows × cols × #filters.
The kernel is specified as rows × cols, 
stride and the maxout [6] pooling size as 
p = 2.



CNNs used by FaceNet

GoogLeNet with L2 pooling instead of max pooling. 



Comparison



FaceNet
Training

 Triplet-based Loss



Image Triplets
Anchor and Positive → same identity
Negative → different identity



→  Anchor image

→  Positive image

→  Negative image

→  Set of all possible 
      triplets in the training set

→  Margin between positive 
     and negative pairs

(1)



Total Loss Function

L  = 



Triplet Selection

However, generating all possible triplets would 
result in many that satisfy Eq. (1)

These triplets would not contribute to the 
training and would result in slower convergence



Triplet Selection

Offline generation: every n steps, using the 
most recent network checkpoint and computing 
the argmin and armax on  a subset of the data

Online generation: done by selecting hard 
positive or negative examples from within a 
mini-batch



Triplet Selection

Use only hard triplets, i.e., triplets that violate 
Eq. (1)

Infeasible to compute argmin and argmax 
across the whole training set

(hard positive)

(hard negative)



Triplet Selection

- Online Generation;
- Mini-batches of a few thousands face 

images;
- Minimal number of examples of each 

identity per mini-batch;
- Selecting only the semi-hard negatives and 

using all anchor-positive pairs of mini-batch;



Semi-Hard Negatives

Selecting hard-negatives can in practice lead to 
bad local minima early on in training.

Select       such that 



CNN Training

- Stochastic Gradient Descent;
- Backpropagation;
- AdaGrad;
- Random initialization;
- Learning rate of 0.05, lowered by the end of 

the training;
- 1,000 to 2,000 hours of training;



FaceNet
Experiments and Results



Image Quality



Embedding Dimensionality



Training data size



Results - LFW
They used two methods to crop the faces:
1. Fixed center crop of the LFW provided thumbnail
2. A proprietary face detector

With the first they achieved 98.87%±0.15 and with the 
second 99.63%±0.09 (best score). 
Deep Face 97.35%
DeepId2+ 98.7%



Results - LWF

This shows all pairs 
of images that were
incorrectly classified.



Results - Youtube Faces DB

Used the average similarity of all pairs of the 
first one hundred frames that our face detector 
detects in each video.
→ 95.12%±0.39
Deep Face 91.4%
DeepId2+ 93.2%
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