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Desired Properties of a FR System
Human-accuracy
Invariance to

illumination
occlusions
facial expression
image quality

General enough to be applied to various populations
Short and sparse descriptors
Rapid computation
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Softmax function⇒ yi =
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(b) Scale, rotate and translate

(c) Detection of 67 fiducial points

(d) 3D generic face shape model

(e) 67 fiducial points manually placed

(f) Warping induced by the 67 fid. points

(g) Final frontalized crop

(h) A new 3D view

learning methods such as Support Vector Machines, Prin-
cipal Component Analysis and Linear Discriminant Analy-
sis, have limited capacity to leverage large volumes of data,
deep neural networks have shown better scaling properties.

Recently, there has been a surge of interest in neu-
ral networks [19, 21]. In particular, deep and large net-
works have exhibited impressive results once: (1) they
have been applied to large amounts of training data and (2)
scalable computation resources such as thousands of CPU
cores [11] and/or GPU’s [19] have become available. Most
notably, Krizhevsky et al. [19] showed that very large and
deep convolutional networks [21] trained by standard back-
propagation [25] can achieve excellent recognition accuracy
when trained on a large dataset.

Face recognition state of the art Face recognition er-
ror rates have decreased over the last twenty years by three
orders of magnitude [12] when recognizing frontal faces in
still images taken in consistently controlled (constrained)
environments. Many vendors deploy sophisticated systems
for the application of border-control and smart biometric
identification. However, these systems have shown to be
sensitive to various factors, such as lighting, expression, oc-
clusion and aging, that substantially deteriorate their perfor-
mance in recognizing people in such unconstrained settings.

Most current face verification methods use hand-crafted
features. Moreover, these features are often combined
to improve performance, even in the earliest LFW con-
tributions. The systems that currently lead the perfor-
mance charts employ tens of thousands of image descrip-
tors [5, 7, 2]. In contrast, our method is applied directly
to RGB pixel values, producing a very compact yet sparse
descriptor.

Deep neural nets have also been applied in the past to
face detection [24], face alignment [27] and face verifica-
tion [8, 16]. In the unconstrained domain, Huang et al. [16]
used as input LBP features and they showed improvement
when combining with traditional methods. In our method
we use raw images as our underlying representation, and
to emphasize the contribution of our work, we avoid com-
bining our features with engineered descriptors. We also
provide a new architecture, that pushes further the limit of
what is achievable with these networks by incorporating 3D
alignment, customizing the architecture for aligned inputs,
scaling the network by almost two order of magnitudes and
demonstrating a simple knowledge transfer method once the
network has been trained on a very large labeled dataset.

Metric learning methods are used heavily in face ver-
ification, often coupled with task-specific objectives [26,
29, 6]. Currently, the most successful system that uses a
large data set of labeled faces [5] employs a clever transfer
learning technique which adapts a Joint Bayesian model [6]
learned on a dataset containing 99,773 images from 2,995
different subjects, to the LFW image domain. Here, in order

(a) (b) (c) (d)

(e) (f) (g) (h)

Figure 1. Alignment pipeline. (a) The detected face, with 6 initial fidu-
cial points. (b) The induced 2D-aligned crop. (c) 67 fiducial points on
the 2D-aligned crop with their corresponding Delaunay triangulation, we
added triangles on the contour to avoid discontinuities. (d) The reference
3D shape transformed to the 2D-aligned crop image-plane. (e) Triangle
visibility w.r.t. to the fitted 3D-2D camera; darker triangles are less visible.
(f) The 67 fiducial points induced by the 3D model that are used to direct
the piece-wise affine warpping. (g) The final frontalized crop. (h) A new
view generated by the 3D model (not used in this paper).

to demonstrate the effectiveness of the features, we keep the
distance learning step trivial.

2. Face Alignment
Existing aligned versions of several face databases (e.g.

LFW-a [29]) help to improve recognition algorithms by pro-
viding a normalized input [26]. However, aligning faces
in the unconstrained scenario is still considered a difficult
problem that has to account for many factors such as pose
(due to the non-planarity of the face) and non-rigid expres-
sions, which are hard to decouple from the identity-bearing
facial morphology. Recent methods have shown successful
ways that compensate for these difficulties by using sophis-
ticated alignment techniques. These methods can use one
or more from the following: (1) employing an analytical
3D model of the face [28, 32, 14], (2) searching for sim-
ilar fiducial-points configurations from an external dataset
to infer from [4], and (3) unsupervised methods that find a
similarity transformation for the pixels [17, 15].

While alignment is widely employed, no complete phys-
ically correct solution is currently present in the context of
unconstrained face verification. 3D models have fallen out
of favor in recent years, especially in unconstrained envi-
ronments. However, since faces are 3D objects, done cor-
rectly, we believe that it is the right way. In this paper, we
describe a system that includes analytical 3D modeling of
the face based on fiducial points, that is used to warp a de-
tected facial crop to a 3D frontal mode (frontalization).

Similar to much of the recent alignment literature, our
alignment is based on using fiducial point detectors to direct
the alignment process. We use a relatively simple fiducial
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describe a system that includes analytical 3D modeling of
the face based on fiducial points, that is used to warp a de-
tected facial crop to a 3D frontal mode (frontalization).

Similar to much of the recent alignment literature, our
alignment is based on using fiducial point detectors to direct
the alignment process. We use a relatively simple fiducial
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learning methods such as Support Vector Machines, Prin-
cipal Component Analysis and Linear Discriminant Analy-
sis, have limited capacity to leverage large volumes of data,
deep neural networks have shown better scaling properties.

Recently, there has been a surge of interest in neu-
ral networks [19, 21]. In particular, deep and large net-
works have exhibited impressive results once: (1) they
have been applied to large amounts of training data and (2)
scalable computation resources such as thousands of CPU
cores [11] and/or GPU’s [19] have become available. Most
notably, Krizhevsky et al. [19] showed that very large and
deep convolutional networks [21] trained by standard back-
propagation [25] can achieve excellent recognition accuracy
when trained on a large dataset.

Face recognition state of the art Face recognition er-
ror rates have decreased over the last twenty years by three
orders of magnitude [12] when recognizing frontal faces in
still images taken in consistently controlled (constrained)
environments. Many vendors deploy sophisticated systems
for the application of border-control and smart biometric
identification. However, these systems have shown to be
sensitive to various factors, such as lighting, expression, oc-
clusion and aging, that substantially deteriorate their perfor-
mance in recognizing people in such unconstrained settings.

Most current face verification methods use hand-crafted
features. Moreover, these features are often combined
to improve performance, even in the earliest LFW con-
tributions. The systems that currently lead the perfor-
mance charts employ tens of thousands of image descrip-
tors [5, 7, 2]. In contrast, our method is applied directly
to RGB pixel values, producing a very compact yet sparse
descriptor.

Deep neural nets have also been applied in the past to
face detection [24], face alignment [27] and face verifica-
tion [8, 16]. In the unconstrained domain, Huang et al. [16]
used as input LBP features and they showed improvement
when combining with traditional methods. In our method
we use raw images as our underlying representation, and
to emphasize the contribution of our work, we avoid com-
bining our features with engineered descriptors. We also
provide a new architecture, that pushes further the limit of
what is achievable with these networks by incorporating 3D
alignment, customizing the architecture for aligned inputs,
scaling the network by almost two order of magnitudes and
demonstrating a simple knowledge transfer method once the
network has been trained on a very large labeled dataset.

Metric learning methods are used heavily in face ver-
ification, often coupled with task-specific objectives [26,
29, 6]. Currently, the most successful system that uses a
large data set of labeled faces [5] employs a clever transfer
learning technique which adapts a Joint Bayesian model [6]
learned on a dataset containing 99,773 images from 2,995
different subjects, to the LFW image domain. Here, in order
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Figure 1. Alignment pipeline. (a) The detected face, with 6 initial fidu-
cial points. (b) The induced 2D-aligned crop. (c) 67 fiducial points on
the 2D-aligned crop with their corresponding Delaunay triangulation, we
added triangles on the contour to avoid discontinuities. (d) The reference
3D shape transformed to the 2D-aligned crop image-plane. (e) Triangle
visibility w.r.t. to the fitted 3D-2D camera; darker triangles are less visible.
(f) The 67 fiducial points induced by the 3D model that are used to direct
the piece-wise affine warpping. (g) The final frontalized crop. (h) A new
view generated by the 3D model (not used in this paper).

to demonstrate the effectiveness of the features, we keep the
distance learning step trivial.

2. Face Alignment
Existing aligned versions of several face databases (e.g.

LFW-a [29]) help to improve recognition algorithms by pro-
viding a normalized input [26]. However, aligning faces
in the unconstrained scenario is still considered a difficult
problem that has to account for many factors such as pose
(due to the non-planarity of the face) and non-rigid expres-
sions, which are hard to decouple from the identity-bearing
facial morphology. Recent methods have shown successful
ways that compensate for these difficulties by using sophis-
ticated alignment techniques. These methods can use one
or more from the following: (1) employing an analytical
3D model of the face [28, 32, 14], (2) searching for sim-
ilar fiducial-points configurations from an external dataset
to infer from [4], and (3) unsupervised methods that find a
similarity transformation for the pixels [17, 15].

While alignment is widely employed, no complete phys-
ically correct solution is currently present in the context of
unconstrained face verification. 3D models have fallen out
of favor in recent years, especially in unconstrained envi-
ronments. However, since faces are 3D objects, done cor-
rectly, we believe that it is the right way. In this paper, we
describe a system that includes analytical 3D modeling of
the face based on fiducial points, that is used to warp a de-
tected facial crop to a 3D frontal mode (frontalization).

Similar to much of the recent alignment literature, our
alignment is based on using fiducial point detectors to direct
the alignment process. We use a relatively simple fiducial
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learning methods such as Support Vector Machines, Prin-
cipal Component Analysis and Linear Discriminant Analy-
sis, have limited capacity to leverage large volumes of data,
deep neural networks have shown better scaling properties.

Recently, there has been a surge of interest in neu-
ral networks [19, 21]. In particular, deep and large net-
works have exhibited impressive results once: (1) they
have been applied to large amounts of training data and (2)
scalable computation resources such as thousands of CPU
cores [11] and/or GPU’s [19] have become available. Most
notably, Krizhevsky et al. [19] showed that very large and
deep convolutional networks [21] trained by standard back-
propagation [25] can achieve excellent recognition accuracy
when trained on a large dataset.

Face recognition state of the art Face recognition er-
ror rates have decreased over the last twenty years by three
orders of magnitude [12] when recognizing frontal faces in
still images taken in consistently controlled (constrained)
environments. Many vendors deploy sophisticated systems
for the application of border-control and smart biometric
identification. However, these systems have shown to be
sensitive to various factors, such as lighting, expression, oc-
clusion and aging, that substantially deteriorate their perfor-
mance in recognizing people in such unconstrained settings.

Most current face verification methods use hand-crafted
features. Moreover, these features are often combined
to improve performance, even in the earliest LFW con-
tributions. The systems that currently lead the perfor-
mance charts employ tens of thousands of image descrip-
tors [5, 7, 2]. In contrast, our method is applied directly
to RGB pixel values, producing a very compact yet sparse
descriptor.

Deep neural nets have also been applied in the past to
face detection [24], face alignment [27] and face verifica-
tion [8, 16]. In the unconstrained domain, Huang et al. [16]
used as input LBP features and they showed improvement
when combining with traditional methods. In our method
we use raw images as our underlying representation, and
to emphasize the contribution of our work, we avoid com-
bining our features with engineered descriptors. We also
provide a new architecture, that pushes further the limit of
what is achievable with these networks by incorporating 3D
alignment, customizing the architecture for aligned inputs,
scaling the network by almost two order of magnitudes and
demonstrating a simple knowledge transfer method once the
network has been trained on a very large labeled dataset.

Metric learning methods are used heavily in face ver-
ification, often coupled with task-specific objectives [26,
29, 6]. Currently, the most successful system that uses a
large data set of labeled faces [5] employs a clever transfer
learning technique which adapts a Joint Bayesian model [6]
learned on a dataset containing 99,773 images from 2,995
different subjects, to the LFW image domain. Here, in order
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Figure 1. Alignment pipeline. (a) The detected face, with 6 initial fidu-
cial points. (b) The induced 2D-aligned crop. (c) 67 fiducial points on
the 2D-aligned crop with their corresponding Delaunay triangulation, we
added triangles on the contour to avoid discontinuities. (d) The reference
3D shape transformed to the 2D-aligned crop image-plane. (e) Triangle
visibility w.r.t. to the fitted 3D-2D camera; darker triangles are less visible.
(f) The 67 fiducial points induced by the 3D model that are used to direct
the piece-wise affine warpping. (g) The final frontalized crop. (h) A new
view generated by the 3D model (not used in this paper).

to demonstrate the effectiveness of the features, we keep the
distance learning step trivial.

2. Face Alignment
Existing aligned versions of several face databases (e.g.

LFW-a [29]) help to improve recognition algorithms by pro-
viding a normalized input [26]. However, aligning faces
in the unconstrained scenario is still considered a difficult
problem that has to account for many factors such as pose
(due to the non-planarity of the face) and non-rigid expres-
sions, which are hard to decouple from the identity-bearing
facial morphology. Recent methods have shown successful
ways that compensate for these difficulties by using sophis-
ticated alignment techniques. These methods can use one
or more from the following: (1) employing an analytical
3D model of the face [28, 32, 14], (2) searching for sim-
ilar fiducial-points configurations from an external dataset
to infer from [4], and (3) unsupervised methods that find a
similarity transformation for the pixels [17, 15].

While alignment is widely employed, no complete phys-
ically correct solution is currently present in the context of
unconstrained face verification. 3D models have fallen out
of favor in recent years, especially in unconstrained envi-
ronments. However, since faces are 3D objects, done cor-
rectly, we believe that it is the right way. In this paper, we
describe a system that includes analytical 3D modeling of
the face based on fiducial points, that is used to warp a de-
tected facial crop to a 3D frontal mode (frontalization).

Similar to much of the recent alignment literature, our
alignment is based on using fiducial point detectors to direct
the alignment process. We use a relatively simple fiducial
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learning methods such as Support Vector Machines, Prin-
cipal Component Analysis and Linear Discriminant Analy-
sis, have limited capacity to leverage large volumes of data,
deep neural networks have shown better scaling properties.

Recently, there has been a surge of interest in neu-
ral networks [19, 21]. In particular, deep and large net-
works have exhibited impressive results once: (1) they
have been applied to large amounts of training data and (2)
scalable computation resources such as thousands of CPU
cores [11] and/or GPU’s [19] have become available. Most
notably, Krizhevsky et al. [19] showed that very large and
deep convolutional networks [21] trained by standard back-
propagation [25] can achieve excellent recognition accuracy
when trained on a large dataset.

Face recognition state of the art Face recognition er-
ror rates have decreased over the last twenty years by three
orders of magnitude [12] when recognizing frontal faces in
still images taken in consistently controlled (constrained)
environments. Many vendors deploy sophisticated systems
for the application of border-control and smart biometric
identification. However, these systems have shown to be
sensitive to various factors, such as lighting, expression, oc-
clusion and aging, that substantially deteriorate their perfor-
mance in recognizing people in such unconstrained settings.

Most current face verification methods use hand-crafted
features. Moreover, these features are often combined
to improve performance, even in the earliest LFW con-
tributions. The systems that currently lead the perfor-
mance charts employ tens of thousands of image descrip-
tors [5, 7, 2]. In contrast, our method is applied directly
to RGB pixel values, producing a very compact yet sparse
descriptor.

Deep neural nets have also been applied in the past to
face detection [24], face alignment [27] and face verifica-
tion [8, 16]. In the unconstrained domain, Huang et al. [16]
used as input LBP features and they showed improvement
when combining with traditional methods. In our method
we use raw images as our underlying representation, and
to emphasize the contribution of our work, we avoid com-
bining our features with engineered descriptors. We also
provide a new architecture, that pushes further the limit of
what is achievable with these networks by incorporating 3D
alignment, customizing the architecture for aligned inputs,
scaling the network by almost two order of magnitudes and
demonstrating a simple knowledge transfer method once the
network has been trained on a very large labeled dataset.

Metric learning methods are used heavily in face ver-
ification, often coupled with task-specific objectives [26,
29, 6]. Currently, the most successful system that uses a
large data set of labeled faces [5] employs a clever transfer
learning technique which adapts a Joint Bayesian model [6]
learned on a dataset containing 99,773 images from 2,995
different subjects, to the LFW image domain. Here, in order
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Figure 1. Alignment pipeline. (a) The detected face, with 6 initial fidu-
cial points. (b) The induced 2D-aligned crop. (c) 67 fiducial points on
the 2D-aligned crop with their corresponding Delaunay triangulation, we
added triangles on the contour to avoid discontinuities. (d) The reference
3D shape transformed to the 2D-aligned crop image-plane. (e) Triangle
visibility w.r.t. to the fitted 3D-2D camera; darker triangles are less visible.
(f) The 67 fiducial points induced by the 3D model that are used to direct
the piece-wise affine warpping. (g) The final frontalized crop. (h) A new
view generated by the 3D model (not used in this paper).

to demonstrate the effectiveness of the features, we keep the
distance learning step trivial.

2. Face Alignment
Existing aligned versions of several face databases (e.g.

LFW-a [29]) help to improve recognition algorithms by pro-
viding a normalized input [26]. However, aligning faces
in the unconstrained scenario is still considered a difficult
problem that has to account for many factors such as pose
(due to the non-planarity of the face) and non-rigid expres-
sions, which are hard to decouple from the identity-bearing
facial morphology. Recent methods have shown successful
ways that compensate for these difficulties by using sophis-
ticated alignment techniques. These methods can use one
or more from the following: (1) employing an analytical
3D model of the face [28, 32, 14], (2) searching for sim-
ilar fiducial-points configurations from an external dataset
to infer from [4], and (3) unsupervised methods that find a
similarity transformation for the pixels [17, 15].

While alignment is widely employed, no complete phys-
ically correct solution is currently present in the context of
unconstrained face verification. 3D models have fallen out
of favor in recent years, especially in unconstrained envi-
ronments. However, since faces are 3D objects, done cor-
rectly, we believe that it is the right way. In this paper, we
describe a system that includes analytical 3D modeling of
the face based on fiducial points, that is used to warp a de-
tected facial crop to a 3D frontal mode (frontalization).

Similar to much of the recent alignment literature, our
alignment is based on using fiducial point detectors to direct
the alignment process. We use a relatively simple fiducial
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learning methods such as Support Vector Machines, Prin-
cipal Component Analysis and Linear Discriminant Analy-
sis, have limited capacity to leverage large volumes of data,
deep neural networks have shown better scaling properties.

Recently, there has been a surge of interest in neu-
ral networks [19, 21]. In particular, deep and large net-
works have exhibited impressive results once: (1) they
have been applied to large amounts of training data and (2)
scalable computation resources such as thousands of CPU
cores [11] and/or GPU’s [19] have become available. Most
notably, Krizhevsky et al. [19] showed that very large and
deep convolutional networks [21] trained by standard back-
propagation [25] can achieve excellent recognition accuracy
when trained on a large dataset.

Face recognition state of the art Face recognition er-
ror rates have decreased over the last twenty years by three
orders of magnitude [12] when recognizing frontal faces in
still images taken in consistently controlled (constrained)
environments. Many vendors deploy sophisticated systems
for the application of border-control and smart biometric
identification. However, these systems have shown to be
sensitive to various factors, such as lighting, expression, oc-
clusion and aging, that substantially deteriorate their perfor-
mance in recognizing people in such unconstrained settings.

Most current face verification methods use hand-crafted
features. Moreover, these features are often combined
to improve performance, even in the earliest LFW con-
tributions. The systems that currently lead the perfor-
mance charts employ tens of thousands of image descrip-
tors [5, 7, 2]. In contrast, our method is applied directly
to RGB pixel values, producing a very compact yet sparse
descriptor.

Deep neural nets have also been applied in the past to
face detection [24], face alignment [27] and face verifica-
tion [8, 16]. In the unconstrained domain, Huang et al. [16]
used as input LBP features and they showed improvement
when combining with traditional methods. In our method
we use raw images as our underlying representation, and
to emphasize the contribution of our work, we avoid com-
bining our features with engineered descriptors. We also
provide a new architecture, that pushes further the limit of
what is achievable with these networks by incorporating 3D
alignment, customizing the architecture for aligned inputs,
scaling the network by almost two order of magnitudes and
demonstrating a simple knowledge transfer method once the
network has been trained on a very large labeled dataset.

Metric learning methods are used heavily in face ver-
ification, often coupled with task-specific objectives [26,
29, 6]. Currently, the most successful system that uses a
large data set of labeled faces [5] employs a clever transfer
learning technique which adapts a Joint Bayesian model [6]
learned on a dataset containing 99,773 images from 2,995
different subjects, to the LFW image domain. Here, in order
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Figure 1. Alignment pipeline. (a) The detected face, with 6 initial fidu-
cial points. (b) The induced 2D-aligned crop. (c) 67 fiducial points on
the 2D-aligned crop with their corresponding Delaunay triangulation, we
added triangles on the contour to avoid discontinuities. (d) The reference
3D shape transformed to the 2D-aligned crop image-plane. (e) Triangle
visibility w.r.t. to the fitted 3D-2D camera; darker triangles are less visible.
(f) The 67 fiducial points induced by the 3D model that are used to direct
the piece-wise affine warpping. (g) The final frontalized crop. (h) A new
view generated by the 3D model (not used in this paper).

to demonstrate the effectiveness of the features, we keep the
distance learning step trivial.

2. Face Alignment
Existing aligned versions of several face databases (e.g.

LFW-a [29]) help to improve recognition algorithms by pro-
viding a normalized input [26]. However, aligning faces
in the unconstrained scenario is still considered a difficult
problem that has to account for many factors such as pose
(due to the non-planarity of the face) and non-rigid expres-
sions, which are hard to decouple from the identity-bearing
facial morphology. Recent methods have shown successful
ways that compensate for these difficulties by using sophis-
ticated alignment techniques. These methods can use one
or more from the following: (1) employing an analytical
3D model of the face [28, 32, 14], (2) searching for sim-
ilar fiducial-points configurations from an external dataset
to infer from [4], and (3) unsupervised methods that find a
similarity transformation for the pixels [17, 15].

While alignment is widely employed, no complete phys-
ically correct solution is currently present in the context of
unconstrained face verification. 3D models have fallen out
of favor in recent years, especially in unconstrained envi-
ronments. However, since faces are 3D objects, done cor-
rectly, we believe that it is the right way. In this paper, we
describe a system that includes analytical 3D modeling of
the face based on fiducial points, that is used to warp a de-
tected facial crop to a 3D frontal mode (frontalization).

Similar to much of the recent alignment literature, our
alignment is based on using fiducial point detectors to direct
the alignment process. We use a relatively simple fiducial
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Figure 2. Outline of the DeepFace architecture. A front-end of a single convolution-pooling-convolution filtering on the rectified input, followed by three
locally-connected layers and two fully-connected layers. Colors illustrate feature maps produced at each layer. The net includes more than 120 million
parameters, where more than 95% come from the local and fully connected layers.

very few parameters. These layers merely expand the input
into a set of simple local features.

The subsequent layers (L4, L5 and L6) are instead lo-
cally connected [13, 16], like a convolutional layer they ap-
ply a filter bank, but every location in the feature map learns
a different set of filters. Since different regions of an aligned
image have different local statistics, the spatial stationarity
assumption of convolution cannot hold. For example, ar-
eas between the eyes and the eyebrows exhibit very differ-
ent appearance and have much higher discrimination ability
compared to areas between the nose and the mouth. In other
words, we customize the architecture of the DNN by lever-
aging the fact that our input images are aligned. The use
of local layers does not affect the computational burden of
feature extraction, but does affect the number of parameters
subject to training. Only because we have a large labeled
dataset, we can afford three large locally connected layers.
The use of locally connected layers (without weight shar-
ing) can also be justified by the fact that each output unit of
a locally connected layer is affected by a very large patch of
the input. For instance, the output of L6 is influenced by a
74x74x3 patch at the input, and there is hardly any statisti-
cal sharing between such large patches in aligned faces.

Finally, the top two layers (F7 and F8) are fully con-
nected: each output unit is connected to all inputs. These
layers are able to capture correlations between features cap-
tured in distant parts of the face images, e.g., position and
shape of eyes and position and shape of mouth. The output
of the first fully connected layer (F7) in the network will be
used as our raw face representation feature vector through-
out this paper. In terms of representation, this is in con-
trast to the existing LBP-based representations proposed in
the literature, that normally pool very local descriptors (by
computing histograms) and use this as input to a classifier.

The output of the last fully-connected layer is fed to a
K-way softmax (where K is the number of classes) which
produces a distribution over the class labels. If we denote
by ok the k-th output of the network on a given input, the
probability assigned to the k-th class is the output of the
softmax function: pk = exp(ok)/

P
h exp(oh).

The goal of training is to maximize the probability of
the correct class (face id). We achieve this by minimiz-
ing the cross-entropy loss for each training sample. If k
is the index of the true label for a given input, the loss is:
L = � log pk. The loss is minimized over the parameters
by computing the gradient of L w.r.t. the parameters and
by updating the parameters using stochastic gradient de-
scent (SGD). The gradients are computed by standard back-
propagation of the error [25, 21]. One interesting property
of the features produced by this network is that they are very
sparse. On average, 75% of the feature components in the
topmost layers are exactly zero. This is mainly due to the
use of the ReLU [10] activation function: max(0, x). This
soft-thresholding non-linearity is applied after every con-
volution, locally connected and fully connected layer (ex-
cept the last one), making the whole cascade produce highly
non-linear and sparse features. Sparsity is also encouraged
by the use of a regularization method called dropout [19]
which sets random feature components to 0 during training.
We have applied dropout only to the first fully-connected
layer. Due to the large training set, we did not observe sig-
nificant overfitting during training2.

Given an image I , the representation G(I) is then com-
puted using the described feed-forward network. Any feed-
forward neural network with L layers, can be seen as a com-
position of functions gl

�. In our case, the representation is:
G(I) = gF7

� (gL6

� (...gC1

� (T (I, ✓T ))...)) with the net’s pa-
rameters � = {C1, ..., F7} and ✓T = {x2d, ~P ,~r} as de-
scribed in Section 2.

Normaliaztion As a final stage we normalize the fea-
tures to be between zero and one in order to reduce the sen-
sitivity to illumination changes: Each component of the fea-
ture vector is divided by its largest value across the training
set. This is then followed by L2-normalization: f(I) :=
Ḡ(I)/||Ḡ(I)||2 where Ḡ(I)i = G(I)i/ max(Gi, ✏)

3.
Since we employ ReLU activations, our system is not in-
variant to re-scaling of the image intensities. Without bi-

2See the supplementary material for more details.
3✏ = 0.05 in order to avoid division by a small number.

Training - 1
Multi-class face recognition task

3D frontalized RGB image as input

Local low-level features extracted in the first 3 layers - C1, M2 and C3

Max-pooling makes the network more robust to local translations but several
levels of max-pooling cause spatial information and micro-textures lost.
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Figure 2. Outline of the DeepFace architecture. A front-end of a single convolution-pooling-convolution filtering on the rectified input, followed by three
locally-connected layers and two fully-connected layers. Colors illustrate feature maps produced at each layer. The net includes more than 120 million
parameters, where more than 95% come from the local and fully connected layers.

very few parameters. These layers merely expand the input
into a set of simple local features.

The subsequent layers (L4, L5 and L6) are instead lo-
cally connected [13, 16], like a convolutional layer they ap-
ply a filter bank, but every location in the feature map learns
a different set of filters. Since different regions of an aligned
image have different local statistics, the spatial stationarity
assumption of convolution cannot hold. For example, ar-
eas between the eyes and the eyebrows exhibit very differ-
ent appearance and have much higher discrimination ability
compared to areas between the nose and the mouth. In other
words, we customize the architecture of the DNN by lever-
aging the fact that our input images are aligned. The use
of local layers does not affect the computational burden of
feature extraction, but does affect the number of parameters
subject to training. Only because we have a large labeled
dataset, we can afford three large locally connected layers.
The use of locally connected layers (without weight shar-
ing) can also be justified by the fact that each output unit of
a locally connected layer is affected by a very large patch of
the input. For instance, the output of L6 is influenced by a
74x74x3 patch at the input, and there is hardly any statisti-
cal sharing between such large patches in aligned faces.

Finally, the top two layers (F7 and F8) are fully con-
nected: each output unit is connected to all inputs. These
layers are able to capture correlations between features cap-
tured in distant parts of the face images, e.g., position and
shape of eyes and position and shape of mouth. The output
of the first fully connected layer (F7) in the network will be
used as our raw face representation feature vector through-
out this paper. In terms of representation, this is in con-
trast to the existing LBP-based representations proposed in
the literature, that normally pool very local descriptors (by
computing histograms) and use this as input to a classifier.

The output of the last fully-connected layer is fed to a
K-way softmax (where K is the number of classes) which
produces a distribution over the class labels. If we denote
by ok the k-th output of the network on a given input, the
probability assigned to the k-th class is the output of the
softmax function: pk = exp(ok)/

P
h exp(oh).

The goal of training is to maximize the probability of
the correct class (face id). We achieve this by minimiz-
ing the cross-entropy loss for each training sample. If k
is the index of the true label for a given input, the loss is:
L = � log pk. The loss is minimized over the parameters
by computing the gradient of L w.r.t. the parameters and
by updating the parameters using stochastic gradient de-
scent (SGD). The gradients are computed by standard back-
propagation of the error [25, 21]. One interesting property
of the features produced by this network is that they are very
sparse. On average, 75% of the feature components in the
topmost layers are exactly zero. This is mainly due to the
use of the ReLU [10] activation function: max(0, x). This
soft-thresholding non-linearity is applied after every con-
volution, locally connected and fully connected layer (ex-
cept the last one), making the whole cascade produce highly
non-linear and sparse features. Sparsity is also encouraged
by the use of a regularization method called dropout [19]
which sets random feature components to 0 during training.
We have applied dropout only to the first fully-connected
layer. Due to the large training set, we did not observe sig-
nificant overfitting during training2.

Given an image I , the representation G(I) is then com-
puted using the described feed-forward network. Any feed-
forward neural network with L layers, can be seen as a com-
position of functions gl

�. In our case, the representation is:
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scribed in Section 2.

Normaliaztion As a final stage we normalize the fea-
tures to be between zero and one in order to reduce the sen-
sitivity to illumination changes: Each component of the fea-
ture vector is divided by its largest value across the training
set. This is then followed by L2-normalization: f(I) :=
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very few parameters. These layers merely expand the input
into a set of simple local features.

The subsequent layers (L4, L5 and L6) are instead lo-
cally connected [13, 16], like a convolutional layer they ap-
ply a filter bank, but every location in the feature map learns
a different set of filters. Since different regions of an aligned
image have different local statistics, the spatial stationarity
assumption of convolution cannot hold. For example, ar-
eas between the eyes and the eyebrows exhibit very differ-
ent appearance and have much higher discrimination ability
compared to areas between the nose and the mouth. In other
words, we customize the architecture of the DNN by lever-
aging the fact that our input images are aligned. The use
of local layers does not affect the computational burden of
feature extraction, but does affect the number of parameters
subject to training. Only because we have a large labeled
dataset, we can afford three large locally connected layers.
The use of locally connected layers (without weight shar-
ing) can also be justified by the fact that each output unit of
a locally connected layer is affected by a very large patch of
the input. For instance, the output of L6 is influenced by a
74x74x3 patch at the input, and there is hardly any statisti-
cal sharing between such large patches in aligned faces.

Finally, the top two layers (F7 and F8) are fully con-
nected: each output unit is connected to all inputs. These
layers are able to capture correlations between features cap-
tured in distant parts of the face images, e.g., position and
shape of eyes and position and shape of mouth. The output
of the first fully connected layer (F7) in the network will be
used as our raw face representation feature vector through-
out this paper. In terms of representation, this is in con-
trast to the existing LBP-based representations proposed in
the literature, that normally pool very local descriptors (by
computing histograms) and use this as input to a classifier.

The output of the last fully-connected layer is fed to a
K-way softmax (where K is the number of classes) which
produces a distribution over the class labels. If we denote
by ok the k-th output of the network on a given input, the
probability assigned to the k-th class is the output of the
softmax function: pk = exp(ok)/

P
h exp(oh).

The goal of training is to maximize the probability of
the correct class (face id). We achieve this by minimiz-
ing the cross-entropy loss for each training sample. If k
is the index of the true label for a given input, the loss is:
L = � log pk. The loss is minimized over the parameters
by computing the gradient of L w.r.t. the parameters and
by updating the parameters using stochastic gradient de-
scent (SGD). The gradients are computed by standard back-
propagation of the error [25, 21]. One interesting property
of the features produced by this network is that they are very
sparse. On average, 75% of the feature components in the
topmost layers are exactly zero. This is mainly due to the
use of the ReLU [10] activation function: max(0, x). This
soft-thresholding non-linearity is applied after every con-
volution, locally connected and fully connected layer (ex-
cept the last one), making the whole cascade produce highly
non-linear and sparse features. Sparsity is also encouraged
by the use of a regularization method called dropout [19]
which sets random feature components to 0 during training.
We have applied dropout only to the first fully-connected
layer. Due to the large training set, we did not observe sig-
nificant overfitting during training2.

Given an image I , the representation G(I) is then com-
puted using the described feed-forward network. Any feed-
forward neural network with L layers, can be seen as a com-
position of functions gl

�. In our case, the representation is:
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� (T (I, ✓T ))...)) with the net’s pa-
rameters � = {C1, ..., F7} and ✓T = {x2d, ~P ,~r} as de-
scribed in Section 2.

Normaliaztion As a final stage we normalize the fea-
tures to be between zero and one in order to reduce the sen-
sitivity to illumination changes: Each component of the fea-
ture vector is divided by its largest value across the training
set. This is then followed by L2-normalization: f(I) :=
Ḡ(I)/||Ḡ(I)||2 where Ḡ(I)i = G(I)i/ max(Gi, ✏)

3.
Since we employ ReLU activations, our system is not in-
variant to re-scaling of the image intensities. Without bi-
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Figure 2. Outline of the DeepFace architecture. A front-end of a single convolution-pooling-convolution filtering on the rectified input, followed by three
locally-connected layers and two fully-connected layers. Colors illustrate feature maps produced at each layer. The net includes more than 120 million
parameters, where more than 95% come from the local and fully connected layers.

very few parameters. These layers merely expand the input
into a set of simple local features.

The subsequent layers (L4, L5 and L6) are instead lo-
cally connected [13, 16], like a convolutional layer they ap-
ply a filter bank, but every location in the feature map learns
a different set of filters. Since different regions of an aligned
image have different local statistics, the spatial stationarity
assumption of convolution cannot hold. For example, ar-
eas between the eyes and the eyebrows exhibit very differ-
ent appearance and have much higher discrimination ability
compared to areas between the nose and the mouth. In other
words, we customize the architecture of the DNN by lever-
aging the fact that our input images are aligned. The use
of local layers does not affect the computational burden of
feature extraction, but does affect the number of parameters
subject to training. Only because we have a large labeled
dataset, we can afford three large locally connected layers.
The use of locally connected layers (without weight shar-
ing) can also be justified by the fact that each output unit of
a locally connected layer is affected by a very large patch of
the input. For instance, the output of L6 is influenced by a
74x74x3 patch at the input, and there is hardly any statisti-
cal sharing between such large patches in aligned faces.

Finally, the top two layers (F7 and F8) are fully con-
nected: each output unit is connected to all inputs. These
layers are able to capture correlations between features cap-
tured in distant parts of the face images, e.g., position and
shape of eyes and position and shape of mouth. The output
of the first fully connected layer (F7) in the network will be
used as our raw face representation feature vector through-
out this paper. In terms of representation, this is in con-
trast to the existing LBP-based representations proposed in
the literature, that normally pool very local descriptors (by
computing histograms) and use this as input to a classifier.

The output of the last fully-connected layer is fed to a
K-way softmax (where K is the number of classes) which
produces a distribution over the class labels. If we denote
by ok the k-th output of the network on a given input, the
probability assigned to the k-th class is the output of the
softmax function: pk = exp(ok)/

P
h exp(oh).

The goal of training is to maximize the probability of
the correct class (face id). We achieve this by minimiz-
ing the cross-entropy loss for each training sample. If k
is the index of the true label for a given input, the loss is:
L = � log pk. The loss is minimized over the parameters
by computing the gradient of L w.r.t. the parameters and
by updating the parameters using stochastic gradient de-
scent (SGD). The gradients are computed by standard back-
propagation of the error [25, 21]. One interesting property
of the features produced by this network is that they are very
sparse. On average, 75% of the feature components in the
topmost layers are exactly zero. This is mainly due to the
use of the ReLU [10] activation function: max(0, x). This
soft-thresholding non-linearity is applied after every con-
volution, locally connected and fully connected layer (ex-
cept the last one), making the whole cascade produce highly
non-linear and sparse features. Sparsity is also encouraged
by the use of a regularization method called dropout [19]
which sets random feature components to 0 during training.
We have applied dropout only to the first fully-connected
layer. Due to the large training set, we did not observe sig-
nificant overfitting during training2.

Given an image I , the representation G(I) is then com-
puted using the described feed-forward network. Any feed-
forward neural network with L layers, can be seen as a com-
position of functions gl

�. In our case, the representation is:
G(I) = gF7

� (gL6

� (...gC1

� (T (I, ✓T ))...)) with the net’s pa-
rameters � = {C1, ..., F7} and ✓T = {x2d, ~P ,~r} as de-
scribed in Section 2.

Normaliaztion As a final stage we normalize the fea-
tures to be between zero and one in order to reduce the sen-
sitivity to illumination changes: Each component of the fea-
ture vector is divided by its largest value across the training
set. This is then followed by L2-normalization: f(I) :=
Ḡ(I)/||Ḡ(I)||2 where Ḡ(I)i = G(I)i/ max(Gi, ✏)

3.
Since we employ ReLU activations, our system is not in-
variant to re-scaling of the image intensities. Without bi-

2See the supplementary material for more details.
3✏ = 0.05 in order to avoid division by a small number.
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Figure 2. Outline of the DeepFace architecture. A front-end of a single convolution-pooling-convolution filtering on the rectified input, followed by three
locally-connected layers and two fully-connected layers. Colors illustrate feature maps produced at each layer. The net includes more than 120 million
parameters, where more than 95% come from the local and fully connected layers.

very few parameters. These layers merely expand the input
into a set of simple local features.

The subsequent layers (L4, L5 and L6) are instead lo-
cally connected [13, 16], like a convolutional layer they ap-
ply a filter bank, but every location in the feature map learns
a different set of filters. Since different regions of an aligned
image have different local statistics, the spatial stationarity
assumption of convolution cannot hold. For example, ar-
eas between the eyes and the eyebrows exhibit very differ-
ent appearance and have much higher discrimination ability
compared to areas between the nose and the mouth. In other
words, we customize the architecture of the DNN by lever-
aging the fact that our input images are aligned. The use
of local layers does not affect the computational burden of
feature extraction, but does affect the number of parameters
subject to training. Only because we have a large labeled
dataset, we can afford three large locally connected layers.
The use of locally connected layers (without weight shar-
ing) can also be justified by the fact that each output unit of
a locally connected layer is affected by a very large patch of
the input. For instance, the output of L6 is influenced by a
74x74x3 patch at the input, and there is hardly any statisti-
cal sharing between such large patches in aligned faces.

Finally, the top two layers (F7 and F8) are fully con-
nected: each output unit is connected to all inputs. These
layers are able to capture correlations between features cap-
tured in distant parts of the face images, e.g., position and
shape of eyes and position and shape of mouth. The output
of the first fully connected layer (F7) in the network will be
used as our raw face representation feature vector through-
out this paper. In terms of representation, this is in con-
trast to the existing LBP-based representations proposed in
the literature, that normally pool very local descriptors (by
computing histograms) and use this as input to a classifier.

The output of the last fully-connected layer is fed to a
K-way softmax (where K is the number of classes) which
produces a distribution over the class labels. If we denote
by ok the k-th output of the network on a given input, the
probability assigned to the k-th class is the output of the
softmax function: pk = exp(ok)/

P
h exp(oh).

The goal of training is to maximize the probability of
the correct class (face id). We achieve this by minimiz-
ing the cross-entropy loss for each training sample. If k
is the index of the true label for a given input, the loss is:
L = � log pk. The loss is minimized over the parameters
by computing the gradient of L w.r.t. the parameters and
by updating the parameters using stochastic gradient de-
scent (SGD). The gradients are computed by standard back-
propagation of the error [25, 21]. One interesting property
of the features produced by this network is that they are very
sparse. On average, 75% of the feature components in the
topmost layers are exactly zero. This is mainly due to the
use of the ReLU [10] activation function: max(0, x). This
soft-thresholding non-linearity is applied after every con-
volution, locally connected and fully connected layer (ex-
cept the last one), making the whole cascade produce highly
non-linear and sparse features. Sparsity is also encouraged
by the use of a regularization method called dropout [19]
which sets random feature components to 0 during training.
We have applied dropout only to the first fully-connected
layer. Due to the large training set, we did not observe sig-
nificant overfitting during training2.

Given an image I , the representation G(I) is then com-
puted using the described feed-forward network. Any feed-
forward neural network with L layers, can be seen as a com-
position of functions gl

�. In our case, the representation is:
G(I) = gF7

� (gL6

� (...gC1

� (T (I, ✓T ))...)) with the net’s pa-
rameters � = {C1, ..., F7} and ✓T = {x2d, ~P ,~r} as de-
scribed in Section 2.

Normaliaztion As a final stage we normalize the fea-
tures to be between zero and one in order to reduce the sen-
sitivity to illumination changes: Each component of the fea-
ture vector is divided by its largest value across the training
set. This is then followed by L2-normalization: f(I) :=
Ḡ(I)/||Ḡ(I)||2 where Ḡ(I)i = G(I)i/ max(Gi, ✏)

3.
Since we employ ReLU activations, our system is not in-
variant to re-scaling of the image intensities. Without bi-
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L4, L5 and L6 are locally connected
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Figure 2. Outline of the DeepFace architecture. A front-end of a single convolution-pooling-convolution filtering on the rectified input, followed by three
locally-connected layers and two fully-connected layers. Colors illustrate feature maps produced at each layer. The net includes more than 120 million
parameters, where more than 95% come from the local and fully connected layers.

very few parameters. These layers merely expand the input
into a set of simple local features.

The subsequent layers (L4, L5 and L6) are instead lo-
cally connected [13, 16], like a convolutional layer they ap-
ply a filter bank, but every location in the feature map learns
a different set of filters. Since different regions of an aligned
image have different local statistics, the spatial stationarity
assumption of convolution cannot hold. For example, ar-
eas between the eyes and the eyebrows exhibit very differ-
ent appearance and have much higher discrimination ability
compared to areas between the nose and the mouth. In other
words, we customize the architecture of the DNN by lever-
aging the fact that our input images are aligned. The use
of local layers does not affect the computational burden of
feature extraction, but does affect the number of parameters
subject to training. Only because we have a large labeled
dataset, we can afford three large locally connected layers.
The use of locally connected layers (without weight shar-
ing) can also be justified by the fact that each output unit of
a locally connected layer is affected by a very large patch of
the input. For instance, the output of L6 is influenced by a
74x74x3 patch at the input, and there is hardly any statisti-
cal sharing between such large patches in aligned faces.

Finally, the top two layers (F7 and F8) are fully con-
nected: each output unit is connected to all inputs. These
layers are able to capture correlations between features cap-
tured in distant parts of the face images, e.g., position and
shape of eyes and position and shape of mouth. The output
of the first fully connected layer (F7) in the network will be
used as our raw face representation feature vector through-
out this paper. In terms of representation, this is in con-
trast to the existing LBP-based representations proposed in
the literature, that normally pool very local descriptors (by
computing histograms) and use this as input to a classifier.

The output of the last fully-connected layer is fed to a
K-way softmax (where K is the number of classes) which
produces a distribution over the class labels. If we denote
by ok the k-th output of the network on a given input, the
probability assigned to the k-th class is the output of the
softmax function: pk = exp(ok)/

P
h exp(oh).

The goal of training is to maximize the probability of
the correct class (face id). We achieve this by minimiz-
ing the cross-entropy loss for each training sample. If k
is the index of the true label for a given input, the loss is:
L = � log pk. The loss is minimized over the parameters
by computing the gradient of L w.r.t. the parameters and
by updating the parameters using stochastic gradient de-
scent (SGD). The gradients are computed by standard back-
propagation of the error [25, 21]. One interesting property
of the features produced by this network is that they are very
sparse. On average, 75% of the feature components in the
topmost layers are exactly zero. This is mainly due to the
use of the ReLU [10] activation function: max(0, x). This
soft-thresholding non-linearity is applied after every con-
volution, locally connected and fully connected layer (ex-
cept the last one), making the whole cascade produce highly
non-linear and sparse features. Sparsity is also encouraged
by the use of a regularization method called dropout [19]
which sets random feature components to 0 during training.
We have applied dropout only to the first fully-connected
layer. Due to the large training set, we did not observe sig-
nificant overfitting during training2.

Given an image I , the representation G(I) is then com-
puted using the described feed-forward network. Any feed-
forward neural network with L layers, can be seen as a com-
position of functions gl

�. In our case, the representation is:
G(I) = gF7

� (gL6

� (...gC1

� (T (I, ✓T ))...)) with the net’s pa-
rameters � = {C1, ..., F7} and ✓T = {x2d, ~P ,~r} as de-
scribed in Section 2.

Normaliaztion As a final stage we normalize the fea-
tures to be between zero and one in order to reduce the sen-
sitivity to illumination changes: Each component of the fea-
ture vector is divided by its largest value across the training
set. This is then followed by L2-normalization: f(I) :=
Ḡ(I)/||Ḡ(I)||2 where Ḡ(I)i = G(I)i/ max(Gi, ✏)

3.
Since we employ ReLU activations, our system is not in-
variant to re-scaling of the image intensities. Without bi-
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Figure 2. Outline of the DeepFace architecture. A front-end of a single convolution-pooling-convolution filtering on the rectified input, followed by three
locally-connected layers and two fully-connected layers. Colors illustrate feature maps produced at each layer. The net includes more than 120 million
parameters, where more than 95% come from the local and fully connected layers.

very few parameters. These layers merely expand the input
into a set of simple local features.

The subsequent layers (L4, L5 and L6) are instead lo-
cally connected [13, 16], like a convolutional layer they ap-
ply a filter bank, but every location in the feature map learns
a different set of filters. Since different regions of an aligned
image have different local statistics, the spatial stationarity
assumption of convolution cannot hold. For example, ar-
eas between the eyes and the eyebrows exhibit very differ-
ent appearance and have much higher discrimination ability
compared to areas between the nose and the mouth. In other
words, we customize the architecture of the DNN by lever-
aging the fact that our input images are aligned. The use
of local layers does not affect the computational burden of
feature extraction, but does affect the number of parameters
subject to training. Only because we have a large labeled
dataset, we can afford three large locally connected layers.
The use of locally connected layers (without weight shar-
ing) can also be justified by the fact that each output unit of
a locally connected layer is affected by a very large patch of
the input. For instance, the output of L6 is influenced by a
74x74x3 patch at the input, and there is hardly any statisti-
cal sharing between such large patches in aligned faces.

Finally, the top two layers (F7 and F8) are fully con-
nected: each output unit is connected to all inputs. These
layers are able to capture correlations between features cap-
tured in distant parts of the face images, e.g., position and
shape of eyes and position and shape of mouth. The output
of the first fully connected layer (F7) in the network will be
used as our raw face representation feature vector through-
out this paper. In terms of representation, this is in con-
trast to the existing LBP-based representations proposed in
the literature, that normally pool very local descriptors (by
computing histograms) and use this as input to a classifier.

The output of the last fully-connected layer is fed to a
K-way softmax (where K is the number of classes) which
produces a distribution over the class labels. If we denote
by ok the k-th output of the network on a given input, the
probability assigned to the k-th class is the output of the
softmax function: pk = exp(ok)/

P
h exp(oh).

The goal of training is to maximize the probability of
the correct class (face id). We achieve this by minimiz-
ing the cross-entropy loss for each training sample. If k
is the index of the true label for a given input, the loss is:
L = � log pk. The loss is minimized over the parameters
by computing the gradient of L w.r.t. the parameters and
by updating the parameters using stochastic gradient de-
scent (SGD). The gradients are computed by standard back-
propagation of the error [25, 21]. One interesting property
of the features produced by this network is that they are very
sparse. On average, 75% of the feature components in the
topmost layers are exactly zero. This is mainly due to the
use of the ReLU [10] activation function: max(0, x). This
soft-thresholding non-linearity is applied after every con-
volution, locally connected and fully connected layer (ex-
cept the last one), making the whole cascade produce highly
non-linear and sparse features. Sparsity is also encouraged
by the use of a regularization method called dropout [19]
which sets random feature components to 0 during training.
We have applied dropout only to the first fully-connected
layer. Due to the large training set, we did not observe sig-
nificant overfitting during training2.

Given an image I , the representation G(I) is then com-
puted using the described feed-forward network. Any feed-
forward neural network with L layers, can be seen as a com-
position of functions gl

�. In our case, the representation is:
G(I) = gF7
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� (T (I, ✓T ))...)) with the net’s pa-
rameters � = {C1, ..., F7} and ✓T = {x2d, ~P ,~r} as de-
scribed in Section 2.

Normaliaztion As a final stage we normalize the fea-
tures to be between zero and one in order to reduce the sen-
sitivity to illumination changes: Each component of the fea-
ture vector is divided by its largest value across the training
set. This is then followed by L2-normalization: f(I) :=
Ḡ(I)/||Ḡ(I)||2 where Ḡ(I)i = G(I)i/ max(Gi, ✏)

3.
Since we employ ReLU activations, our system is not in-
variant to re-scaling of the image intensities. Without bi-
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Figure 2. Outline of the DeepFace architecture. A front-end of a single convolution-pooling-convolution filtering on the rectified input, followed by three
locally-connected layers and two fully-connected layers. Colors illustrate feature maps produced at each layer. The net includes more than 120 million
parameters, where more than 95% come from the local and fully connected layers.

very few parameters. These layers merely expand the input
into a set of simple local features.

The subsequent layers (L4, L5 and L6) are instead lo-
cally connected [13, 16], like a convolutional layer they ap-
ply a filter bank, but every location in the feature map learns
a different set of filters. Since different regions of an aligned
image have different local statistics, the spatial stationarity
assumption of convolution cannot hold. For example, ar-
eas between the eyes and the eyebrows exhibit very differ-
ent appearance and have much higher discrimination ability
compared to areas between the nose and the mouth. In other
words, we customize the architecture of the DNN by lever-
aging the fact that our input images are aligned. The use
of local layers does not affect the computational burden of
feature extraction, but does affect the number of parameters
subject to training. Only because we have a large labeled
dataset, we can afford three large locally connected layers.
The use of locally connected layers (without weight shar-
ing) can also be justified by the fact that each output unit of
a locally connected layer is affected by a very large patch of
the input. For instance, the output of L6 is influenced by a
74x74x3 patch at the input, and there is hardly any statisti-
cal sharing between such large patches in aligned faces.

Finally, the top two layers (F7 and F8) are fully con-
nected: each output unit is connected to all inputs. These
layers are able to capture correlations between features cap-
tured in distant parts of the face images, e.g., position and
shape of eyes and position and shape of mouth. The output
of the first fully connected layer (F7) in the network will be
used as our raw face representation feature vector through-
out this paper. In terms of representation, this is in con-
trast to the existing LBP-based representations proposed in
the literature, that normally pool very local descriptors (by
computing histograms) and use this as input to a classifier.

The output of the last fully-connected layer is fed to a
K-way softmax (where K is the number of classes) which
produces a distribution over the class labels. If we denote
by ok the k-th output of the network on a given input, the
probability assigned to the k-th class is the output of the
softmax function: pk = exp(ok)/

P
h exp(oh).

The goal of training is to maximize the probability of
the correct class (face id). We achieve this by minimiz-
ing the cross-entropy loss for each training sample. If k
is the index of the true label for a given input, the loss is:
L = � log pk. The loss is minimized over the parameters
by computing the gradient of L w.r.t. the parameters and
by updating the parameters using stochastic gradient de-
scent (SGD). The gradients are computed by standard back-
propagation of the error [25, 21]. One interesting property
of the features produced by this network is that they are very
sparse. On average, 75% of the feature components in the
topmost layers are exactly zero. This is mainly due to the
use of the ReLU [10] activation function: max(0, x). This
soft-thresholding non-linearity is applied after every con-
volution, locally connected and fully connected layer (ex-
cept the last one), making the whole cascade produce highly
non-linear and sparse features. Sparsity is also encouraged
by the use of a regularization method called dropout [19]
which sets random feature components to 0 during training.
We have applied dropout only to the first fully-connected
layer. Due to the large training set, we did not observe sig-
nificant overfitting during training2.

Given an image I , the representation G(I) is then com-
puted using the described feed-forward network. Any feed-
forward neural network with L layers, can be seen as a com-
position of functions gl

�. In our case, the representation is:
G(I) = gF7

� (gL6

� (...gC1

� (T (I, ✓T ))...)) with the net’s pa-
rameters � = {C1, ..., F7} and ✓T = {x2d, ~P ,~r} as de-
scribed in Section 2.

Normaliaztion As a final stage we normalize the fea-
tures to be between zero and one in order to reduce the sen-
sitivity to illumination changes: Each component of the fea-
ture vector is divided by its largest value across the training
set. This is then followed by L2-normalization: f(I) :=
Ḡ(I)/||Ḡ(I)||2 where Ḡ(I)i = G(I)i/ max(Gi, ✏)

3.
Since we employ ReLU activations, our system is not in-
variant to re-scaling of the image intensities. Without bi-

2See the supplementary material for more details.
3✏ = 0.05 in order to avoid division by a small number.

Training - 2
L4, L5 and L6 are locally connected

Account for higher discrimination areas and lower “statistical sharing”

Only possible because faces have been aligned

Consequences: no burden in the feature extraction but high number of
parameters to train and more data needed (Remember: Facebook ¨̂ )
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Figure 2. Outline of the DeepFace architecture. A front-end of a single convolution-pooling-convolution filtering on the rectified input, followed by three
locally-connected layers and two fully-connected layers. Colors illustrate feature maps produced at each layer. The net includes more than 120 million
parameters, where more than 95% come from the local and fully connected layers.

very few parameters. These layers merely expand the input
into a set of simple local features.

The subsequent layers (L4, L5 and L6) are instead lo-
cally connected [13, 16], like a convolutional layer they ap-
ply a filter bank, but every location in the feature map learns
a different set of filters. Since different regions of an aligned
image have different local statistics, the spatial stationarity
assumption of convolution cannot hold. For example, ar-
eas between the eyes and the eyebrows exhibit very differ-
ent appearance and have much higher discrimination ability
compared to areas between the nose and the mouth. In other
words, we customize the architecture of the DNN by lever-
aging the fact that our input images are aligned. The use
of local layers does not affect the computational burden of
feature extraction, but does affect the number of parameters
subject to training. Only because we have a large labeled
dataset, we can afford three large locally connected layers.
The use of locally connected layers (without weight shar-
ing) can also be justified by the fact that each output unit of
a locally connected layer is affected by a very large patch of
the input. For instance, the output of L6 is influenced by a
74x74x3 patch at the input, and there is hardly any statisti-
cal sharing between such large patches in aligned faces.

Finally, the top two layers (F7 and F8) are fully con-
nected: each output unit is connected to all inputs. These
layers are able to capture correlations between features cap-
tured in distant parts of the face images, e.g., position and
shape of eyes and position and shape of mouth. The output
of the first fully connected layer (F7) in the network will be
used as our raw face representation feature vector through-
out this paper. In terms of representation, this is in con-
trast to the existing LBP-based representations proposed in
the literature, that normally pool very local descriptors (by
computing histograms) and use this as input to a classifier.

The output of the last fully-connected layer is fed to a
K-way softmax (where K is the number of classes) which
produces a distribution over the class labels. If we denote
by ok the k-th output of the network on a given input, the
probability assigned to the k-th class is the output of the
softmax function: pk = exp(ok)/

P
h exp(oh).

The goal of training is to maximize the probability of
the correct class (face id). We achieve this by minimiz-
ing the cross-entropy loss for each training sample. If k
is the index of the true label for a given input, the loss is:
L = � log pk. The loss is minimized over the parameters
by computing the gradient of L w.r.t. the parameters and
by updating the parameters using stochastic gradient de-
scent (SGD). The gradients are computed by standard back-
propagation of the error [25, 21]. One interesting property
of the features produced by this network is that they are very
sparse. On average, 75% of the feature components in the
topmost layers are exactly zero. This is mainly due to the
use of the ReLU [10] activation function: max(0, x). This
soft-thresholding non-linearity is applied after every con-
volution, locally connected and fully connected layer (ex-
cept the last one), making the whole cascade produce highly
non-linear and sparse features. Sparsity is also encouraged
by the use of a regularization method called dropout [19]
which sets random feature components to 0 during training.
We have applied dropout only to the first fully-connected
layer. Due to the large training set, we did not observe sig-
nificant overfitting during training2.

Given an image I , the representation G(I) is then com-
puted using the described feed-forward network. Any feed-
forward neural network with L layers, can be seen as a com-
position of functions gl

�. In our case, the representation is:
G(I) = gF7

� (gL6

� (...gC1

� (T (I, ✓T ))...)) with the net’s pa-
rameters � = {C1, ..., F7} and ✓T = {x2d, ~P ,~r} as de-
scribed in Section 2.

Normaliaztion As a final stage we normalize the fea-
tures to be between zero and one in order to reduce the sen-
sitivity to illumination changes: Each component of the fea-
ture vector is divided by its largest value across the training
set. This is then followed by L2-normalization: f(I) :=
Ḡ(I)/||Ḡ(I)||2 where Ḡ(I)i = G(I)i/ max(Gi, ✏)

3.
Since we employ ReLU activations, our system is not in-
variant to re-scaling of the image intensities. Without bi-

2See the supplementary material for more details.
3✏ = 0.05 in order to avoid division by a small number.

Training - 2
L4, L5 and L6 are locally connected

Account for higher discrimination areas and lower “statistical sharing”

Only possible because faces have been aligned

Consequences: no burden in the feature extraction but high number of
parameters to train and more data needed (Remember: Facebook ¨̂ )
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Figure 2. Outline of the DeepFace architecture. A front-end of a single convolution-pooling-convolution filtering on the rectified input, followed by three
locally-connected layers and two fully-connected layers. Colors illustrate feature maps produced at each layer. The net includes more than 120 million
parameters, where more than 95% come from the local and fully connected layers.

very few parameters. These layers merely expand the input
into a set of simple local features.

The subsequent layers (L4, L5 and L6) are instead lo-
cally connected [13, 16], like a convolutional layer they ap-
ply a filter bank, but every location in the feature map learns
a different set of filters. Since different regions of an aligned
image have different local statistics, the spatial stationarity
assumption of convolution cannot hold. For example, ar-
eas between the eyes and the eyebrows exhibit very differ-
ent appearance and have much higher discrimination ability
compared to areas between the nose and the mouth. In other
words, we customize the architecture of the DNN by lever-
aging the fact that our input images are aligned. The use
of local layers does not affect the computational burden of
feature extraction, but does affect the number of parameters
subject to training. Only because we have a large labeled
dataset, we can afford three large locally connected layers.
The use of locally connected layers (without weight shar-
ing) can also be justified by the fact that each output unit of
a locally connected layer is affected by a very large patch of
the input. For instance, the output of L6 is influenced by a
74x74x3 patch at the input, and there is hardly any statisti-
cal sharing between such large patches in aligned faces.

Finally, the top two layers (F7 and F8) are fully con-
nected: each output unit is connected to all inputs. These
layers are able to capture correlations between features cap-
tured in distant parts of the face images, e.g., position and
shape of eyes and position and shape of mouth. The output
of the first fully connected layer (F7) in the network will be
used as our raw face representation feature vector through-
out this paper. In terms of representation, this is in con-
trast to the existing LBP-based representations proposed in
the literature, that normally pool very local descriptors (by
computing histograms) and use this as input to a classifier.

The output of the last fully-connected layer is fed to a
K-way softmax (where K is the number of classes) which
produces a distribution over the class labels. If we denote
by ok the k-th output of the network on a given input, the
probability assigned to the k-th class is the output of the
softmax function: pk = exp(ok)/

P
h exp(oh).

The goal of training is to maximize the probability of
the correct class (face id). We achieve this by minimiz-
ing the cross-entropy loss for each training sample. If k
is the index of the true label for a given input, the loss is:
L = � log pk. The loss is minimized over the parameters
by computing the gradient of L w.r.t. the parameters and
by updating the parameters using stochastic gradient de-
scent (SGD). The gradients are computed by standard back-
propagation of the error [25, 21]. One interesting property
of the features produced by this network is that they are very
sparse. On average, 75% of the feature components in the
topmost layers are exactly zero. This is mainly due to the
use of the ReLU [10] activation function: max(0, x). This
soft-thresholding non-linearity is applied after every con-
volution, locally connected and fully connected layer (ex-
cept the last one), making the whole cascade produce highly
non-linear and sparse features. Sparsity is also encouraged
by the use of a regularization method called dropout [19]
which sets random feature components to 0 during training.
We have applied dropout only to the first fully-connected
layer. Due to the large training set, we did not observe sig-
nificant overfitting during training2.

Given an image I , the representation G(I) is then com-
puted using the described feed-forward network. Any feed-
forward neural network with L layers, can be seen as a com-
position of functions gl

�. In our case, the representation is:
G(I) = gF7

� (gL6

� (...gC1

� (T (I, ✓T ))...)) with the net’s pa-
rameters � = {C1, ..., F7} and ✓T = {x2d, ~P ,~r} as de-
scribed in Section 2.

Normaliaztion As a final stage we normalize the fea-
tures to be between zero and one in order to reduce the sen-
sitivity to illumination changes: Each component of the fea-
ture vector is divided by its largest value across the training
set. This is then followed by L2-normalization: f(I) :=
Ḡ(I)/||Ḡ(I)||2 where Ḡ(I)i = G(I)i/ max(Gi, ✏)

3.
Since we employ ReLU activations, our system is not in-
variant to re-scaling of the image intensities. Without bi-

2See the supplementary material for more details.
3✏ = 0.05 in order to avoid division by a small number.

Training - 3
F7 and F8 are fully connected layers

Responsible for correlating features captured in “distant” parts

F7’s output is used as face representation

Last layer is a K-way softmax function

Objective is to maximize probability of correct class by minimizing the
cross-entropy loss
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Figure 2. Outline of the DeepFace architecture. A front-end of a single convolution-pooling-convolution filtering on the rectified input, followed by three
locally-connected layers and two fully-connected layers. Colors illustrate feature maps produced at each layer. The net includes more than 120 million
parameters, where more than 95% come from the local and fully connected layers.

very few parameters. These layers merely expand the input
into a set of simple local features.

The subsequent layers (L4, L5 and L6) are instead lo-
cally connected [13, 16], like a convolutional layer they ap-
ply a filter bank, but every location in the feature map learns
a different set of filters. Since different regions of an aligned
image have different local statistics, the spatial stationarity
assumption of convolution cannot hold. For example, ar-
eas between the eyes and the eyebrows exhibit very differ-
ent appearance and have much higher discrimination ability
compared to areas between the nose and the mouth. In other
words, we customize the architecture of the DNN by lever-
aging the fact that our input images are aligned. The use
of local layers does not affect the computational burden of
feature extraction, but does affect the number of parameters
subject to training. Only because we have a large labeled
dataset, we can afford three large locally connected layers.
The use of locally connected layers (without weight shar-
ing) can also be justified by the fact that each output unit of
a locally connected layer is affected by a very large patch of
the input. For instance, the output of L6 is influenced by a
74x74x3 patch at the input, and there is hardly any statisti-
cal sharing between such large patches in aligned faces.

Finally, the top two layers (F7 and F8) are fully con-
nected: each output unit is connected to all inputs. These
layers are able to capture correlations between features cap-
tured in distant parts of the face images, e.g., position and
shape of eyes and position and shape of mouth. The output
of the first fully connected layer (F7) in the network will be
used as our raw face representation feature vector through-
out this paper. In terms of representation, this is in con-
trast to the existing LBP-based representations proposed in
the literature, that normally pool very local descriptors (by
computing histograms) and use this as input to a classifier.

The output of the last fully-connected layer is fed to a
K-way softmax (where K is the number of classes) which
produces a distribution over the class labels. If we denote
by ok the k-th output of the network on a given input, the
probability assigned to the k-th class is the output of the
softmax function: pk = exp(ok)/

P
h exp(oh).

The goal of training is to maximize the probability of
the correct class (face id). We achieve this by minimiz-
ing the cross-entropy loss for each training sample. If k
is the index of the true label for a given input, the loss is:
L = � log pk. The loss is minimized over the parameters
by computing the gradient of L w.r.t. the parameters and
by updating the parameters using stochastic gradient de-
scent (SGD). The gradients are computed by standard back-
propagation of the error [25, 21]. One interesting property
of the features produced by this network is that they are very
sparse. On average, 75% of the feature components in the
topmost layers are exactly zero. This is mainly due to the
use of the ReLU [10] activation function: max(0, x). This
soft-thresholding non-linearity is applied after every con-
volution, locally connected and fully connected layer (ex-
cept the last one), making the whole cascade produce highly
non-linear and sparse features. Sparsity is also encouraged
by the use of a regularization method called dropout [19]
which sets random feature components to 0 during training.
We have applied dropout only to the first fully-connected
layer. Due to the large training set, we did not observe sig-
nificant overfitting during training2.

Given an image I , the representation G(I) is then com-
puted using the described feed-forward network. Any feed-
forward neural network with L layers, can be seen as a com-
position of functions gl

�. In our case, the representation is:
G(I) = gF7

� (gL6

� (...gC1

� (T (I, ✓T ))...)) with the net’s pa-
rameters � = {C1, ..., F7} and ✓T = {x2d, ~P ,~r} as de-
scribed in Section 2.

Normaliaztion As a final stage we normalize the fea-
tures to be between zero and one in order to reduce the sen-
sitivity to illumination changes: Each component of the fea-
ture vector is divided by its largest value across the training
set. This is then followed by L2-normalization: f(I) :=
Ḡ(I)/||Ḡ(I)||2 where Ḡ(I)i = G(I)i/ max(Gi, ✏)

3.
Since we employ ReLU activations, our system is not in-
variant to re-scaling of the image intensities. Without bi-

2See the supplementary material for more details.
3✏ = 0.05 in order to avoid division by a small number.

Training - 3
F7 and F8 are fully connected layers

Responsible for correlating features captured in “distant” parts

F7’s output is used as face representation

Last layer is a K-way softmax function

Objective is to maximize probability of correct class by minimizing the
cross-entropy loss
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Figure 2. Outline of the DeepFace architecture. A front-end of a single convolution-pooling-convolution filtering on the rectified input, followed by three
locally-connected layers and two fully-connected layers. Colors illustrate feature maps produced at each layer. The net includes more than 120 million
parameters, where more than 95% come from the local and fully connected layers.

very few parameters. These layers merely expand the input
into a set of simple local features.

The subsequent layers (L4, L5 and L6) are instead lo-
cally connected [13, 16], like a convolutional layer they ap-
ply a filter bank, but every location in the feature map learns
a different set of filters. Since different regions of an aligned
image have different local statistics, the spatial stationarity
assumption of convolution cannot hold. For example, ar-
eas between the eyes and the eyebrows exhibit very differ-
ent appearance and have much higher discrimination ability
compared to areas between the nose and the mouth. In other
words, we customize the architecture of the DNN by lever-
aging the fact that our input images are aligned. The use
of local layers does not affect the computational burden of
feature extraction, but does affect the number of parameters
subject to training. Only because we have a large labeled
dataset, we can afford three large locally connected layers.
The use of locally connected layers (without weight shar-
ing) can also be justified by the fact that each output unit of
a locally connected layer is affected by a very large patch of
the input. For instance, the output of L6 is influenced by a
74x74x3 patch at the input, and there is hardly any statisti-
cal sharing between such large patches in aligned faces.

Finally, the top two layers (F7 and F8) are fully con-
nected: each output unit is connected to all inputs. These
layers are able to capture correlations between features cap-
tured in distant parts of the face images, e.g., position and
shape of eyes and position and shape of mouth. The output
of the first fully connected layer (F7) in the network will be
used as our raw face representation feature vector through-
out this paper. In terms of representation, this is in con-
trast to the existing LBP-based representations proposed in
the literature, that normally pool very local descriptors (by
computing histograms) and use this as input to a classifier.

The output of the last fully-connected layer is fed to a
K-way softmax (where K is the number of classes) which
produces a distribution over the class labels. If we denote
by ok the k-th output of the network on a given input, the
probability assigned to the k-th class is the output of the
softmax function: pk = exp(ok)/

P
h exp(oh).

The goal of training is to maximize the probability of
the correct class (face id). We achieve this by minimiz-
ing the cross-entropy loss for each training sample. If k
is the index of the true label for a given input, the loss is:
L = � log pk. The loss is minimized over the parameters
by computing the gradient of L w.r.t. the parameters and
by updating the parameters using stochastic gradient de-
scent (SGD). The gradients are computed by standard back-
propagation of the error [25, 21]. One interesting property
of the features produced by this network is that they are very
sparse. On average, 75% of the feature components in the
topmost layers are exactly zero. This is mainly due to the
use of the ReLU [10] activation function: max(0, x). This
soft-thresholding non-linearity is applied after every con-
volution, locally connected and fully connected layer (ex-
cept the last one), making the whole cascade produce highly
non-linear and sparse features. Sparsity is also encouraged
by the use of a regularization method called dropout [19]
which sets random feature components to 0 during training.
We have applied dropout only to the first fully-connected
layer. Due to the large training set, we did not observe sig-
nificant overfitting during training2.

Given an image I , the representation G(I) is then com-
puted using the described feed-forward network. Any feed-
forward neural network with L layers, can be seen as a com-
position of functions gl

�. In our case, the representation is:
G(I) = gF7

� (gL6

� (...gC1

� (T (I, ✓T ))...)) with the net’s pa-
rameters � = {C1, ..., F7} and ✓T = {x2d, ~P ,~r} as de-
scribed in Section 2.

Normaliaztion As a final stage we normalize the fea-
tures to be between zero and one in order to reduce the sen-
sitivity to illumination changes: Each component of the fea-
ture vector is divided by its largest value across the training
set. This is then followed by L2-normalization: f(I) :=
Ḡ(I)/||Ḡ(I)||2 where Ḡ(I)i = G(I)i/ max(Gi, ✏)

3.
Since we employ ReLU activations, our system is not in-
variant to re-scaling of the image intensities. Without bi-

2See the supplementary material for more details.
3✏ = 0.05 in order to avoid division by a small number.

Training - 3
F7 and F8 are fully connected layers

Responsible for correlating features captured in “distant” parts

F7’s output is used as face representation

Last layer is a K-way softmax function

Objective is to maximize probability of correct class by minimizing the
cross-entropy loss
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Figure 2. Outline of the DeepFace architecture. A front-end of a single convolution-pooling-convolution filtering on the rectified input, followed by three
locally-connected layers and two fully-connected layers. Colors illustrate feature maps produced at each layer. The net includes more than 120 million
parameters, where more than 95% come from the local and fully connected layers.

very few parameters. These layers merely expand the input
into a set of simple local features.

The subsequent layers (L4, L5 and L6) are instead lo-
cally connected [13, 16], like a convolutional layer they ap-
ply a filter bank, but every location in the feature map learns
a different set of filters. Since different regions of an aligned
image have different local statistics, the spatial stationarity
assumption of convolution cannot hold. For example, ar-
eas between the eyes and the eyebrows exhibit very differ-
ent appearance and have much higher discrimination ability
compared to areas between the nose and the mouth. In other
words, we customize the architecture of the DNN by lever-
aging the fact that our input images are aligned. The use
of local layers does not affect the computational burden of
feature extraction, but does affect the number of parameters
subject to training. Only because we have a large labeled
dataset, we can afford three large locally connected layers.
The use of locally connected layers (without weight shar-
ing) can also be justified by the fact that each output unit of
a locally connected layer is affected by a very large patch of
the input. For instance, the output of L6 is influenced by a
74x74x3 patch at the input, and there is hardly any statisti-
cal sharing between such large patches in aligned faces.

Finally, the top two layers (F7 and F8) are fully con-
nected: each output unit is connected to all inputs. These
layers are able to capture correlations between features cap-
tured in distant parts of the face images, e.g., position and
shape of eyes and position and shape of mouth. The output
of the first fully connected layer (F7) in the network will be
used as our raw face representation feature vector through-
out this paper. In terms of representation, this is in con-
trast to the existing LBP-based representations proposed in
the literature, that normally pool very local descriptors (by
computing histograms) and use this as input to a classifier.

The output of the last fully-connected layer is fed to a
K-way softmax (where K is the number of classes) which
produces a distribution over the class labels. If we denote
by ok the k-th output of the network on a given input, the
probability assigned to the k-th class is the output of the
softmax function: pk = exp(ok)/

P
h exp(oh).

The goal of training is to maximize the probability of
the correct class (face id). We achieve this by minimiz-
ing the cross-entropy loss for each training sample. If k
is the index of the true label for a given input, the loss is:
L = � log pk. The loss is minimized over the parameters
by computing the gradient of L w.r.t. the parameters and
by updating the parameters using stochastic gradient de-
scent (SGD). The gradients are computed by standard back-
propagation of the error [25, 21]. One interesting property
of the features produced by this network is that they are very
sparse. On average, 75% of the feature components in the
topmost layers are exactly zero. This is mainly due to the
use of the ReLU [10] activation function: max(0, x). This
soft-thresholding non-linearity is applied after every con-
volution, locally connected and fully connected layer (ex-
cept the last one), making the whole cascade produce highly
non-linear and sparse features. Sparsity is also encouraged
by the use of a regularization method called dropout [19]
which sets random feature components to 0 during training.
We have applied dropout only to the first fully-connected
layer. Due to the large training set, we did not observe sig-
nificant overfitting during training2.

Given an image I , the representation G(I) is then com-
puted using the described feed-forward network. Any feed-
forward neural network with L layers, can be seen as a com-
position of functions gl

�. In our case, the representation is:
G(I) = gF7

� (gL6

� (...gC1

� (T (I, ✓T ))...)) with the net’s pa-
rameters � = {C1, ..., F7} and ✓T = {x2d, ~P ,~r} as de-
scribed in Section 2.

Normaliaztion As a final stage we normalize the fea-
tures to be between zero and one in order to reduce the sen-
sitivity to illumination changes: Each component of the fea-
ture vector is divided by its largest value across the training
set. This is then followed by L2-normalization: f(I) :=
Ḡ(I)/||Ḡ(I)||2 where Ḡ(I)i = G(I)i/ max(Gi, ✏)

3.
Since we employ ReLU activations, our system is not in-
variant to re-scaling of the image intensities. Without bi-

2See the supplementary material for more details.
3✏ = 0.05 in order to avoid division by a small number.

Training - 3
F7 and F8 are fully connected layers

Responsible for correlating features captured in “distant” parts

F7’s output is used as face representation

Last layer is a K-way softmax function

Objective is to maximize probability of correct class by minimizing the
cross-entropy loss
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Figure 2. Outline of the DeepFace architecture. A front-end of a single convolution-pooling-convolution filtering on the rectified input, followed by three
locally-connected layers and two fully-connected layers. Colors illustrate feature maps produced at each layer. The net includes more than 120 million
parameters, where more than 95% come from the local and fully connected layers.

very few parameters. These layers merely expand the input
into a set of simple local features.

The subsequent layers (L4, L5 and L6) are instead lo-
cally connected [13, 16], like a convolutional layer they ap-
ply a filter bank, but every location in the feature map learns
a different set of filters. Since different regions of an aligned
image have different local statistics, the spatial stationarity
assumption of convolution cannot hold. For example, ar-
eas between the eyes and the eyebrows exhibit very differ-
ent appearance and have much higher discrimination ability
compared to areas between the nose and the mouth. In other
words, we customize the architecture of the DNN by lever-
aging the fact that our input images are aligned. The use
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out this paper. In terms of representation, this is in con-
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The output of the last fully-connected layer is fed to a
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produces a distribution over the class labels. If we denote
by ok the k-th output of the network on a given input, the
probability assigned to the k-th class is the output of the
softmax function: pk = exp(ok)/

P
h exp(oh).

The goal of training is to maximize the probability of
the correct class (face id). We achieve this by minimiz-
ing the cross-entropy loss for each training sample. If k
is the index of the true label for a given input, the loss is:
L = � log pk. The loss is minimized over the parameters
by computing the gradient of L w.r.t. the parameters and
by updating the parameters using stochastic gradient de-
scent (SGD). The gradients are computed by standard back-
propagation of the error [25, 21]. One interesting property
of the features produced by this network is that they are very
sparse. On average, 75% of the feature components in the
topmost layers are exactly zero. This is mainly due to the
use of the ReLU [10] activation function: max(0, x). This
soft-thresholding non-linearity is applied after every con-
volution, locally connected and fully connected layer (ex-
cept the last one), making the whole cascade produce highly
non-linear and sparse features. Sparsity is also encouraged
by the use of a regularization method called dropout [19]
which sets random feature components to 0 during training.
We have applied dropout only to the first fully-connected
layer. Due to the large training set, we did not observe sig-
nificant overfitting during training2.

Given an image I , the representation G(I) is then com-
puted using the described feed-forward network. Any feed-
forward neural network with L layers, can be seen as a com-
position of functions gl

�. In our case, the representation is:
G(I) = gF7

� (gL6

� (...gC1

� (T (I, ✓T ))...)) with the net’s pa-
rameters � = {C1, ..., F7} and ✓T = {x2d, ~P ,~r} as de-
scribed in Section 2.

Normaliaztion As a final stage we normalize the fea-
tures to be between zero and one in order to reduce the sen-
sitivity to illumination changes: Each component of the fea-
ture vector is divided by its largest value across the training
set. This is then followed by L2-normalization: f(I) :=
Ḡ(I)/||Ḡ(I)||2 where Ḡ(I)i = G(I)i/ max(Gi, ✏)

3.
Since we employ ReLU activations, our system is not in-
variant to re-scaling of the image intensities. Without bi-

2See the supplementary material for more details.
3✏ = 0.05 in order to avoid division by a small number.

Training - 3
F7 and F8 are fully connected layers

Responsible for correlating features captured in “distant” parts

F7’s output is used as face representation

Last layer is a K-way softmax function

Objective is to maximize probability of correct class by minimizing the
cross-entropy loss
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DeepFace
Training on SFC Dataset

Experimentations

Network Error Network Error Network Error
DF-1.5K 7.00% DF-10% 20.7% DF-sub1 11.2%
DF-3.3K 7.22% DF-20% 15.1% DF-sub2 12.6%
DF-4.4K 8.74% DF-50% 10.9% DF-sub3 13.5%

Table 1. Comparison of the classification errors on the SFC w.r.t.
training dataset size and network depth. See Sec. 5.2 for details.

Network Error (SFC) Accuracy ± SE (LFW)
DeepFace-align2D 9.5% 0.9430 ±0.0043
DeepFace-gradient 8.9% 0.9582 ±0.0037
DeepFace-Siamese NA 0.9617 ±0.0038

Table 2. The performance of various individual DeepFace net-
works and the Siamese network.

Ensembles of DNNs Next, we combine multiple net-
works trained by feeding different types of inputs to the
DNN: 1) The network DeepFace-single described above
based on 3D aligned RGB inputs; 2) The gray-level im-
age plus image gradient magnitude and orientation; and 3)
the 2D-aligned RGB images. We combine those distances
using a non-linear SVM (with C=1) with a simple sum
of power CPD-kernels: KCombined := Ksingle + Kgradient +
Kalign2d, where K(x, y) := �||x � y||2, and following the
restricted protocol, achieve an accuracy 97.15%.

The unrestricted protocol provides the operator with
knowledge about the identities in the training sets, hence
enabling the generation of many more training pairs to be
added to the training set. We further experiment with train-
ing a Siamese Network (Sec. 4.2) to learn a verification met-
ric by fine-tuning the Siamese’s (shared) pre-trained feature
extractor. Following this procedure, we have observed sub-
stantial overfitting to the training data. The training pairs
generated using the LFW training data are redundant as
they are generated out of roughly 9K photos, which are
insufficient to reliably estimate more than 120M parame-
ters. To address these issues, we have collected an ad-
ditional dataset following the same procedure as with the
SFC, containing an additional new 100K identities, each
with only 30 samples to generate same and not-same pairs
from. We then trained the Siamese Network on it followed
by 2 training epochs on the LFW unrestricted training splits
to correct for some of the data set dependent biases. The
slightly-refined representation is handled similarly as be-
fore. Combining it into the above-mentioned ensemble,
i.e., KCombined += KSiamese, yields the accuracy 97.25%, un-
der the unrestricted protocol. By adding four additional
DeepFace-single networks to the ensemble, each trained
from scratch with different random seeds, i.e., KCombined +=P

KDeepFace-Single, the obtained accuracy is 97.35%. The
performances of the individual networks, before combina-
tion, are presented in Table 2.

The comparisons with the recent state-of-the-art meth-

Method Accuracy ± SE Protocol
Joint Bayesian [6] 0.9242 ±0.0108 restricted
Tom-vs-Pete [4] 0.9330 ±0.0128 restricted
High-dim LBP [7] 0.9517 ±0.0113 restricted
TL Joint Bayesian [5] 0.9633 ±0.0108 restricted
DeepFace-single 0.9592 ±0.0029 unsupervised
DeepFace-single 0.9700 ±0.0028 restricted
DeepFace-ensemble 0.9715 ±0.0027 restricted
DeepFace-ensemble 0.9735 ±0.0025 unrestricted
Human, cropped 0.9753

Table 3. Comparison with the state-of-the-art on the LFW dataset.

Method Accuracy (%) AUC EER
MBGS+SVM- [31] 78.9 ±1.9 86.9 21.2
APEM+FUSION [22] 79.1 ±1.5 86.6 21.4
STFRD+PMML [9] 79.5 ±2.5 88.6 19.9
VSOF+OSS [23] 79.7 ±1.8 89.4 20.0
DeepFace-single 91.4 ±1.1 96.3 8.6

Table 4. Comparison with the state-of-the-art on the YTF dataset.

ods in terms of the mean accuracy and ROC curves are pre-
sented in Table 3 and Fig. 3, including human performance
on the cropped faces. The proposed DeepFace method ad-
vances the state-of-the-art, closely approaching human per-
formance in face verification.

5.4. Results on the YTF dataset

We further validate DeepFace on the recent video-level
face verification dataset. The image quality of YouTube
video frames is generally worse than that of web photos,
mainly due to motion blur or viewing distance. We em-
ploy the DeepFace-single representation directly by creat-
ing, for every pair of training videos, 50 pairs of frames,
one from each video, and label these as same or not-same
in accordance with the video training pair. Then a weighted
�2 model is learned as in Sec. 4.1. Given a test-pair, we
sample 100 random pairs of frames, one from each video,
and use the mean value of the learned weighed similarity.

The comparison with recent methods is shown in Ta-
ble 4 and Fig. 4. We report an accuracy of 91.4% which
reduces the error of the previous best methods by more than
50%. Note that there are about 100 wrong labels for video
pairs, recently updated to the YTF webpage. After these are
corrected, DeepFace-single actually reaches 92.5%. This
experiment verifies again that the DeepFace method easily
generalizes to a new target domain.

5.5. Computational efficiency

We have efficiently implemented a CPU-based feedfor-
ward operator, which exploits both the CPU’s Single In-
struction Multiple Data (SIMD) instructions and its cache
by leveraging the locality of floating-point computations

Observations
Scaling to more persons
Taking advantage of larger datasets
Large dataset requires deeper architecture
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State-of-the-art Comparison 1

Network Error Network Error Network Error
DF-1.5K 7.00% DF-10% 20.7% DF-sub1 11.2%
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Table 1. Comparison of the classification errors on the SFC w.r.t.
training dataset size and network depth. See Sec. 5.2 for details.

Network Error (SFC) Accuracy ± SE (LFW)
DeepFace-align2D 9.5% 0.9430 ±0.0043
DeepFace-gradient 8.9% 0.9582 ±0.0037
DeepFace-Siamese NA 0.9617 ±0.0038

Table 2. The performance of various individual DeepFace net-
works and the Siamese network.

Ensembles of DNNs Next, we combine multiple net-
works trained by feeding different types of inputs to the
DNN: 1) The network DeepFace-single described above
based on 3D aligned RGB inputs; 2) The gray-level im-
age plus image gradient magnitude and orientation; and 3)
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and use the mean value of the learned weighed similarity.
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sented in Table 3 and Fig. 3, including human performance
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vances the state-of-the-art, closely approaching human per-
formance in face verification.

5.4. Results on the YTF dataset

We further validate DeepFace on the recent video-level
face verification dataset. The image quality of YouTube
video frames is generally worse than that of web photos,
mainly due to motion blur or viewing distance. We em-
ploy the DeepFace-single representation directly by creat-
ing, for every pair of training videos, 50 pairs of frames,
one from each video, and label these as same or not-same
in accordance with the video training pair. Then a weighted
�2 model is learned as in Sec. 4.1. Given a test-pair, we
sample 100 random pairs of frames, one from each video,
and use the mean value of the learned weighed similarity.

The comparison with recent methods is shown in Ta-
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reduces the error of the previous best methods by more than
50%. Note that there are about 100 wrong labels for video
pairs, recently updated to the YTF webpage. After these are
corrected, DeepFace-single actually reaches 92.5%. This
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ROC
ases in the DNN, perfect equivariance would have been
achieved.

4. Verification Metric
Verifying whether two input instances belong to the same

class (identity) or not has been extensively researched in the
domain of unconstrained face-recognition, with supervised
methods showing a clear performance advantage over unsu-
pervised ones. By training on the target-domain’s training
set, one is able to fine-tune a feature vector (or classifier)
to perform better within the particular distribution of the
dataset. For instance, LFW has about 75% males, celebri-
ties that were photographed by mostly professional photog-
raphers. As demonstrated in [5], training and testing within
different domain distributions hurt performance consider-
ably and requires further tuning to the representation (or
classifier) in order to improve their generalization and per-
formance. However, fitting a model to a relatively small
dataset reduces its generalization to other datasets. In this
work, we aim at learning an unsupervised metric that gener-
alizes well to several datasets. Our unsupervised similarity
is simply the inner product between the two normalized fea-
ture vectors. We have also experimented with a supervised
metric, the �2 similarity and the Siamese network.

4.1. Weighted �2 distance

The normalized DeepFace feature vector in our method
contains several similarities to histogram-based features,
such as LBP [1] : (1) It contains non-negative values, (2)
it is very sparse, and (3) its values are between [0, 1].
Hence, similarly to [1], we use the weighted-�2 similarity:
�2(f1, f2) =

P
i wi(f1[i] � f2[i])

2/(f1[i] + f2[i]) where
f1 and f2 are the DeepFace representations. The weight
parameters are learned using a linear SVM, applied to vec-
tors of the elements (f1[i] � f2[i])

2/(f1[i] + f2[i]) .

4.2. Siamese network

We have also tested an end-to-end metric learning ap-
proach, known as Siamese network [8]: once learned, the
face recognition network (without the top layer) is repli-
cated twice (one for each input image) and the features are
used to directly predict whether the two input images be-
long to the same person. This is accomplished by: a) taking
the absolute difference between the features, followed by b)
a top fully connected layer that maps into a single logistic
unit (same/not same). The network has roughly the same
number of parameters as the original one, since much of it
is shared between the two replicas, but requires twice the
computation. Notice that in order to prevent overfitting on
the face verification task, we enable training for only the
two topmost layers. The Siamese network’s induced dis-
tance is: d(f1, f2) =

P
i ↵i|f1[i] � f2[i]|, where ↵i are

Figure 3. The ROC curves on the LFW dataset. Best viewed in color.

trainable parameters. The parameters of the Siamese net-
work are trained by standard cross entropy loss and back-
propagation of the error.

5. Experiments

We evaluate the proposed DeepFace system, by learning
the face representation on a very large-scale labeled face
dataset collected online. In this section, we first introduce
the datasets used in the experiments, then present the de-
tailed evaluation and comparison with the state-of-the-art,
as well as some insights and findings about learning and
transferring the deep face representations.

5.1. Datasets

The proposed face representation is learned from a large
collection of photos from Facebook, referred to as the So-
cial Face Classification (SFC) dataset. The representa-
tions are then applied to the Labeled Faces in the Wild
database (LFW), which is the de facto benchmark dataset
for face verification in unconstrained environments, and the
YouTube Faces (YTF) dataset, which is modeled similarly
to the LFW but focuses on video clips.

The SFC dataset includes 4.4 million labeled faces from
4,030 people each with 800 to 1200 faces, where the most
recent 5% of face images of each identity are left out for
testing. This is done according to the images’ time-stamp
in order to simulate continuous identification through aging.
The large number of images per person provides a unique
opportunity for learning the invariance needed for the core
problem of face recognition. We have validated using sev-
eral automatic methods, that the identities used for train-
ing do not intersect with any of the identities in the below-
mentioned datasets, by checking their name labels.

1The references are from the original paper.
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mainly due to motion blur or viewing distance. We em-
ploy the DeepFace-single representation directly by creat-
ing, for every pair of training videos, 50 pairs of frames,
one from each video, and label these as same or not-same
in accordance with the video training pair. Then a weighted
�2 model is learned as in Sec. 4.1. Given a test-pair, we
sample 100 random pairs of frames, one from each video,
and use the mean value of the learned weighed similarity.

The comparison with recent methods is shown in Ta-
ble 4 and Fig. 4. We report an accuracy of 91.4% which
reduces the error of the previous best methods by more than
50%. Note that there are about 100 wrong labels for video
pairs, recently updated to the YTF webpage. After these are
corrected, DeepFace-single actually reaches 92.5%. This
experiment verifies again that the DeepFace method easily
generalizes to a new target domain.

5.5. Computational efficiency

We have efficiently implemented a CPU-based feedfor-
ward operator, which exploits both the CPU’s Single In-
struction Multiple Data (SIMD) instructions and its cache
by leveraging the locality of floating-point computations

2The references are from the original paper.
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State-of-the-art Comparison2

Network Error Network Error Network Error
DF-1.5K 7.00% DF-10% 20.7% DF-sub1 11.2%
DF-3.3K 7.22% DF-20% 15.1% DF-sub2 12.6%
DF-4.4K 8.74% DF-50% 10.9% DF-sub3 13.5%

Table 1. Comparison of the classification errors on the SFC w.r.t.
training dataset size and network depth. See Sec. 5.2 for details.

Network Error (SFC) Accuracy ± SE (LFW)
DeepFace-align2D 9.5% 0.9430 ±0.0043
DeepFace-gradient 8.9% 0.9582 ±0.0037
DeepFace-Siamese NA 0.9617 ±0.0038

Table 2. The performance of various individual DeepFace net-
works and the Siamese network.

Ensembles of DNNs Next, we combine multiple net-
works trained by feeding different types of inputs to the
DNN: 1) The network DeepFace-single described above
based on 3D aligned RGB inputs; 2) The gray-level im-
age plus image gradient magnitude and orientation; and 3)
the 2D-aligned RGB images. We combine those distances
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Kalign2d, where K(x, y) := �||x � y||2, and following the
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to correct for some of the data set dependent biases. The
slightly-refined representation is handled similarly as be-
fore. Combining it into the above-mentioned ensemble,
i.e., KCombined += KSiamese, yields the accuracy 97.25%, un-
der the unrestricted protocol. By adding four additional
DeepFace-single networks to the ensemble, each trained
from scratch with different random seeds, i.e., KCombined +=P

KDeepFace-Single, the obtained accuracy is 97.35%. The
performances of the individual networks, before combina-
tion, are presented in Table 2.

The comparisons with the recent state-of-the-art meth-

Method Accuracy ± SE Protocol
Joint Bayesian [6] 0.9242 ±0.0108 restricted
Tom-vs-Pete [4] 0.9330 ±0.0128 restricted
High-dim LBP [7] 0.9517 ±0.0113 restricted
TL Joint Bayesian [5] 0.9633 ±0.0108 restricted
DeepFace-single 0.9592 ±0.0029 unsupervised
DeepFace-single 0.9700 ±0.0028 restricted
DeepFace-ensemble 0.9715 ±0.0027 restricted
DeepFace-ensemble 0.9735 ±0.0025 unrestricted
Human, cropped 0.9753

Table 3. Comparison with the state-of-the-art on the LFW dataset.

Method Accuracy (%) AUC EER
MBGS+SVM- [31] 78.9 ±1.9 86.9 21.2
APEM+FUSION [22] 79.1 ±1.5 86.6 21.4
STFRD+PMML [9] 79.5 ±2.5 88.6 19.9
VSOF+OSS [23] 79.7 ±1.8 89.4 20.0
DeepFace-single 91.4 ±1.1 96.3 8.6

Table 4. Comparison with the state-of-the-art on the YTF dataset.

ods in terms of the mean accuracy and ROC curves are pre-
sented in Table 3 and Fig. 3, including human performance
on the cropped faces. The proposed DeepFace method ad-
vances the state-of-the-art, closely approaching human per-
formance in face verification.

5.4. Results on the YTF dataset

We further validate DeepFace on the recent video-level
face verification dataset. The image quality of YouTube
video frames is generally worse than that of web photos,
mainly due to motion blur or viewing distance. We em-
ploy the DeepFace-single representation directly by creat-
ing, for every pair of training videos, 50 pairs of frames,
one from each video, and label these as same or not-same
in accordance with the video training pair. Then a weighted
�2 model is learned as in Sec. 4.1. Given a test-pair, we
sample 100 random pairs of frames, one from each video,
and use the mean value of the learned weighed similarity.

The comparison with recent methods is shown in Ta-
ble 4 and Fig. 4. We report an accuracy of 91.4% which
reduces the error of the previous best methods by more than
50%. Note that there are about 100 wrong labels for video
pairs, recently updated to the YTF webpage. After these are
corrected, DeepFace-single actually reaches 92.5%. This
experiment verifies again that the DeepFace method easily
generalizes to a new target domain.

5.5. Computational efficiency

We have efficiently implemented a CPU-based feedfor-
ward operator, which exploits both the CPU’s Single In-
struction Multiple Data (SIMD) instructions and its cache
by leveraging the locality of floating-point computations

ROC

Figure 4. The ROC curves on the YTF dataset. Best viewed in color.

across the kernels and the image. Using a single core In-
tel 2.2GHz CPU, the operator takes 0.18 seconds to extract
features from the raw input pixels. Efficient warping tech-
niques were implemented for alignment; alignment alone
takes about 0.05 seconds. Overall, the DeepFace runs at
0.33 seconds per image, accounting for image decoding,
face detection and alignment, the feedforward network, and
the final classification output.

6. Conclusion
An ideal face classifier would recognize faces in accu-

racy that is only matched by humans. The underlying face
descriptor would need to be invariant to pose, illumination,
expression, and image quality. It should also be general, in
the sense that it could be applied to various populations with
little modifications, if any at all. In addition, short descrip-
tors are preferable, and if possible, sparse features. Cer-
tainly, rapid computation time is also a concern. We believe
that this work, which departs from the recent trend of using
more features and employing a more powerful metric learn-
ing technique, has addressed this challenge, closing the vast
majority of this performance gap. Our work demonstrates
that coupling a 3D model-based alignment with large capac-
ity feedforward models can effectively learn from many ex-
amples to overcome the drawbacks and limitations of previ-
ous methods. The ability to present a marked improvement
in face recognition, attests to the potential of such coupling
to become significant in other vision domains as well.
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Architecture

2. Previous work
The U.S. National Institute of Standards and Technol-

ogy (NIST) publicly reports every several years its inter-
nal benchmark on face recognition; systems taking part in
the competition are developed by leading commercial ven-
dors as well as a few research labs. For instance, in the
MBE 2010 report [7], the three top-ranked Commercial Off
The Shelf (COTS) correctly matched probed faces against a
large collection (“gallery” in the commonly used terminol-
ogy) of 1.6 million identities with an 82%-92% accuracy
rate. The datasets used by [7, 11] are not publicly available,
and therefore it is hard to compare the performance of aca-
demic systems on the same benchmarks. Fortunately, the
same COTS system was recently tested [1] on a 1:N iden-
tification benchmark constructed using the images of the
public Labeled Faces in the Wild (LFW) [10] dataset. On
this benchmark, the rank-1 accuracy of the COTS system
dropped to about 56% [1], even though the gallery has only
a couple of thousands identities. This finding demonstrates
that although constrained face recognition has reached an
impressive accuracy, the unconstrained one is still far from
being solved.

Face verification, which is the task of determining
whether two face images belong to the same subject, has
greatly advanced in recent years, especially in the uncon-
strained setting. In fact, recent contributions [20, 22, 19]
reported nearly human level performance on the LFW ver-
ification task using deep neural networks, but no test is re-
ported on the probe-gallery identification task.

Scaling up face recognition is a non-trivial challenge.
The baseline DeepFace system [22] has about 100 million
parameters to start with. It is very hard to distribute effi-
ciently [8, 12]. It produced features that are lower dimen-
sional than engineered features [2] but still contain several
thousand dimensions; and it needs massive amounts of data
to generalize well [13, 21]. There is no known method to
effectively train such a large system on billions of images
with millions of labels, using thousands of features. In the
machine learning literature, several methods have been pro-
posed to deal with very large datasets. The simplest method
is to randomly down-sample the dataset, which is a clearly
sub-optimal approach. A more suitable alternative is to
employ bootstrapping procedures that aim at focusing on
the hardest cases ignoring or down-weighing the easy ones,
like in boosting [5]. The approach we advocate for is, in
essence, a bootstrapping one since we focus the training ef-
fort on a cleverly selected subset of the samples that are
hard to classify. However, the selection process is made
much more efficient than in standard bootstrapping because
we do not need to first evaluate each training sample in or-
der to perform our selection.
As part of our sample selection process, we utilize the simi-
larity between classes based on the parameters of their clas-

Figure 1. The initial baseline network architecture. A front end of
convolutional, pooling, convolutional layers is followed by three locally
connected layers and two fully connected layers.

sifiers. Similarity of classifiers has been used in the liter-
ature in other contexts. In [16] multiple SVM classifiers,
each based on a single positive sample, are used to construct
a powerful descriptor of the learned class. Note that in our
case, the final descriptor is trained in one multi-class clas-
sification network, whereas SVMs are only used to select
labels for training this network.

Our contribution continues a line of work that has gained
considerable recent attention – understanding the underly-
ing mechanisms behind the “unreasonable” success of deep
networks. In [27] the deep activations are propagated back
to the image in order to give insights into the role of the
intermediate layers and the operation of the classification
layer. In [21], optimization is used to trick the CNN to mis-
classify clear input images and to compute the stability of
each layer. Recently, [26] studied empirically the tradeoff
between the generality and specificity of each layer.

These contributions mostly focus on image classification
trained on ImageNet, a highly varied dataset with a few mil-
lion images and 1,000 classes. Faces, since they have a clear
structure, training data in abundance, and well understood
challenges, provide a unique opportunity for understanding
the basic properties of CNN-based transfer learning.

3. Transfer Learning in Faces
In this section, we describe our framework, starting with

an initial face representation, which was trained similarly to
DeepFace [22], and exploit discoveries in this network to
scale the training up to, the previously unexplored range of,
hundreds of millions of training images.

DeepFace was shown to achieve good generalization.
However, the association between the transferability of the
network to its design was left largely unexplored. We re-
port three properties that strongly affect the quality of the
transfer. First, we show that the dimensionality of the rep-
resentation layer (F7), which we will refer to as bottleneck,
dramatically affects transferability. Second, we find that se-
lecting random samples from a very large pool of samples
leads to performance saturation, which can be alleviated by
replacing the naive random subsampling practice with a se-
mantic bootstrapping method. Third, we link measurable
properties of the transferred representations to the expected
performance at the target domain.
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we do not need to first evaluate each training sample in or-
der to perform our selection.
As part of our sample selection process, we utilize the simi-
larity between classes based on the parameters of their clas-

Figure 1. The initial baseline network architecture. A front end of
convolutional, pooling, convolutional layers is followed by three locally
connected layers and two fully connected layers.

sifiers. Similarity of classifiers has been used in the liter-
ature in other contexts. In [16] multiple SVM classifiers,
each based on a single positive sample, are used to construct
a powerful descriptor of the learned class. Note that in our
case, the final descriptor is trained in one multi-class clas-
sification network, whereas SVMs are only used to select
labels for training this network.

Our contribution continues a line of work that has gained
considerable recent attention – understanding the underly-
ing mechanisms behind the “unreasonable” success of deep
networks. In [27] the deep activations are propagated back
to the image in order to give insights into the role of the
intermediate layers and the operation of the classification
layer. In [21], optimization is used to trick the CNN to mis-
classify clear input images and to compute the stability of
each layer. Recently, [26] studied empirically the tradeoff
between the generality and specificity of each layer.

These contributions mostly focus on image classification
trained on ImageNet, a highly varied dataset with a few mil-
lion images and 1,000 classes. Faces, since they have a clear
structure, training data in abundance, and well understood
challenges, provide a unique opportunity for understanding
the basic properties of CNN-based transfer learning.

3. Transfer Learning in Faces
In this section, we describe our framework, starting with

an initial face representation, which was trained similarly to
DeepFace [22], and exploit discoveries in this network to
scale the training up to, the previously unexplored range of,
hundreds of millions of training images.

DeepFace was shown to achieve good generalization.
However, the association between the transferability of the
network to its design was left largely unexplored. We re-
port three properties that strongly affect the quality of the
transfer. First, we show that the dimensionality of the rep-
resentation layer (F7), which we will refer to as bottleneck,
dramatically affects transferability. Second, we find that se-
lecting random samples from a very large pool of samples
leads to performance saturation, which can be alleviated by
replacing the naive random subsampling practice with a se-
mantic bootstrapping method. Third, we link measurable
properties of the transferred representations to the expected
performance at the target domain.

Bottleneck

Figure 2. The bottleneck. The representation layer splits the network
between the part that converts the input into a generic face descriptor and
the part that performs linear classification to specific K classes. FC7 and
FC8 are the low-rank matrices that project to- and from the bottleneck.

3.1. Baseline DeepFace Representation

A total of four million face images belonging to 4,030
anonymized identities (classes), were aligned with a 3D
model and used for learning an initial face representation,
based on a deep convolutional neural network. As shown
in Fig. 1, the network consists of a front-end two con-
volutional layers with a single max-pooling layer in be-
tween (C1-M2-C3), followed by three locally-connected
layers L4-L5-L6, without weight sharing, and two fully-
connected layers F7-F8. The output of F8 is fed to a
4030-way softmax which produces a distribution over the
class labels. Denote by oi(x) the i-th output of the net-
work on a given input x, the probability assigned to the
i-th class is the output of the softmax function: pi(x) =
exp(oi(x))/

P
j exp(oj(x)). The ReLU(a) = max(0, a)

nonlinearity [4] is applied after every layer (except for F8)
and optimization is done through stochastic gradient de-
scent and standard back-propagation [17, 15], minimizing
the cross-entropy loss. If k is the index of the true label
for a given input x, the loss associated with this sample is:
L(x) = � log pk(x). Once trained, the representation used
is the normalized feature vector of layer F7 [22].

3.2. Bottleneck and Transferability

We show that the dimensionality of the last fully-
connected layers (F7 & F8) critically affects the balance be-
tween generality and specificity. As illustrated in Fig 2, in
a K-way multiclass network with binary targets, the clas-
sification layer (F8) is a collection of K linear (dependent)
classifiers.

By compressing the preceding representation layer (F7)
through a lower rank weight matrix, we reduce the abil-
ity of the network to encode training-set specific informa-
tion in this layer, thereby shifting much of the specificity
to the subsequent classification layer (F8). For the purpose
of transfer learning, the classification layer is ignored once
training finishes, and the network is regarded as a feature

extractor. A compact bottleneck, therefore, decreases the
network specialization and increases the representation gen-
erality. However, a narrower bottleneck increases the diffi-
culty of optimizing the network when training from scratch.
For the architecture described in Sec. 3.1, we are able to
effectively train with bottlenecks of dimensionality as low
as 1024, but not lower. For smaller dimensions the train-
ing error stopped decreasing early on. However, we note
a useful property: by pre-loading the weights of the initial
network, except for the last layer, we were able to learn
much smaller embeddings effectively, as furthered detailed
in Sec. 5. Remarkably, a bottleneck of only 256 dimensions
yielded convincingly better accuracies on the target domain
in all configurations.

This might be counter intuitive, since the common wis-
dom [3] is that the representation should be as large as the
number of samples can support. However, as we show,
decreasing the representation size is beneficial even if the
number of training samples is virtually unlimited. The rea-
son is that we learn our representation in one domain and
test it on another, which does not share the same underly-
ing distribution. Therefore, regularization is warranted. In
addition to generalization, such compact representations en-
able us, efficiency wise, to scale up the experiments by an
order of magnitude, exploring much larger configurations
as we describe next.

3.3. Semantic Bootstrapping

A conjecture is made in [13] that “results can be im-
proved simply by waiting for faster GPUs and bigger
datasets to become available”. Our findings reveal that this
holds only to a certain degree. Unlike the popular ImageNet
challenge, where a closed collection of 1.6 million images
is split into train and test, we can access a much larger
dataset in order to test, for the first time, both the trans-
ferability and scalability properties of deep convolutional
nets at scales three orders of magnitude larger. We find that
using the standard Stochastic Gradient Descent (SGD) and
back-propagation leads to performance saturation in the tar-
get domain when the training set size in the source domain
grows beyond a certain point, as shown in Sec. 5. This holds
even when we change the architecture of network, by either
adding more layers and/or increasing their capacity. By ju-
diciously selecting samples as opposed to picking them at
random, we were able to improve performance further.

We leverage the compressed representation presented
above in order to train efficiently. The dataset at our dis-
posal contains 10 million anonymized subjects with 50 im-
ages each in average. This is to be compared to around
4000 identities and 4 million images (DB1) in [22]. This
new dataset was randomly sampled from a social network.
By running string matching, we verified that the identities
do not intersect those of LFW.
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with millions of labels, using thousands of features. In the
machine learning literature, several methods have been pro-
posed to deal with very large datasets. The simplest method
is to randomly down-sample the dataset, which is a clearly
sub-optimal approach. A more suitable alternative is to
employ bootstrapping procedures that aim at focusing on
the hardest cases ignoring or down-weighing the easy ones,
like in boosting [5]. The approach we advocate for is, in
essence, a bootstrapping one since we focus the training ef-
fort on a cleverly selected subset of the samples that are
hard to classify. However, the selection process is made
much more efficient than in standard bootstrapping because
we do not need to first evaluate each training sample in or-
der to perform our selection.
As part of our sample selection process, we utilize the simi-
larity between classes based on the parameters of their clas-
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each based on a single positive sample, are used to construct
a powerful descriptor of the learned class. Note that in our
case, the final descriptor is trained in one multi-class clas-
sification network, whereas SVMs are only used to select
labels for training this network.

Our contribution continues a line of work that has gained
considerable recent attention – understanding the underly-
ing mechanisms behind the “unreasonable” success of deep
networks. In [27] the deep activations are propagated back
to the image in order to give insights into the role of the
intermediate layers and the operation of the classification
layer. In [21], optimization is used to trick the CNN to mis-
classify clear input images and to compute the stability of
each layer. Recently, [26] studied empirically the tradeoff
between the generality and specificity of each layer.

These contributions mostly focus on image classification
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challenges, provide a unique opportunity for understanding
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between the part that converts the input into a generic face descriptor and
the part that performs linear classification to specific K classes. FC7 and
FC8 are the low-rank matrices that project to- and from the bottleneck.

3.1. Baseline DeepFace Representation

A total of four million face images belonging to 4,030
anonymized identities (classes), were aligned with a 3D
model and used for learning an initial face representation,
based on a deep convolutional neural network. As shown
in Fig. 1, the network consists of a front-end two con-
volutional layers with a single max-pooling layer in be-
tween (C1-M2-C3), followed by three locally-connected
layers L4-L5-L6, without weight sharing, and two fully-
connected layers F7-F8. The output of F8 is fed to a
4030-way softmax which produces a distribution over the
class labels. Denote by oi(x) the i-th output of the net-
work on a given input x, the probability assigned to the
i-th class is the output of the softmax function: pi(x) =
exp(oi(x))/

P
j exp(oj(x)). The ReLU(a) = max(0, a)

nonlinearity [4] is applied after every layer (except for F8)
and optimization is done through stochastic gradient de-
scent and standard back-propagation [17, 15], minimizing
the cross-entropy loss. If k is the index of the true label
for a given input x, the loss associated with this sample is:
L(x) = � log pk(x). Once trained, the representation used
is the normalized feature vector of layer F7 [22].

3.2. Bottleneck and Transferability

We show that the dimensionality of the last fully-
connected layers (F7 & F8) critically affects the balance be-
tween generality and specificity. As illustrated in Fig 2, in
a K-way multiclass network with binary targets, the clas-
sification layer (F8) is a collection of K linear (dependent)
classifiers.

By compressing the preceding representation layer (F7)
through a lower rank weight matrix, we reduce the abil-
ity of the network to encode training-set specific informa-
tion in this layer, thereby shifting much of the specificity
to the subsequent classification layer (F8). For the purpose
of transfer learning, the classification layer is ignored once
training finishes, and the network is regarded as a feature

extractor. A compact bottleneck, therefore, decreases the
network specialization and increases the representation gen-
erality. However, a narrower bottleneck increases the diffi-
culty of optimizing the network when training from scratch.
For the architecture described in Sec. 3.1, we are able to
effectively train with bottlenecks of dimensionality as low
as 1024, but not lower. For smaller dimensions the train-
ing error stopped decreasing early on. However, we note
a useful property: by pre-loading the weights of the initial
network, except for the last layer, we were able to learn
much smaller embeddings effectively, as furthered detailed
in Sec. 5. Remarkably, a bottleneck of only 256 dimensions
yielded convincingly better accuracies on the target domain
in all configurations.

This might be counter intuitive, since the common wis-
dom [3] is that the representation should be as large as the
number of samples can support. However, as we show,
decreasing the representation size is beneficial even if the
number of training samples is virtually unlimited. The rea-
son is that we learn our representation in one domain and
test it on another, which does not share the same underly-
ing distribution. Therefore, regularization is warranted. In
addition to generalization, such compact representations en-
able us, efficiency wise, to scale up the experiments by an
order of magnitude, exploring much larger configurations
as we describe next.

3.3. Semantic Bootstrapping

A conjecture is made in [13] that “results can be im-
proved simply by waiting for faster GPUs and bigger
datasets to become available”. Our findings reveal that this
holds only to a certain degree. Unlike the popular ImageNet
challenge, where a closed collection of 1.6 million images
is split into train and test, we can access a much larger
dataset in order to test, for the first time, both the trans-
ferability and scalability properties of deep convolutional
nets at scales three orders of magnitude larger. We find that
using the standard Stochastic Gradient Descent (SGD) and
back-propagation leads to performance saturation in the tar-
get domain when the training set size in the source domain
grows beyond a certain point, as shown in Sec. 5. This holds
even when we change the architecture of network, by either
adding more layers and/or increasing their capacity. By ju-
diciously selecting samples as opposed to picking them at
random, we were able to improve performance further.

We leverage the compressed representation presented
above in order to train efficiently. The dataset at our dis-
posal contains 10 million anonymized subjects with 50 im-
ages each in average. This is to be compared to around
4000 identities and 4 million images (DB1) in [22]. This
new dataset was randomly sampled from a social network.
By running string matching, we verified that the identities
do not intersect those of LFW.

The dimensions of the last fully-connected layers affects
critically the balance between generality and specificity
(overfitting)
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GPUs and bigger datasets to become available”3

Improve performance adding more layers or increasing the
capacity of the network
FAIR finding→ by using Stochastic Gradient Descent
(SGD) + back propagation, these holds only to a certain
degree (remember: Facebook)

Approach
Improve performance by selecting samples as opposed to
picking them at random

3Krizhevsky et al. ImageNet classification with deep convolutional neural
networks.
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searched using the cosine distance
S(h1,h2) =< h1,h2 > /(‖h1‖+ ‖h2‖)

4 The dataset DB2 is the union of these subjects (55,000
identities overall)

Computation: 2 days for training 10M hyperplanes and 1
hour to do the subset selection (commodity servers with
256GB of RAM)
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Having this larger dataset at our disposal, we search for
impostor samples to be used in a second round of training,
as normally done in bootstrapping. The most basic method
would be to sample a large pool of face representations,
each represented by the compact feature, and select the
nearest neighbors from other identities (“impostors”). How-
ever, for reasons specified below, a significant improvement
in both scalability and reliability is obtained by working in
the space of linear models, trained discriminatively on top
of the compressed representations, as opposed to directly
working with the compressed features.

As a first step, we represent each class by a single classi-
fier, i.e., for each identity, we learn a hyperplane trained in
a binary classification setting of one-vs-all, where the posi-
tive instances (representations) are of the same identity and
the negatives are a random subset of other identities. Each
identity is associated with an average of 50 face images.
Therefore, working with linear models, instead of the un-
derlying instances, enables us to scale the exploration of
impostor identities by another order of magnitude. In terms
of efficiency, training such linear models can be easily par-
allelized, and it is very efficient especially when using com-
pact features.

In addition to being more scalable, this semantic distance
performs better than instance-based bootstrapping, proba-
bly due to its added robustness to human labeling errors of
the ground-truth. When sampling pairs of same/not same
samples based on instance similarity, we notice that many of
the pairs sampled, in particular those that are labeled as the
’same’ identity, are of different individuals due to labeling
errors. Performing, for example, metric learning on such
data leads to reduced performance compared to the base-
line representation. Specifically, a Siamese network trained
on 4M nearest neighbor pair instances, belonging either to
the same class or not (=impostors), obtained substantially
worse results than the baseline system. This observation is
also consistent with the fact that the initial representation
is already on-par with humans w.r.t. pair-wise verification
performance, thereby flushing out the ground-truth errors.

Bootstrapping is performed as follows: we randomly se-
lect 100 identities, as seeds, among the 10 million models.
For each seed, we search for the 1000 nearest models, where
the similarity between any two models h1, h2 is defined as
the cosine of the angle between the associated hyperplanes:
S(h1, h2) =< h1, h2 > /(kh1k kh2k). The union of all
images of all retrieved identities constitutes the new boot-
strapped dataset DB2, containing 55,000 identities overall.
Note that in contrast to negatives sampling [24], as normally
done in bootstrapping, DB2 consists of both easy & hard
samples - separating between seeds is as easy as before, but
much harder inside the neighborhood of each seed, by con-
struction.

In terms of efficiency, the training of 107 hyperplanes

Figure 3. The bootstrapping method. An initial 256D-compressed rep-
resentation trained on DB1 is used to find the semantically-nearest iden-
tities of randomly picked 100 seeds, in a large pool of pre-trained hyper-
planes. The union of all 100 groups of selected identities define the boot-
strapped dataset DB2. A larger capacity network with enlarged locally-
connected layers and a 1024D representation is then trained.

was completed in 2 days utilizing several 256G RAM com-
modity servers. Evaluating the distance between each seed
and a gallery pool of these 107 hyperplanes reduces to a
matrix-multiplication Wsi where W is a matrix of 107 ⇥
256 and seed si 2 R256 is a single seed. The run time of
this step on a single server is about 1 second per seed query.
Overall, the entire subset selection process takes an hour on
a single high memory server.

3.4. Final Network Architecture

DB2 is a challenging dataset, and our objective is to
train feature representation that can discriminate between
the new selected identities. Increasing the dimensionality
of the representation and consequently training a bigger net-
work is, therefore, essential in order to model the subtle dif-
ferences between lookalike subjects found more abundantly
in the bootstrapped training set (see Sec 5).

Specifically, we pre-load C1 and C2 layers from the
initial network, and double the number of filters of each
locally-connected layer from 16 to 32. In addition, we en-
large the representation layer F7 from 256 to 1024. All new
layers, except for C1 and C2, are randomly initialized and
trained on DB2, with the same algorithm as before. The
two first convolutional layers C1 and C2 are merely fea-
ture extractors, which include less than 1% of the overall
weights. Empirically, we found that fixing these layers did
not affect performance while speeding up training consider-
ably. Unlike boosting and cascaded architectures [23], we
end up with a single classifier and are interested in learning
representations that are useful for transfer learning. Figure
3 visualizes the process.

4. The Representation Norm
One of the biggest benefits of DNNs is their ability to

learn representations that can generalize across datasets and
tasks [26]. Faces, since they have a clear structure, training
data in abundance, and well understood challenges, provide

C1 and C3 pre-loaded
L′4 to L′6 doubled
F7 representation layer
with 1024 dimensions
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Figure 4. Examples of L6 activations for various faces. In each pair
the original image is compared to the sum of the channels of its
L6 activations: (left) pairs depicting good quality images. (right)
examples of poor quality images (occluded and/or misaligned).
Bluer is lower, red is higher. Best viewed in color.

a unique opportunity to discover basic properties of this in-
creasingly popular form of transfer learning.

The input faces are aligned, and since the spatial struc-
ture of our deep architecture is preserved until the repre-
sentation layer, the feature maps remain a well localized
description of the underlying face. Inspecting the topmost
local layer (L6) provides easy to decipher information re-
garding the underlying image. Consider Fig. 4 that shows
the original image and its L6 (summing across all feature
maps) side by side. Occlusions and other types of local dis-
tortions in the input face image lead to weaker activations
in the corresponding areas of L6.

A pixel of the input image contributes to a value in a
deep layer only if there is a path, from this location in the
input layer to the deep layer, for which all activations pass
the ReLU thresholds. Paths originating in disrupted regions
tend to get blocked, leading to darkened matching regions
in the top local layers.

In fact, the information of which unit is activated in the
representation holds most of the discriminative information.
When applying a simple threshold at zero to the image rep-
resentation (F7), the resulting binary vector remains highly
discriminative. On the LFW benchmark, the performance
drop that follows the binarization of the representation is
typically only 1% or less.

Since image disruptions lead to localized L6 inactivity,
and since F7 is a linear projection of L6 followed by a
threshold, these disruptions lead to a reduced norm of the
representation vector F7. This can be seen in Fig. 5(a), in
which the link between the norm of a pair of face represen-
tations is compared to the certainty of the classifier mapping
pairs of images to the same/not-same identity. Curiously
enough, while the representation in a ReLU-network is di-
rectly linked to the norm of the representation, the link be-
tween the image mean intensity value and its representation

norm is much weaker, as can be seen, for all LFW images
in Fig. 5(b).

A more direct way to explore the link between the repre-
sentation norm and the image discriminativity is to consider
the entropy of the classification layer, i.e., the outputs of
the softmax layer. This is shown in Fig. 5(c), where for all
LFW images the representation norm is plotted against the
entropy of the probabilities obtained by the original deep-
face network, trained on the 50,000 identities of DB2. This
link is very strong and a correlation below -0.65 is obtained
between the norm and the entropy.

In order to explain the link between the representation
norm and the entropy, we use the first order Taylor expan-
sion of the classifier output. Let r be the vector of activa-
tions of F7. Let z be the vector of F8 activations obtained
for r, then, z = Wr, where W contains the weights map-
ping F7 to F8. The softmax function maps z to probabilities:
pi = eziP
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We now consider a family of scaled version of r: sr,
where s is a scale factor. Since z = Wr, the activations of
F8 also scale with s, and the entropy approximation of the
scaled activations become �P

i
1+szi

N (szi� log(N)). This
expression is dominated, for small values of s, by a linear
function of s, which explains the behavior seen on the left
side of Fig. 5(c).

To conclude, lower representation norms are negatively
associated with prediction confidence. In the region of low
norms, there is a linear relation between the norm and the
prediction entropy, and this can be further used also to reject
samples at classification time.

5. Experiments
We first evaluate the learned representations on cropped1

faces of the Labeled Faces in the Wild (LFW) public
dataset [10], using multiple protocols. We also validate our
findings on an internal dataset, probing 100K faces among
10K subjects with a probe-gallery identification protocol.

The LFW dataset consists of 13,233 web photos of 5,749
celebrities, and is commonly used for benchmarking face

1Using the biased [14, 19] background to improve performance is not
in the scope of this work.
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Figure 4. Examples of L6 activations for various faces. In each pair
the original image is compared to the sum of the channels of its
L6 activations: (left) pairs depicting good quality images. (right)
examples of poor quality images (occluded and/or misaligned).
Bluer is lower, red is higher. Best viewed in color.

a unique opportunity to discover basic properties of this in-
creasingly popular form of transfer learning.

The input faces are aligned, and since the spatial struc-
ture of our deep architecture is preserved until the repre-
sentation layer, the feature maps remain a well localized
description of the underlying face. Inspecting the topmost
local layer (L6) provides easy to decipher information re-
garding the underlying image. Consider Fig. 4 that shows
the original image and its L6 (summing across all feature
maps) side by side. Occlusions and other types of local dis-
tortions in the input face image lead to weaker activations
in the corresponding areas of L6.

A pixel of the input image contributes to a value in a
deep layer only if there is a path, from this location in the
input layer to the deep layer, for which all activations pass
the ReLU thresholds. Paths originating in disrupted regions
tend to get blocked, leading to darkened matching regions
in the top local layers.

In fact, the information of which unit is activated in the
representation holds most of the discriminative information.
When applying a simple threshold at zero to the image rep-
resentation (F7), the resulting binary vector remains highly
discriminative. On the LFW benchmark, the performance
drop that follows the binarization of the representation is
typically only 1% or less.

Since image disruptions lead to localized L6 inactivity,
and since F7 is a linear projection of L6 followed by a
threshold, these disruptions lead to a reduced norm of the
representation vector F7. This can be seen in Fig. 5(a), in
which the link between the norm of a pair of face represen-
tations is compared to the certainty of the classifier mapping
pairs of images to the same/not-same identity. Curiously
enough, while the representation in a ReLU-network is di-
rectly linked to the norm of the representation, the link be-
tween the image mean intensity value and its representation

norm is much weaker, as can be seen, for all LFW images
in Fig. 5(b).

A more direct way to explore the link between the repre-
sentation norm and the image discriminativity is to consider
the entropy of the classification layer, i.e., the outputs of
the softmax layer. This is shown in Fig. 5(c), where for all
LFW images the representation norm is plotted against the
entropy of the probabilities obtained by the original deep-
face network, trained on the 50,000 identities of DB2. This
link is very strong and a correlation below -0.65 is obtained
between the norm and the entropy.

In order to explain the link between the representation
norm and the entropy, we use the first order Taylor expan-
sion of the classifier output. Let r be the vector of activa-
tions of F7. Let z be the vector of F8 activations obtained
for r, then, z = Wr, where W contains the weights map-
ping F7 to F8. The softmax function maps z to probabilities:
pi = eziP
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assume, w.l.o.g, that the mean of z is zero and obtain that
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N . By the approximation above,
log(1 + zi) ⇡ zi and we obtain:
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We now consider a family of scaled version of r: sr,
where s is a scale factor. Since z = Wr, the activations of
F8 also scale with s, and the entropy approximation of the
scaled activations become �P

i
1+szi

N (szi� log(N)). This
expression is dominated, for small values of s, by a linear
function of s, which explains the behavior seen on the left
side of Fig. 5(c).

To conclude, lower representation norms are negatively
associated with prediction confidence. In the region of low
norms, there is a linear relation between the norm and the
prediction entropy, and this can be further used also to reject
samples at classification time.

5. Experiments
We first evaluate the learned representations on cropped1

faces of the Labeled Faces in the Wild (LFW) public
dataset [10], using multiple protocols. We also validate our
findings on an internal dataset, probing 100K faces among
10K subjects with a probe-gallery identification protocol.

The LFW dataset consists of 13,233 web photos of 5,749
celebrities, and is commonly used for benchmarking face

1Using the biased [14, 19] background to improve performance is not
in the scope of this work.
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Figure 4. Examples of L6 activations for various faces. In each pair
the original image is compared to the sum of the channels of its
L6 activations: (left) pairs depicting good quality images. (right)
examples of poor quality images (occluded and/or misaligned).
Bluer is lower, red is higher. Best viewed in color.

a unique opportunity to discover basic properties of this in-
creasingly popular form of transfer learning.

The input faces are aligned, and since the spatial struc-
ture of our deep architecture is preserved until the repre-
sentation layer, the feature maps remain a well localized
description of the underlying face. Inspecting the topmost
local layer (L6) provides easy to decipher information re-
garding the underlying image. Consider Fig. 4 that shows
the original image and its L6 (summing across all feature
maps) side by side. Occlusions and other types of local dis-
tortions in the input face image lead to weaker activations
in the corresponding areas of L6.

A pixel of the input image contributes to a value in a
deep layer only if there is a path, from this location in the
input layer to the deep layer, for which all activations pass
the ReLU thresholds. Paths originating in disrupted regions
tend to get blocked, leading to darkened matching regions
in the top local layers.

In fact, the information of which unit is activated in the
representation holds most of the discriminative information.
When applying a simple threshold at zero to the image rep-
resentation (F7), the resulting binary vector remains highly
discriminative. On the LFW benchmark, the performance
drop that follows the binarization of the representation is
typically only 1% or less.

Since image disruptions lead to localized L6 inactivity,
and since F7 is a linear projection of L6 followed by a
threshold, these disruptions lead to a reduced norm of the
representation vector F7. This can be seen in Fig. 5(a), in
which the link between the norm of a pair of face represen-
tations is compared to the certainty of the classifier mapping
pairs of images to the same/not-same identity. Curiously
enough, while the representation in a ReLU-network is di-
rectly linked to the norm of the representation, the link be-
tween the image mean intensity value and its representation

norm is much weaker, as can be seen, for all LFW images
in Fig. 5(b).

A more direct way to explore the link between the repre-
sentation norm and the image discriminativity is to consider
the entropy of the classification layer, i.e., the outputs of
the softmax layer. This is shown in Fig. 5(c), where for all
LFW images the representation norm is plotted against the
entropy of the probabilities obtained by the original deep-
face network, trained on the 50,000 identities of DB2. This
link is very strong and a correlation below -0.65 is obtained
between the norm and the entropy.

In order to explain the link between the representation
norm and the entropy, we use the first order Taylor expan-
sion of the classifier output. Let r be the vector of activa-
tions of F7. Let z be the vector of F8 activations obtained
for r, then, z = Wr, where W contains the weights map-
ping F7 to F8. The softmax function maps z to probabilities:
pi = eziP
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, where the last approximation

holds for small zi, since ex ⇡ 1 + x for small x.
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assume, w.l.o.g, that the mean of z is zero and obtain that
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N . By the approximation above,
log(1 + zi) ⇡ zi and we obtain:
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We now consider a family of scaled version of r: sr,
where s is a scale factor. Since z = Wr, the activations of
F8 also scale with s, and the entropy approximation of the
scaled activations become �P

i
1+szi

N (szi� log(N)). This
expression is dominated, for small values of s, by a linear
function of s, which explains the behavior seen on the left
side of Fig. 5(c).

To conclude, lower representation norms are negatively
associated with prediction confidence. In the region of low
norms, there is a linear relation between the norm and the
prediction entropy, and this can be further used also to reject
samples at classification time.

5. Experiments
We first evaluate the learned representations on cropped1

faces of the Labeled Faces in the Wild (LFW) public
dataset [10], using multiple protocols. We also validate our
findings on an internal dataset, probing 100K faces among
10K subjects with a probe-gallery identification protocol.

The LFW dataset consists of 13,233 web photos of 5,749
celebrities, and is commonly used for benchmarking face

1Using the biased [14, 19] background to improve performance is not
in the scope of this work.
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Figure 4. Examples of L6 activations for various faces. In each pair
the original image is compared to the sum of the channels of its
L6 activations: (left) pairs depicting good quality images. (right)
examples of poor quality images (occluded and/or misaligned).
Bluer is lower, red is higher. Best viewed in color.

a unique opportunity to discover basic properties of this in-
creasingly popular form of transfer learning.

The input faces are aligned, and since the spatial struc-
ture of our deep architecture is preserved until the repre-
sentation layer, the feature maps remain a well localized
description of the underlying face. Inspecting the topmost
local layer (L6) provides easy to decipher information re-
garding the underlying image. Consider Fig. 4 that shows
the original image and its L6 (summing across all feature
maps) side by side. Occlusions and other types of local dis-
tortions in the input face image lead to weaker activations
in the corresponding areas of L6.

A pixel of the input image contributes to a value in a
deep layer only if there is a path, from this location in the
input layer to the deep layer, for which all activations pass
the ReLU thresholds. Paths originating in disrupted regions
tend to get blocked, leading to darkened matching regions
in the top local layers.

In fact, the information of which unit is activated in the
representation holds most of the discriminative information.
When applying a simple threshold at zero to the image rep-
resentation (F7), the resulting binary vector remains highly
discriminative. On the LFW benchmark, the performance
drop that follows the binarization of the representation is
typically only 1% or less.

Since image disruptions lead to localized L6 inactivity,
and since F7 is a linear projection of L6 followed by a
threshold, these disruptions lead to a reduced norm of the
representation vector F7. This can be seen in Fig. 5(a), in
which the link between the norm of a pair of face represen-
tations is compared to the certainty of the classifier mapping
pairs of images to the same/not-same identity. Curiously
enough, while the representation in a ReLU-network is di-
rectly linked to the norm of the representation, the link be-
tween the image mean intensity value and its representation

norm is much weaker, as can be seen, for all LFW images
in Fig. 5(b).

A more direct way to explore the link between the repre-
sentation norm and the image discriminativity is to consider
the entropy of the classification layer, i.e., the outputs of
the softmax layer. This is shown in Fig. 5(c), where for all
LFW images the representation norm is plotted against the
entropy of the probabilities obtained by the original deep-
face network, trained on the 50,000 identities of DB2. This
link is very strong and a correlation below -0.65 is obtained
between the norm and the entropy.

In order to explain the link between the representation
norm and the entropy, we use the first order Taylor expan-
sion of the classifier output. Let r be the vector of activa-
tions of F7. Let z be the vector of F8 activations obtained
for r, then, z = Wr, where W contains the weights map-
ping F7 to F8. The softmax function maps z to probabilities:
pi = eziP

j ezj ⇡ 1+zi

N+
P

j zj
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We now consider a family of scaled version of r: sr,
where s is a scale factor. Since z = Wr, the activations of
F8 also scale with s, and the entropy approximation of the
scaled activations become �P
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1+szi

N (szi� log(N)). This
expression is dominated, for small values of s, by a linear
function of s, which explains the behavior seen on the left
side of Fig. 5(c).

To conclude, lower representation norms are negatively
associated with prediction confidence. In the region of low
norms, there is a linear relation between the norm and the
prediction entropy, and this can be further used also to reject
samples at classification time.

5. Experiments
We first evaluate the learned representations on cropped1

faces of the Labeled Faces in the Wild (LFW) public
dataset [10], using multiple protocols. We also validate our
findings on an internal dataset, probing 100K faces among
10K subjects with a probe-gallery identification protocol.

The LFW dataset consists of 13,233 web photos of 5,749
celebrities, and is commonly used for benchmarking face

1Using the biased [14, 19] background to improve performance is not
in the scope of this work.
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(a) (b) (c) (d)
Figure 5. Connecting the representation norm to image distinguishability. (a) The classifier score (signed distance from the separating
hyperplane) for same not-same prediction on the LFW benchmark vs. min(||rl||, ||rr||), where rl and rr are the representations of the
image pair. Red denotes misclassification. As can be seen, lower confidence predictions and mistakes tend to have lower representation
norms. (b) The mean intensity value of the face region vs. the representation norm. High intensity images are not typically linked
with higher representation norms. (c) Representation norm vs. prediction entropy. The higher the representation norm is, the lower the
uncertainty is expected to be. (d) Retrieval rank vs. mean representation norm on our internal validation set (Sec. 5.4). Misclassified probes
(rank>1) tend to have a lower norm than correctly matched probes (rank=1).

verification. In this work, we focus on two new Probe-
Gallery unsupervised protocols proposed in [1] (the origi-
nal splits are used):

1. A closed set identification task, where the gallery set
includes 4,249 identities, each with only a single ex-
ample, and the probe set includes 3,143 faces belong-
ing to the same set of identities. The performance is
measured by the Rank-1 identification accuracy.

2. An open set identification task, where not all probe
faces have a true mate in the gallery. The gallery in-
cludes 596 identities, each with a single example, and
the probe set includes 596 genuine probes and 9,491
impostor ones. Here the performance is measured by
the Rank-1 Detection and Identification Rate (DIR),
which is the fraction of genuine probes matched cor-
rectly in Rank-1 at a 1% False Alarm Rate (FAR) of
impostor probes that are not rejected.

As the verification protocol, we follow the LFW unre-
stricted protocol [9] (which uses only the same-not-same
labels), and similarly to [22] train a kernel SVM (with C=1)
on top of the �2-distance vectors derived from the computed
representations. For the open and closed set identification
experiments, we simply use the cosine similarity (normal-
ized dot product). A critical difference between the LFW
verification protocols and the Probe-Gallery ones is that the
latter does not permit training on the LFW dataset. They,
therefore, demonstrate how face recognition algorithms per-
form on an unseen data distribution, as close as possible to
real-life applications. Also, as pointed out in [1], the Probe-
Gallery protocols correspond to many challenging practi-
cal scenarios, such as retrieval [11]. The importance of
such protocols as tools that differentiate face recognition
methods based on performance is confirmed by our results,
since methods that exhibit very similar results on the LFW
verification protocol display large performance gaps on the

Probe-Gallery ones, as shown in Table 1. In all of our ex-
periments we follow the unrestricted protocol using labeled
outside data [9]. We reiterate the importance of having a
large scale training set in hand: training the initial net [22]
using 500K images on CASIA [25], the largest public face
dataset available today, obtains verification accuracy of only
93.5% on LFW, largely due to over-fitting. The code for
training the nets is written in Torch and uses the fbcunn ex-
tensions (see: [6]).

5.1. Compressed Representations

We first evaluate different compressed representations,
all utilizing the initial face representation system, with sizes
ranging from 4096 dimensions down to 8. These networks
were retrained as described in Sec. 3.2 on the 4 million im-
ages associated with 4,030 random identities used in [22].

Table 1 shows that compression improves generaliza-
tion considerably. With only 256 dimensions, the obtained
Rank-1 accuracy stands on 72.3% on the Closed Set proto-
col, and DIR 46.3% at 1% FAR on the Open Set, and greatly
outperforms the original 4096D representation. Note, how-
ever, that the difference in the verification protocol remains
within a 1% range when compressing the 4096 dimensions
down to 64, and either due to performance saturation and/or
the type of benchmark, differences in face recognition ca-
pabilities are not captured well.

5.2. Bootstrapped Representations

We now compare the representation learned on the 55K
bootstrapped identities (4.5M faces) with those learned
from randomly selected 108K identities (3.2M faces) and
even 250K identities (7.5M faces), as shown in Table 2.
We note that: (i) The deep neural network (DNN) can ben-
efit from additional amount of training data, e.g., 250K
identities, boost the recognition performance over those
trained on 4K identities in Table 1. (ii) The bootstrapped
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(a) (b) (c) (d)
Figure 5. Connecting the representation norm to image distinguishability. (a) The classifier score (signed distance from the separating
hyperplane) for same not-same prediction on the LFW benchmark vs. min(||rl||, ||rr||), where rl and rr are the representations of the
image pair. Red denotes misclassification. As can be seen, lower confidence predictions and mistakes tend to have lower representation
norms. (b) The mean intensity value of the face region vs. the representation norm. High intensity images are not typically linked
with higher representation norms. (c) Representation norm vs. prediction entropy. The higher the representation norm is, the lower the
uncertainty is expected to be. (d) Retrieval rank vs. mean representation norm on our internal validation set (Sec. 5.4). Misclassified probes
(rank>1) tend to have a lower norm than correctly matched probes (rank=1).

verification. In this work, we focus on two new Probe-
Gallery unsupervised protocols proposed in [1] (the origi-
nal splits are used):

1. A closed set identification task, where the gallery set
includes 4,249 identities, each with only a single ex-
ample, and the probe set includes 3,143 faces belong-
ing to the same set of identities. The performance is
measured by the Rank-1 identification accuracy.

2. An open set identification task, where not all probe
faces have a true mate in the gallery. The gallery in-
cludes 596 identities, each with a single example, and
the probe set includes 596 genuine probes and 9,491
impostor ones. Here the performance is measured by
the Rank-1 Detection and Identification Rate (DIR),
which is the fraction of genuine probes matched cor-
rectly in Rank-1 at a 1% False Alarm Rate (FAR) of
impostor probes that are not rejected.

As the verification protocol, we follow the LFW unre-
stricted protocol [9] (which uses only the same-not-same
labels), and similarly to [22] train a kernel SVM (with C=1)
on top of the �2-distance vectors derived from the computed
representations. For the open and closed set identification
experiments, we simply use the cosine similarity (normal-
ized dot product). A critical difference between the LFW
verification protocols and the Probe-Gallery ones is that the
latter does not permit training on the LFW dataset. They,
therefore, demonstrate how face recognition algorithms per-
form on an unseen data distribution, as close as possible to
real-life applications. Also, as pointed out in [1], the Probe-
Gallery protocols correspond to many challenging practi-
cal scenarios, such as retrieval [11]. The importance of
such protocols as tools that differentiate face recognition
methods based on performance is confirmed by our results,
since methods that exhibit very similar results on the LFW
verification protocol display large performance gaps on the

Probe-Gallery ones, as shown in Table 1. In all of our ex-
periments we follow the unrestricted protocol using labeled
outside data [9]. We reiterate the importance of having a
large scale training set in hand: training the initial net [22]
using 500K images on CASIA [25], the largest public face
dataset available today, obtains verification accuracy of only
93.5% on LFW, largely due to over-fitting. The code for
training the nets is written in Torch and uses the fbcunn ex-
tensions (see: [6]).

5.1. Compressed Representations

We first evaluate different compressed representations,
all utilizing the initial face representation system, with sizes
ranging from 4096 dimensions down to 8. These networks
were retrained as described in Sec. 3.2 on the 4 million im-
ages associated with 4,030 random identities used in [22].

Table 1 shows that compression improves generaliza-
tion considerably. With only 256 dimensions, the obtained
Rank-1 accuracy stands on 72.3% on the Closed Set proto-
col, and DIR 46.3% at 1% FAR on the Open Set, and greatly
outperforms the original 4096D representation. Note, how-
ever, that the difference in the verification protocol remains
within a 1% range when compressing the 4096 dimensions
down to 64, and either due to performance saturation and/or
the type of benchmark, differences in face recognition ca-
pabilities are not captured well.

5.2. Bootstrapped Representations

We now compare the representation learned on the 55K
bootstrapped identities (4.5M faces) with those learned
from randomly selected 108K identities (3.2M faces) and
even 250K identities (7.5M faces), as shown in Table 2.
We note that: (i) The deep neural network (DNN) can ben-
efit from additional amount of training data, e.g., 250K
identities, boost the recognition performance over those
trained on 4K identities in Table 1. (ii) The bootstrapped
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Figure 5. Connecting the representation norm to image distinguishability. (a) The classifier score (signed distance from the separating
hyperplane) for same not-same prediction on the LFW benchmark vs. min(||rl||, ||rr||), where rl and rr are the representations of the
image pair. Red denotes misclassification. As can be seen, lower confidence predictions and mistakes tend to have lower representation
norms. (b) The mean intensity value of the face region vs. the representation norm. High intensity images are not typically linked
with higher representation norms. (c) Representation norm vs. prediction entropy. The higher the representation norm is, the lower the
uncertainty is expected to be. (d) Retrieval rank vs. mean representation norm on our internal validation set (Sec. 5.4). Misclassified probes
(rank>1) tend to have a lower norm than correctly matched probes (rank=1).

verification. In this work, we focus on two new Probe-
Gallery unsupervised protocols proposed in [1] (the origi-
nal splits are used):

1. A closed set identification task, where the gallery set
includes 4,249 identities, each with only a single ex-
ample, and the probe set includes 3,143 faces belong-
ing to the same set of identities. The performance is
measured by the Rank-1 identification accuracy.

2. An open set identification task, where not all probe
faces have a true mate in the gallery. The gallery in-
cludes 596 identities, each with a single example, and
the probe set includes 596 genuine probes and 9,491
impostor ones. Here the performance is measured by
the Rank-1 Detection and Identification Rate (DIR),
which is the fraction of genuine probes matched cor-
rectly in Rank-1 at a 1% False Alarm Rate (FAR) of
impostor probes that are not rejected.

As the verification protocol, we follow the LFW unre-
stricted protocol [9] (which uses only the same-not-same
labels), and similarly to [22] train a kernel SVM (with C=1)
on top of the �2-distance vectors derived from the computed
representations. For the open and closed set identification
experiments, we simply use the cosine similarity (normal-
ized dot product). A critical difference between the LFW
verification protocols and the Probe-Gallery ones is that the
latter does not permit training on the LFW dataset. They,
therefore, demonstrate how face recognition algorithms per-
form on an unseen data distribution, as close as possible to
real-life applications. Also, as pointed out in [1], the Probe-
Gallery protocols correspond to many challenging practi-
cal scenarios, such as retrieval [11]. The importance of
such protocols as tools that differentiate face recognition
methods based on performance is confirmed by our results,
since methods that exhibit very similar results on the LFW
verification protocol display large performance gaps on the

Probe-Gallery ones, as shown in Table 1. In all of our ex-
periments we follow the unrestricted protocol using labeled
outside data [9]. We reiterate the importance of having a
large scale training set in hand: training the initial net [22]
using 500K images on CASIA [25], the largest public face
dataset available today, obtains verification accuracy of only
93.5% on LFW, largely due to over-fitting. The code for
training the nets is written in Torch and uses the fbcunn ex-
tensions (see: [6]).

5.1. Compressed Representations

We first evaluate different compressed representations,
all utilizing the initial face representation system, with sizes
ranging from 4096 dimensions down to 8. These networks
were retrained as described in Sec. 3.2 on the 4 million im-
ages associated with 4,030 random identities used in [22].

Table 1 shows that compression improves generaliza-
tion considerably. With only 256 dimensions, the obtained
Rank-1 accuracy stands on 72.3% on the Closed Set proto-
col, and DIR 46.3% at 1% FAR on the Open Set, and greatly
outperforms the original 4096D representation. Note, how-
ever, that the difference in the verification protocol remains
within a 1% range when compressing the 4096 dimensions
down to 64, and either due to performance saturation and/or
the type of benchmark, differences in face recognition ca-
pabilities are not captured well.

5.2. Bootstrapped Representations

We now compare the representation learned on the 55K
bootstrapped identities (4.5M faces) with those learned
from randomly selected 108K identities (3.2M faces) and
even 250K identities (7.5M faces), as shown in Table 2.
We note that: (i) The deep neural network (DNN) can ben-
efit from additional amount of training data, e.g., 250K
identities, boost the recognition performance over those
trained on 4K identities in Table 1. (ii) The bootstrapped
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(a) (b) (c) (d)
Figure 5. Connecting the representation norm to image distinguishability. (a) The classifier score (signed distance from the separating
hyperplane) for same not-same prediction on the LFW benchmark vs. min(||rl||, ||rr||), where rl and rr are the representations of the
image pair. Red denotes misclassification. As can be seen, lower confidence predictions and mistakes tend to have lower representation
norms. (b) The mean intensity value of the face region vs. the representation norm. High intensity images are not typically linked
with higher representation norms. (c) Representation norm vs. prediction entropy. The higher the representation norm is, the lower the
uncertainty is expected to be. (d) Retrieval rank vs. mean representation norm on our internal validation set (Sec. 5.4). Misclassified probes
(rank>1) tend to have a lower norm than correctly matched probes (rank=1).

verification. In this work, we focus on two new Probe-
Gallery unsupervised protocols proposed in [1] (the origi-
nal splits are used):

1. A closed set identification task, where the gallery set
includes 4,249 identities, each with only a single ex-
ample, and the probe set includes 3,143 faces belong-
ing to the same set of identities. The performance is
measured by the Rank-1 identification accuracy.

2. An open set identification task, where not all probe
faces have a true mate in the gallery. The gallery in-
cludes 596 identities, each with a single example, and
the probe set includes 596 genuine probes and 9,491
impostor ones. Here the performance is measured by
the Rank-1 Detection and Identification Rate (DIR),
which is the fraction of genuine probes matched cor-
rectly in Rank-1 at a 1% False Alarm Rate (FAR) of
impostor probes that are not rejected.

As the verification protocol, we follow the LFW unre-
stricted protocol [9] (which uses only the same-not-same
labels), and similarly to [22] train a kernel SVM (with C=1)
on top of the �2-distance vectors derived from the computed
representations. For the open and closed set identification
experiments, we simply use the cosine similarity (normal-
ized dot product). A critical difference between the LFW
verification protocols and the Probe-Gallery ones is that the
latter does not permit training on the LFW dataset. They,
therefore, demonstrate how face recognition algorithms per-
form on an unseen data distribution, as close as possible to
real-life applications. Also, as pointed out in [1], the Probe-
Gallery protocols correspond to many challenging practi-
cal scenarios, such as retrieval [11]. The importance of
such protocols as tools that differentiate face recognition
methods based on performance is confirmed by our results,
since methods that exhibit very similar results on the LFW
verification protocol display large performance gaps on the

Probe-Gallery ones, as shown in Table 1. In all of our ex-
periments we follow the unrestricted protocol using labeled
outside data [9]. We reiterate the importance of having a
large scale training set in hand: training the initial net [22]
using 500K images on CASIA [25], the largest public face
dataset available today, obtains verification accuracy of only
93.5% on LFW, largely due to over-fitting. The code for
training the nets is written in Torch and uses the fbcunn ex-
tensions (see: [6]).

5.1. Compressed Representations

We first evaluate different compressed representations,
all utilizing the initial face representation system, with sizes
ranging from 4096 dimensions down to 8. These networks
were retrained as described in Sec. 3.2 on the 4 million im-
ages associated with 4,030 random identities used in [22].

Table 1 shows that compression improves generaliza-
tion considerably. With only 256 dimensions, the obtained
Rank-1 accuracy stands on 72.3% on the Closed Set proto-
col, and DIR 46.3% at 1% FAR on the Open Set, and greatly
outperforms the original 4096D representation. Note, how-
ever, that the difference in the verification protocol remains
within a 1% range when compressing the 4096 dimensions
down to 64, and either due to performance saturation and/or
the type of benchmark, differences in face recognition ca-
pabilities are not captured well.

5.2. Bootstrapped Representations

We now compare the representation learned on the 55K
bootstrapped identities (4.5M faces) with those learned
from randomly selected 108K identities (3.2M faces) and
even 250K identities (7.5M faces), as shown in Table 2.
We note that: (i) The deep neural network (DNN) can ben-
efit from additional amount of training data, e.g., 250K
identities, boost the recognition performance over those
trained on 4K identities in Table 1. (ii) The bootstrapped
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Rank-1 Detection and Identification Rate (DIR)
Rank-1 at 1% False Alarm Rate (FAR) - DIR@1%
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Figure 6. Left: The ROC curves on the face verification unrestricted protocol. Right: The DIR vs. FAR curves on the Open Set protocol.
As mentioned above, for identification, training on LFW images is not permitted as it invalidates the comparison to baselines; had we
jointly fit a multi-class linear SVM to the gallery, the best model would achieve 69% DIR @ 1% on the open set. Best viewed in color. The
ordinate scales are different. COTS graphs were reconstructed from [1].

Dim. 4096 1024 512 256 128 64 32 16 8
Verifica. 97.00 96.72 96.78 97.17 96.42 96.10 94.50 92.75 89.42
Rank-1 60.9 64.9 67.4 72.3 69.1 66.5 39.6 23.2 7.00
Rank-10 78.7 83.9 85.2 90.4 88.8 87.7 70.8 52.9 24.7
DIR@1% 41.9 44.7 46.1 46.3 44.1 36.7 12.2 5.37 0.33

Table 1. Performance on the three protocols, when varying the di-
mensionality of the representations. Performance is measured in
terms of the verification accuracy (%) of the unrestricted verifi-
cation protocol, Rank-1 and Rank-10 accuracy (%) on the Closed
Set, and the DIR (%) at 1% FAR on the Open Set.

training set of 55K identities, although five times smaller
than the biggest training set used, delivers better Probe-
Gallery performance. (iii) An even larger improvement is
obtained when the locally-connected layers (L4-L5-L6) are
expanded as described in Sec. 3.4, and the extended 256D
and 1024D representations (denoted as 256+ and 1024+)
generalize better than their unmodified counterparts. Larger
networks were also attempted but failed to improve perfor-
mance, e.g. 2048+ reduced Rank-1 accuracy by 4.21% on
the closed set.

5.3. Comparison with the State-of-the-art

The state of the art COTS face recognition system,
as evaluated by NIST in [7], and diligently benchmarked
by [1] on the LFW open and closed set protocols pro-
vides a unique insight as to how well our system com-
pares to the best commercial system available. The authors
of [1] have also employed an additional vendor that rec-
tifies non-frontal images by employing 3D face modeling
and improved the results of the baseline COTS-s1 system,
the combined system is denoted COTS-s1+s4. For further
comparison, we have evaluated the publicly available LFW

Random 108K
256 512 1024 2048

Verifca. 97.35 97.62 96.90 96.47
Rank-1 69.7 68.1 70.2 68.4
Rank-10 88.5 87.8 90.1 88.1
DIR@1 51.3 46.5 51.0 47.0

Random 250K
256 512 1024 2048

Verifca. 96.33 97.10 97.67 96.30
Rank-1 59.6 74.0 74.9 63.9
Rank-10 86.0 91.7 90.9 81.7
DIR@1 38.1 54.7 58.7 45.3

Bootstrap 55K
1024 256+ 1024+ 2048+

Verifca. 97.57 97.58 98.00 97.92
Rank-1 75.9 77.0 82.1 77.9
Rank-10 91.1 91.7 93.7 92.0
DIR@1 56.2 57.6 59.2 54.5

Table 2. Performance of the three protocols on different training
sets. The three rightmost columns (denoted by 256+, 1024+, and
2048+) report results using the architecture discussed in Sec. 3.4.

high dimensional LBP features of [3], denoted as BLS,
which are published online in their raw format, i.e. before
applying the prescribed supervised metric learning method.
Finally, in order to push our results further, we fuse four of
the networks trained in our experiments (namely, the initial,
Random-108K, Random-250K and 1024+ Bootstrap-55K,
all 1024d) by simply concatenating their features, and re-
port a slight improvement, denoted as Fusion. Note that
for the LFW verification benchmark only, [19] reports an
accuracy of 99.15%. In contrast to our work, this result
employs hundreds of CNNs fused with background infor-
mation from the LFW images. Our network is limited to
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Figure 6. Left: The ROC curves on the face verification unrestricted protocol. Right: The DIR vs. FAR curves on the Open Set protocol.
As mentioned above, for identification, training on LFW images is not permitted as it invalidates the comparison to baselines; had we
jointly fit a multi-class linear SVM to the gallery, the best model would achieve 69% DIR @ 1% on the open set. Best viewed in color. The
ordinate scales are different. COTS graphs were reconstructed from [1].

Dim. 4096 1024 512 256 128 64 32 16 8
Verifica. 97.00 96.72 96.78 97.17 96.42 96.10 94.50 92.75 89.42
Rank-1 60.9 64.9 67.4 72.3 69.1 66.5 39.6 23.2 7.00
Rank-10 78.7 83.9 85.2 90.4 88.8 87.7 70.8 52.9 24.7
DIR@1% 41.9 44.7 46.1 46.3 44.1 36.7 12.2 5.37 0.33

Table 1. Performance on the three protocols, when varying the di-
mensionality of the representations. Performance is measured in
terms of the verification accuracy (%) of the unrestricted verifi-
cation protocol, Rank-1 and Rank-10 accuracy (%) on the Closed
Set, and the DIR (%) at 1% FAR on the Open Set.

training set of 55K identities, although five times smaller
than the biggest training set used, delivers better Probe-
Gallery performance. (iii) An even larger improvement is
obtained when the locally-connected layers (L4-L5-L6) are
expanded as described in Sec. 3.4, and the extended 256D
and 1024D representations (denoted as 256+ and 1024+)
generalize better than their unmodified counterparts. Larger
networks were also attempted but failed to improve perfor-
mance, e.g. 2048+ reduced Rank-1 accuracy by 4.21% on
the closed set.

5.3. Comparison with the State-of-the-art

The state of the art COTS face recognition system,
as evaluated by NIST in [7], and diligently benchmarked
by [1] on the LFW open and closed set protocols pro-
vides a unique insight as to how well our system com-
pares to the best commercial system available. The authors
of [1] have also employed an additional vendor that rec-
tifies non-frontal images by employing 3D face modeling
and improved the results of the baseline COTS-s1 system,
the combined system is denoted COTS-s1+s4. For further
comparison, we have evaluated the publicly available LFW

Random 108K
256 512 1024 2048

Verifca. 97.35 97.62 96.90 96.47
Rank-1 69.7 68.1 70.2 68.4
Rank-10 88.5 87.8 90.1 88.1
DIR@1 51.3 46.5 51.0 47.0

Random 250K
256 512 1024 2048

Verifca. 96.33 97.10 97.67 96.30
Rank-1 59.6 74.0 74.9 63.9
Rank-10 86.0 91.7 90.9 81.7
DIR@1 38.1 54.7 58.7 45.3

Bootstrap 55K
1024 256+ 1024+ 2048+

Verifca. 97.57 97.58 98.00 97.92
Rank-1 75.9 77.0 82.1 77.9
Rank-10 91.1 91.7 93.7 92.0
DIR@1 56.2 57.6 59.2 54.5

Table 2. Performance of the three protocols on different training
sets. The three rightmost columns (denoted by 256+, 1024+, and
2048+) report results using the architecture discussed in Sec. 3.4.

high dimensional LBP features of [3], denoted as BLS,
which are published online in their raw format, i.e. before
applying the prescribed supervised metric learning method.
Finally, in order to push our results further, we fuse four of
the networks trained in our experiments (namely, the initial,
Random-108K, Random-250K and 1024+ Bootstrap-55K,
all 1024d) by simply concatenating their features, and re-
port a slight improvement, denoted as Fusion. Note that
for the LFW verification benchmark only, [19] reports an
accuracy of 99.15%. In contrast to our work, this result
employs hundreds of CNNs fused with background infor-
mation from the LFW images. Our network is limited to
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Method DF BLS COTS COTS 1024+ Fusion
[22] [3]⇤ s1 [1] s1+s4 [1]

Verifica. 97.35 93.18 - - 98.00 98.37
Rank-1 64.9 18.1 56.7 66.5 82.1 82.5
DIR @ 1% 44.5 7.89 25 35 59.2 61.9

Table 3. Comparison to state of the art that includes the COTS
method and two recent methods, in terms of the Probe-Gallery’s
Rank-1 accuracy (%) on the Closed Set, the DIR at 1% FAR on the
Open Set, as well as the verification protocol. ⇤For [3] only the
published raw features are used and not the full system. The full
system achieves 95.17% on the verification task. For both COTS
the verification performance was not reported.

Figure 7. Examples of successful (left) and failed (right) probed
identifications on our validation set. A successful match is when a
probe achieves the highest similarity to its true-mate in the gallery
(Rank-1), failure otherwise. Permission granted by the subjects.

the face region (‘cropped’) which helps remove important
dataset-specific biases [14] and even with a single network
we achieve 98.0% verification performance. For instance, a
single network of [19] obtains up to 95.43%. Table 3 and
Figure 6 summarize these results. Our best method low-
ers the state of the art miss rate on the closed set protocol
by 57%, and by 45%, at the same precision level, on the
open set protocol. The error in the verification protocol is
reduced by 38% with respect to the initial baseline system.

5.4. Model Selection

Since the LFW verification protocol [1] does not allow
model selection of any kind, we selected the best model us-
ing a separate internal validation dataset, that consists of
10,000 individuals. As gallery we take 55,000 images (an
average of 5.5 face images, per identity). At test time, we
perform 10 queries per person, using an additional set of
100,000 images. We search the probe faces with the cosine
similarity using the 4096 dimensional initial representation
in [22], the compressed 256D and the bootstrapped 1024+
representations. Performance is measured by the Rank-1
accuracy and the DIR at 1% and 0.1% FAR. The results are
listed in Table 4, and confirm that (i) the compressed 256D
representation generalizes better than the 4096D one; and
(ii) the bootstrapped 1024+ improves the DIR substantially
for the low 0.1% FAR. A few examples of successful and
failed probed faces are shown in Fig. 7.
Representation norm in retrieval. We have also verified
on this 10, 000 identity validation set that the representation
norm is linked to the identification accuracy. As shown in

4096 256 1024+
Rank-1 67.87 70.60 72.94
DIR @ 1% 51.02 53.39 59.60
DIR @ 0.1% 37.79 38.96 46.97

Table 4. Probe-Gallery results on an internal dataset used for
model selection.

Fig. 5(d), there’s a clear correlation between the retrieval
success, measured in terms of the minimum rank of one of
the true gallery images in the retrieval list, and the repre-
sentation norm. The correlation is extremely strong (⇢ =
-0.251), and there is a sizable gap between the mean norm
of the successful rank-1 queries and the unsuccessful ones.

6. Summary
Face recognition is unlike any other recognition task in

several ways. First, although it is only one object, it is
by far the most frequent entity in the media, and there are
billions of unique instances (identities) to differentiate be-
tween. Second, since the universe of faces is open in prac-
tice, the most interesting problems are Transfer Learning
tasks, where it is required to learn how to represent faces in
general. This representation is then tested on unseen iden-
tities. This is in contrast to training on closed tasks such as
ImageNet’s Image Classification challenge where recogni-
tion performance is optimized directly on a fixed set of 1000
classes. Accurate face alignment enables us to concentrate
solely on the underlying inter-personal variances that exist
in face recognition using deep convolutional nets. Recent
works in the domain of face recognition have yielded im-
pressive results by utilizing large and deep convolutional
nets. However, there is no clear understanding of why they
perform so well and what the important factors in such sys-
tems are. We explore the task of transferring representation
of faces in a number ways. First, we identify and explain
the role of the network’s bottleneck as an important regular-
izer between training-set specificity and generality. Second,
we have identified a saturation point in performance, as the
number of training samples grows beyond what has been
explored in the past, and provided an efficient method that
alleviates this by modifying the common practice of ran-
domly subsampling the training set. Third, we show how
the representation layer of faces is constructed and affected
by distortions, linking between its reduced norm to the un-
desirable increase in uncertainty. Lastly, our work is unique
in that it allows a direct comparison of commercial systems
to those published in the academic literature, on the bench-
mark task used in practice to compare actual commercial
systems. We conjecture that the impact of these discover-
ies goes beyond face recognition, and is applicable to other
large scale learning tasks.

4The references are from the original paper.
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Figure 6. Left: The ROC curves on the face verification unrestricted protocol. Right: The DIR vs. FAR curves on the Open Set protocol.
As mentioned above, for identification, training on LFW images is not permitted as it invalidates the comparison to baselines; had we
jointly fit a multi-class linear SVM to the gallery, the best model would achieve 69% DIR @ 1% on the open set. Best viewed in color. The
ordinate scales are different. COTS graphs were reconstructed from [1].

Dim. 4096 1024 512 256 128 64 32 16 8
Verifica. 97.00 96.72 96.78 97.17 96.42 96.10 94.50 92.75 89.42
Rank-1 60.9 64.9 67.4 72.3 69.1 66.5 39.6 23.2 7.00
Rank-10 78.7 83.9 85.2 90.4 88.8 87.7 70.8 52.9 24.7
DIR@1% 41.9 44.7 46.1 46.3 44.1 36.7 12.2 5.37 0.33

Table 1. Performance on the three protocols, when varying the di-
mensionality of the representations. Performance is measured in
terms of the verification accuracy (%) of the unrestricted verifi-
cation protocol, Rank-1 and Rank-10 accuracy (%) on the Closed
Set, and the DIR (%) at 1% FAR on the Open Set.

training set of 55K identities, although five times smaller
than the biggest training set used, delivers better Probe-
Gallery performance. (iii) An even larger improvement is
obtained when the locally-connected layers (L4-L5-L6) are
expanded as described in Sec. 3.4, and the extended 256D
and 1024D representations (denoted as 256+ and 1024+)
generalize better than their unmodified counterparts. Larger
networks were also attempted but failed to improve perfor-
mance, e.g. 2048+ reduced Rank-1 accuracy by 4.21% on
the closed set.

5.3. Comparison with the State-of-the-art

The state of the art COTS face recognition system,
as evaluated by NIST in [7], and diligently benchmarked
by [1] on the LFW open and closed set protocols pro-
vides a unique insight as to how well our system com-
pares to the best commercial system available. The authors
of [1] have also employed an additional vendor that rec-
tifies non-frontal images by employing 3D face modeling
and improved the results of the baseline COTS-s1 system,
the combined system is denoted COTS-s1+s4. For further
comparison, we have evaluated the publicly available LFW

Random 108K
256 512 1024 2048

Verifca. 97.35 97.62 96.90 96.47
Rank-1 69.7 68.1 70.2 68.4
Rank-10 88.5 87.8 90.1 88.1
DIR@1 51.3 46.5 51.0 47.0

Random 250K
256 512 1024 2048

Verifca. 96.33 97.10 97.67 96.30
Rank-1 59.6 74.0 74.9 63.9
Rank-10 86.0 91.7 90.9 81.7
DIR@1 38.1 54.7 58.7 45.3

Bootstrap 55K
1024 256+ 1024+ 2048+

Verifca. 97.57 97.58 98.00 97.92
Rank-1 75.9 77.0 82.1 77.9
Rank-10 91.1 91.7 93.7 92.0
DIR@1 56.2 57.6 59.2 54.5

Table 2. Performance of the three protocols on different training
sets. The three rightmost columns (denoted by 256+, 1024+, and
2048+) report results using the architecture discussed in Sec. 3.4.

high dimensional LBP features of [3], denoted as BLS,
which are published online in their raw format, i.e. before
applying the prescribed supervised metric learning method.
Finally, in order to push our results further, we fuse four of
the networks trained in our experiments (namely, the initial,
Random-108K, Random-250K and 1024+ Bootstrap-55K,
all 1024d) by simply concatenating their features, and re-
port a slight improvement, denoted as Fusion. Note that
for the LFW verification benchmark only, [19] reports an
accuracy of 99.15%. In contrast to our work, this result
employs hundreds of CNNs fused with background infor-
mation from the LFW images. Our network is limited to
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Figure 6. Left: The ROC curves on the face verification unrestricted protocol. Right: The DIR vs. FAR curves on the Open Set protocol.
As mentioned above, for identification, training on LFW images is not permitted as it invalidates the comparison to baselines; had we
jointly fit a multi-class linear SVM to the gallery, the best model would achieve 69% DIR @ 1% on the open set. Best viewed in color. The
ordinate scales are different. COTS graphs were reconstructed from [1].

Dim. 4096 1024 512 256 128 64 32 16 8
Verifica. 97.00 96.72 96.78 97.17 96.42 96.10 94.50 92.75 89.42
Rank-1 60.9 64.9 67.4 72.3 69.1 66.5 39.6 23.2 7.00
Rank-10 78.7 83.9 85.2 90.4 88.8 87.7 70.8 52.9 24.7
DIR@1% 41.9 44.7 46.1 46.3 44.1 36.7 12.2 5.37 0.33

Table 1. Performance on the three protocols, when varying the di-
mensionality of the representations. Performance is measured in
terms of the verification accuracy (%) of the unrestricted verifi-
cation protocol, Rank-1 and Rank-10 accuracy (%) on the Closed
Set, and the DIR (%) at 1% FAR on the Open Set.

training set of 55K identities, although five times smaller
than the biggest training set used, delivers better Probe-
Gallery performance. (iii) An even larger improvement is
obtained when the locally-connected layers (L4-L5-L6) are
expanded as described in Sec. 3.4, and the extended 256D
and 1024D representations (denoted as 256+ and 1024+)
generalize better than their unmodified counterparts. Larger
networks were also attempted but failed to improve perfor-
mance, e.g. 2048+ reduced Rank-1 accuracy by 4.21% on
the closed set.

5.3. Comparison with the State-of-the-art

The state of the art COTS face recognition system,
as evaluated by NIST in [7], and diligently benchmarked
by [1] on the LFW open and closed set protocols pro-
vides a unique insight as to how well our system com-
pares to the best commercial system available. The authors
of [1] have also employed an additional vendor that rec-
tifies non-frontal images by employing 3D face modeling
and improved the results of the baseline COTS-s1 system,
the combined system is denoted COTS-s1+s4. For further
comparison, we have evaluated the publicly available LFW

Random 108K
256 512 1024 2048

Verifca. 97.35 97.62 96.90 96.47
Rank-1 69.7 68.1 70.2 68.4
Rank-10 88.5 87.8 90.1 88.1
DIR@1 51.3 46.5 51.0 47.0

Random 250K
256 512 1024 2048

Verifca. 96.33 97.10 97.67 96.30
Rank-1 59.6 74.0 74.9 63.9
Rank-10 86.0 91.7 90.9 81.7
DIR@1 38.1 54.7 58.7 45.3

Bootstrap 55K
1024 256+ 1024+ 2048+

Verifca. 97.57 97.58 98.00 97.92
Rank-1 75.9 77.0 82.1 77.9
Rank-10 91.1 91.7 93.7 92.0
DIR@1 56.2 57.6 59.2 54.5

Table 2. Performance of the three protocols on different training
sets. The three rightmost columns (denoted by 256+, 1024+, and
2048+) report results using the architecture discussed in Sec. 3.4.

high dimensional LBP features of [3], denoted as BLS,
which are published online in their raw format, i.e. before
applying the prescribed supervised metric learning method.
Finally, in order to push our results further, we fuse four of
the networks trained in our experiments (namely, the initial,
Random-108K, Random-250K and 1024+ Bootstrap-55K,
all 1024d) by simply concatenating their features, and re-
port a slight improvement, denoted as Fusion. Note that
for the LFW verification benchmark only, [19] reports an
accuracy of 99.15%. In contrast to our work, this result
employs hundreds of CNNs fused with background infor-
mation from the LFW images. Our network is limited to
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Beyond Frontal Faces: Improving Person Recognition Using Multiple Cues
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1UC Berkeley 2Facebook AI Research
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Abstract

We explore the task of recognizing peoples’ identities
in photo albums in an unconstrained setting. To facilitate
this, we introduce the new People In Photo Albums (PIPA)
dataset, consisting of over 60000 instances of ⇠2000 in-
dividuals collected from public Flickr photo albums. With
only about half of the person images containing a frontal
face, the recognition task is very challenging due to the
large variations in pose, clothing, camera viewpoint, image
resolution and illumination. We propose the Pose Invariant
PErson Recognition (PIPER) method, which accumulates
the cues of poselet-level person recognizers trained by deep
convolutional networks to discount for the pose variations,
combined with a face recognizer and a global recognizer.
Experiments on three different settings confirm that in our
unconstrained setup PIPER significantly improves on the
performance of DeepFace, which is one of the best face rec-
ognizers as measured on the LFW dataset.

1. Introduction
Recognizing people we know from unusual poses is easy

for us, as illustrated on Figure 1. In the absence of a clear,
high-resolution frontal face, we rely on a variety of sub-
tle cues from other body parts, such as hair style, clothes,
glasses, pose and other context. We can easily picture Char-
lie Chaplin’s mustache, hat and cane or Oprah Winfrey’s
curly volume hair. Yet, examples like these are beyond
the capabilities of even the most advanced face recognizers.
While a lot of progress has been made recently in recogni-
tion from a frontal face, non-frontal views are a lot more
common in photo albums than people might suspect. For
example, in our dataset which exhibits personal photo al-
bum bias, we see that only 52% of the people have high res-
olution frontal faces suitable for recognition. Thus the prob-
lem of recognizing people from any viewpoint and without
the presence of a frontal face or canonical pedestrian pose is
important, and yet it has received much less attention than it
deserves. We believe this is due to two reasons: first, there is
no high quality large-scale dataset for unconstrained recog-

Figure 1: We are able to easily recognize people we know
in unusual poses, and even if their face is not visible. In this
paper we explore the subtle cues necessary for such robust
viewpoint-independent recognition.

nition, and second, it is not clear how to go beyond a frontal
face and leverage these subtle cues. In this paper we address
both of these problems.

We introduce the People In Photo Albums (PIPA) dataset,
a large-scale recognition dataset collected from Flickr pho-
tos with creative commons licenses. It consists of 37,107
photos containing 63,188 instances of 2,356 identities and
examples are shown in Figure 2. We tried carefully to pre-
serve the bias of people in real photo albums by instruct-
ing annotators to mark every instance of the same identity
regardless of pose and resolution. Our dataset is challeng-
ing due to occlusion with other people, viewpoint, pose and
variations in clothes. While clothes are a good cue, they are
not always reliable, especially when the same person ap-
pears in multiple albums, or for albums where many people
wear similar clothes (sports, military events), as shown in
Figure 3. As an indication of the difficulty of our dataset,
the DeepFace system [32], which is one of the state-of-the-
art recognizers on LFW [18], was able to register only 52%
of the instances in our test set and, because of that, its over-
all accuracy on our test set is 46.66%. The dataset is pub-
licly available1.

We propose a Pose Invariant PErson Recognition
(PIPER) method, which uses part-level person recognizers
to account for pose variations. We use poselets [2] as our
part models and train identity classifiers for each poselet.

1http://www.eecs.berkeley.edu/˜nzhang/piper.
html

1
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Same Clothes

(a) While clothing can be discriminative it does not help for military or busi-
ness activities, for example, where people dress similarly.

(b) The same individual may appear in multiple albums wear-
ing different clothes.

Figure 3: Challenges of our dataset. Besides significant variations in pose and viewpoint, clothing is not always a reliable
cue for person recognition in our dataset.Facebook Co-Identification Dataset (in progress) 

•  Collected from Flickr public photos with Creative Commons License 

•  Annotated as same / not-same by Facebook annotations team 

•  Includes people / cats / dogs 
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Figure 2: Example photos from our dataset. These are
taken from a single album and show the associated identi-
ties. Each person is annotated with a ground truth bound-
ing box around the head, with each color representing one
identity. If the head is occluded, the expected position is
annotated.

Poselets are classifiers that detect common pose patterns. A
frontal face detector is a special case of a poselet. Other ex-
amples include a hand next to a hip or head-and-shoulders
in a back-facing view, or legs of a person walking sideways.
A small and complementary subset of such salient patterns
is automatically selected as described in [2]. Examples of
poselets are shown in Figure 4. While each poselet is not
as powerful as a custom designed face recognizer, it lever-
ages weak signals from a specific pose pattern that is hard to
capture otherwise. By combining their predictions we accu-

mulate the subtle discriminative information from each part
into a robust pose-independent person recognition system.

We are inspired by the work of Zhang et al. [38], which
uses deep convolutional networks trained on poselet de-
tected patches for attribute classification. However our
problem is significantly harder than attribute classification
since we have many more classes with significantly fewer
training examples per class. We found that combining parts
by concatenating their feature in the manner of [38] is not
effective for our task. It results in feature vectors that are
very large and overfit easily when the number of classes
is large and training examples are few. Instead, we found
training each part to do identity recognition and combining
their predictions achieves better performance. Unlike [3],
we propose a new way to handle the sparsity from poselet
detections which boosts the performance by a large margin.

We demonstrate the effectiveness of PIPER by using
three different experimental settings on our dataset. Our
method can achieve 83.05% accuracy over 581 identities on
the test set. Moreover when a frontal face is available, it im-
proves the accuracy over DeepFace from 89.3% to 93.4%,
which is close to 40% decrease in relative error.

2. Related Work

Face recognition There has been dramatic progress made
in face recognition in the past few decades from Eigen-
Face [34] to the state-of-art face recognition system [32]
by using deep convolutional nets. Most of the existing face
recognition systems require constrained setting of frontal
faces and explicit 3D face alignment or facial keypoint lo-
calizations. Some other works [36, 5] have addressed robust
face recognition systems to deal with varying illumination,
occlusion and disguise. Due to our unconstrained setting,
most conventional face recognition systems have limited
performance on our dataset.
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Figure 2: Example photos from our dataset. These are
taken from a single album and show the associated identi-
ties. Each person is annotated with a ground truth bound-
ing box around the head, with each color representing one
identity. If the head is occluded, the expected position is
annotated.

Poselets are classifiers that detect common pose patterns. A
frontal face detector is a special case of a poselet. Other ex-
amples include a hand next to a hip or head-and-shoulders
in a back-facing view, or legs of a person walking sideways.
A small and complementary subset of such salient patterns
is automatically selected as described in [2]. Examples of
poselets are shown in Figure 4. While each poselet is not
as powerful as a custom designed face recognizer, it lever-
ages weak signals from a specific pose pattern that is hard to
capture otherwise. By combining their predictions we accu-

mulate the subtle discriminative information from each part
into a robust pose-independent person recognition system.

We are inspired by the work of Zhang et al. [38], which
uses deep convolutional networks trained on poselet de-
tected patches for attribute classification. However our
problem is significantly harder than attribute classification
since we have many more classes with significantly fewer
training examples per class. We found that combining parts
by concatenating their feature in the manner of [38] is not
effective for our task. It results in feature vectors that are
very large and overfit easily when the number of classes
is large and training examples are few. Instead, we found
training each part to do identity recognition and combining
their predictions achieves better performance. Unlike [3],
we propose a new way to handle the sparsity from poselet
detections which boosts the performance by a large margin.

We demonstrate the effectiveness of PIPER by using
three different experimental settings on our dataset. Our
method can achieve 83.05% accuracy over 581 identities on
the test set. Moreover when a frontal face is available, it im-
proves the accuracy over DeepFace from 89.3% to 93.4%,
which is close to 40% decrease in relative error.

2. Related Work

Face recognition There has been dramatic progress made
in face recognition in the past few decades from Eigen-
Face [34] to the state-of-art face recognition system [32]
by using deep convolutional nets. Most of the existing face
recognition systems require constrained setting of frontal
faces and explicit 3D face alignment or facial keypoint lo-
calizations. Some other works [36, 5] have addressed robust
face recognition systems to deal with varying illumination,
occlusion and disguise. Due to our unconstrained setting,
most conventional face recognition systems have limited
performance on our dataset.

Different Clothes

(a) While clothing can be discriminative it does not help for military or busi-
ness activities, for example, where people dress similarly.

(b) The same individual may appear in multiple albums wear-
ing different clothes.
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Figure 2: Example photos from our dataset. These are
taken from a single album and show the associated identi-
ties. Each person is annotated with a ground truth bound-
ing box around the head, with each color representing one
identity. If the head is occluded, the expected position is
annotated.

Poselets are classifiers that detect common pose patterns. A
frontal face detector is a special case of a poselet. Other ex-
amples include a hand next to a hip or head-and-shoulders
in a back-facing view, or legs of a person walking sideways.
A small and complementary subset of such salient patterns
is automatically selected as described in [2]. Examples of
poselets are shown in Figure 4. While each poselet is not
as powerful as a custom designed face recognizer, it lever-
ages weak signals from a specific pose pattern that is hard to
capture otherwise. By combining their predictions we accu-

mulate the subtle discriminative information from each part
into a robust pose-independent person recognition system.

We are inspired by the work of Zhang et al. [38], which
uses deep convolutional networks trained on poselet de-
tected patches for attribute classification. However our
problem is significantly harder than attribute classification
since we have many more classes with significantly fewer
training examples per class. We found that combining parts
by concatenating their feature in the manner of [38] is not
effective for our task. It results in feature vectors that are
very large and overfit easily when the number of classes
is large and training examples are few. Instead, we found
training each part to do identity recognition and combining
their predictions achieves better performance. Unlike [3],
we propose a new way to handle the sparsity from poselet
detections which boosts the performance by a large margin.

We demonstrate the effectiveness of PIPER by using
three different experimental settings on our dataset. Our
method can achieve 83.05% accuracy over 581 identities on
the test set. Moreover when a frontal face is available, it im-
proves the accuracy over DeepFace from 89.3% to 93.4%,
which is close to 40% decrease in relative error.

2. Related Work

Face recognition There has been dramatic progress made
in face recognition in the past few decades from Eigen-
Face [34] to the state-of-art face recognition system [32]
by using deep convolutional nets. Most of the existing face
recognition systems require constrained setting of frontal
faces and explicit 3D face alignment or facial keypoint lo-
calizations. Some other works [36, 5] have addressed robust
face recognition systems to deal with varying illumination,
occlusion and disguise. Due to our unconstrained setting,
most conventional face recognition systems have limited
performance on our dataset.
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People in Photo Albums Dataset - PIPA

Overview
37,107 photos
63,188 person images
2,356 identities
Photos from Flicker albums
No assumption of a detector
Manual annotation of bounding boxes of the faces
High occurrence of occlusions and high variance of pose,
illumination and viewpoints
Experimentation with DeepFace[1]:

52% detection on test set
46% of accuracy on test set
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Figure 2: Example photos from our dataset. These are
taken from a single album and show the associated identi-
ties. Each person is annotated with a ground truth bound-
ing box around the head, with each color representing one
identity. If the head is occluded, the expected position is
annotated.

Poselets are classifiers that detect common pose patterns. A
frontal face detector is a special case of a poselet. Other ex-
amples include a hand next to a hip or head-and-shoulders
in a back-facing view, or legs of a person walking sideways.
A small and complementary subset of such salient patterns
is automatically selected as described in [2]. Examples of
poselets are shown in Figure 4. While each poselet is not
as powerful as a custom designed face recognizer, it lever-
ages weak signals from a specific pose pattern that is hard to
capture otherwise. By combining their predictions we accu-

mulate the subtle discriminative information from each part
into a robust pose-independent person recognition system.

We are inspired by the work of Zhang et al. [38], which
uses deep convolutional networks trained on poselet de-
tected patches for attribute classification. However our
problem is significantly harder than attribute classification
since we have many more classes with significantly fewer
training examples per class. We found that combining parts
by concatenating their feature in the manner of [38] is not
effective for our task. It results in feature vectors that are
very large and overfit easily when the number of classes
is large and training examples are few. Instead, we found
training each part to do identity recognition and combining
their predictions achieves better performance. Unlike [3],
we propose a new way to handle the sparsity from poselet
detections which boosts the performance by a large margin.

We demonstrate the effectiveness of PIPER by using
three different experimental settings on our dataset. Our
method can achieve 83.05% accuracy over 581 identities on
the test set. Moreover when a frontal face is available, it im-
proves the accuracy over DeepFace from 89.3% to 93.4%,
which is close to 40% decrease in relative error.

2. Related Work

Face recognition There has been dramatic progress made
in face recognition in the past few decades from Eigen-
Face [34] to the state-of-art face recognition system [32]
by using deep convolutional nets. Most of the existing face
recognition systems require constrained setting of frontal
faces and explicit 3D face alignment or facial keypoint lo-
calizations. Some other works [36, 5] have addressed robust
face recognition systems to deal with varying illumination,
occlusion and disguise. Due to our unconstrained setting,
most conventional face recognition systems have limited
performance on our dataset.
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Dataset Statistics
Split All Train Val Test Leftover

Photos 37,107 17,000 5,684 7,868 6,555
Albums 1,438 579 342 357 160

Instances 63,188 29,223 9,642 12,886 11,437
Identities 2,356 1,409 366 581 -

Avg/identity 26.82 20.74 26.34 22.18 -
Min/identity 5 10 5 10 -
Max/identity 2928 99 99 99 -

Table 1: Statistics of our dataset.

2. Person Tagging. Then, given each album, we ask the
annotators to select all the individuals that appear at
least twice in that album and draw a bounding box
around their heads with different color indicating dif-
ferent identity. If the head is partially/fully occluded,
we mark the region of where the head should be. The
head bounds may also be partially/fully outside the im-
age. Not every person is tagged. In a crowd scene we
ask the annotators to tag no more than 10 people.

3. Cross-Album Merging. Often the same identities ap-
pear in multiple albums, in which case their identi-
ties should be merged. While it is not feasible to do
so across all albums, we consider the set of albums
uploaded by the same uploader and we try to find
the same identities appearing in multiple albums and
merge them.

4. Instance Frequency Normalization. After merging,
we count the number of instances for each individ-
ual and discard individuals that have less than 10 in-
stances. In addition, a few individuals have a very large
number of instances which could bias our dataset. To
prevent such bias, we restrict the maximum number of
instances per individual to be 99. We randomly sample
99 instances and move the remaining ones into a “left-
over” set. Our leftover set consists of 11,437 instances
of 54 individuals.

5. Dataset Split. We split the annotations randomly into
three sets – training, validation and test. To ensure
complete separation between the sets, all the photos
of the same uploader fall in the same set. That ensures
that the set of photos, identities and instances across
the three sets is disjoint. We do a random permuta-
tion of the uploaders and we pick the first K of them
so that the number of person instances reaches about
50% and we assign those to the training set. We assign
the next 25% to validation and the remaining 25% to
test. While we target 50-25-25 split we cannot assure
that the instances will be partitioned precisely due to
the constraints we impose. See Table 1 for more de-
tails about the splits.

4. Pose Invariant Person Recognition (PIPER)
We introduce a novel view invariant approach to combine
information of different classifiers for the task of person
recognition. It consists of three components:

• The global classifier, a CNN trained on the full body
of the person.

• A set of 107 poselet classifiers, each is a CNN trained
on the specific poselet pattern using [2]. 3

• An SVM trained on the 256 dimensional features from
DeepFace [32].

In total we have 109 part classifiers. The identity prediction
of PIPER is a linear combination of the predicted probabil-
ities of all classifiers:

s(X, y) =
X

i

wiPi(y|X) (1)

Here Pi(y|X) is the normalized probability of identity label
y given by part i for feature X and wi is the associated
weight of the part. The final identity prediction is y⇤(X) =
argmaxy s(X, y).
Here is an overview of the training steps. The next sections
provide a more detailed description.

1. We run poselets [2] over our dataset and match the per-
son predictions coming from poselets to our ground
truths (see Section 4.1).

2. Using the poselet patches of step 1, we train a CNN for
each poselet to recognize the identities on our train-
ing set. In addition, we train a CNN for the global
classifier using the patches corresponding to the full
body images. In all cases we use the Convolutional
Neural Net architecture by Krizhevsky et al. [19]. We
fine-tune the network pre-trained on ImageNet on the
task of identity recognition. While recent architectures
have improved the state-of-the art [28, 31] and might
further improve our performance, we decided to use
the Krizhevsky architecture because its performance
is well studied on a number of visual tasks [7]. We
then discard the final FC8 layer and treat the activa-
tions from the FC7 layer as a generic feature on which
we train SVMs in the next steps.

3. We partition the validation set into two halves. We
train an SVM for each part using the FC7 layer fea-
ture from Step 2 on the first half of validation and use
it to compute the identity predictions Pi(y|X) on the
second half, and vice versa (see Section 4.2).

3The original set of poselets is 150 but some of them did not train well.
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Poselets5

Figure 4: Example of poselet activations. These are the top
4 poselet detections ranked by part weight wi mentioned in
Sec 4.3.

Person identification in photo albums Tagging of per-
sonal photo albums is an active research topic. To ad-
dress the limitation of face recognition systems, various ap-
proaches have been proposed to incorporate context. For
example, the authors in [1, 25] proposed methods to incor-
porate contextual cues including clothing appearance and
meta data from photos for person identification in photo
collections. Sivic et al. [30] proposed a simple pictorial
structure model to retrieve all the occurrences of the same
individual in a sequence of photographs. Lin et al. [24] pre-
sented a generative probabilistic approach to model cross-
domain relationships to jointly tag people, events and lo-
cations. In [13], the authors try to find all images of each
person in the scene from a crowed public event.

There is also some related work to discover the social
connection between people in the photo collections. Wang
et al. [35] proposed a model to represent the relationship
between the position and pose of people and their identi-
ties. In [12], the authors investigated the different factors
that are related to the positions of people in a group im-
age. Another interesting direction is to name characters in
TV series. In [9, 29, 8], the authors proposed approach to
automatically label the characters by using aligned subti-
tle and script text. Tapaswi et al. [33] proposed a Markov
Random Field (MRF) method to combine face recognition
and clothing features and they tried to name all the appear-
ance of characters in TV series including non frontal face
appearance. Later they presented another semi-supervised
learning method [4] for the same task.

Person re-identification in videos The task of person re-
identification is to match pedestrian images from different
cameras and it has important applications in video. Existing
work is mainly focused on metric learning [27, 17, 22] and
mid-level feature learning [16, 39, 40, 10, 20, 26]. Li et al.
[23] propose a deep network using pairs of people to encode
photometric transformation. Yi et al. [37] used a siamese

deep network to learn the similarity metric between pairs of
images.

Deep convolutional networks In the past few years, deep
convolutional networks originally pioneered by LeCun et
al. [21] have been a tremendous success by achieving the
state-of-art performance in image classification [19], object
detection [14], face recognition [32] and other computer vi-
sion tasks. The strength of the deep nets is its ability to learn
discriminative features from raw image input unlike hand-
engineered features. DeCAF [7] showed the deep features
extracted from the network pretrained on large datasets can
be generalized to other recognition problems.

3. People In Photo Albums Dataset
To our knowledge, there is no existing large scale dataset

for the task of person recognition. The existing datasets for
person re-identification, such as VIPeR [15] and CUHK01
[22], come mostly from videos and they are low resolution
images taken from different cameras from different view-
points. The Gallagher Collection Person Dataset [11] is the
closest to what we need, however the released subset has
only 931 instances of 32 identities which is approximately
1.5% of the size of our dataset. Furthermore, [11] have only
labeled the frontal faces. The Buffy dataset used in [29, 9]
is a video dataset and it only has less than 20 different char-
acters.

Our problem setting is to identify a person in the
“wild” without any assumption of frontal face appearance
or straight pedestrian pose. We don’t assume that the per-
son is detected by a detector; our instruction to annotators
is to mark the head (even if occluded) for any people they
can co-identify, regardless of their pose, and the image res-
olution.

3.1. General statistics

We collected our dataset, People In Photo Albums
(PIPA) Dataset, from public photo albums uploaded to
Flickr 2. All of our photos have Creative Commons Attribu-
tions License. Those albums were uploaded from 111 users.
Photos of the same person have been labeled with the same
identity but no other identifying information is preserved.
Table 1 shows statistics of our dataset.

3.2. Collection Method

Our data collection consists of the following steps:

1. Album Filtering. After downloading thousands of al-
bums from Flickr, we first show the annotators a set
of photos from the album and ask them to filter out al-
bums which are not of people, such as landscape, flow-
ers, or photos where person co-occurrence is very low.

2https://www.flickr.com/
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Abstract

We address the classic problems of detection, segmenta-

tion and pose estimation of people in images with a novel

definition of a part, a poselet. We postulate two criteria
(1) It should be easy to find a poselet given an input image

(2) it should be easy to localize the 3D configuration of the

person conditioned on the detection of a poselet. To permit

this we have built a new dataset, H3D, of annotations of

humans in 2D photographs with 3D joint information, in-

ferred using anthropometric constraints. This enables us to

implement a data-driven search procedure for finding pose-

lets that are tightly clustered in both 3D joint configuration

space as well as 2D image appearance. The algorithm dis-

covers poselets that correspond to frontal and profile faces,

pedestrians, head and shoulder views, among others.

Each poselet provides examples for training a linear

SVM classifier which can then be run over the image in a

multiscale scanning mode. The outputs of these poselet de-

tectors can be thought of as an intermediate layer of nodes,

on top of which one can run a second layer of classification

or regression. We show how this permits detection and lo-

calization of torsos or keypoints such as left shoulder, nose,

etc. Experimental results show that we obtain state of the

art performance on people detection in the PASCAL VOC

2007 challenge, among other datasets. We are making pub-

licly available both the H3D dataset as well as the poselet

parameters for use by other researchers.

1. Introduction

The Oxford English Dictionary defines pose as:

An attitude or posture of the body, or of a part
of the body, esp. one deliberately assumed, or in
which a figure is placed for effect, or for artistic
purposes.

This definition captures the two aspects of a pose:
∗This work was supported by Adobe Systems, Inc., a grant from

Hewlett Packard and the MICRO program, as well as ONR MURI
N00014-06-1-0734

Figure 1. Poselets are parts that are tightly clustered in both ap-

pearance and configuration space. The figure shows positive ex-

amples for some of our poselets: #1 (frontal face), #114 (right arm

crossing torso), #20 (pedestrian), #79 (right profile and shoulder)

and #138 (legs frontal view).

1. A configuration of body parts such as head, torso, arms
and legs arranged in 3D space.

2. The resulting appearance, a 2D image created for a
viewer, or a camera.

The configuration space of an articulated body can be pa-
rameterized by the 3D coordinates of the joints, and the
appearance space by the pixel values. The configuration
space of joints has many degrees of freedom, and the ap-
pearance is additionally a function of clothing, illumination
and occlusion. These phenomena collectively make the de-
tection, joint localization and segmentation of people in im-
ages some of the most challenging problems in computer

1

5
Bourdev and Malik. Poselets: Body Part Detectors Trained Using 3D

Human Pose Annotations. ICCV 2009.
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Sparsity Filling

4. We use the identity predictions of all parts on the val-
idation set to estimate the mixing components wi (see
Section 4.3).

5. We split the test set in half and train SVMs on top of
the FC7 features on the first half of the test set and use
them to compute the identity predictions Pi(y|X) on
the second half, and vice versa.

6. We use the identity predictions on the test set for each
part Pi(y|X) as well as the mixing components wi to
compute the combined identity prediction S(X, y) us-
ing equation 1.

In the next sections we will describe the training steps,
and way we compute Pi(y|X) and wi.

4.1. Computing Part Activations

Our groundtruth annotations consist of bounding boxes of
heads. From the head boxes, we estimate the bounding box
locations by setting approximate offset and scaling factor.
We run poselets [2] on the images, which returns bound-
ing boxes of detected people in the images, each of which
comes with a score and locations of associated poselet acti-
vations. Examples of poselet detections are shown in Figure
4. We use a bipartite graph matching algorithm to match the
ground truth bounds to the ones predicted by the poselets.
This algorithm performs globally optimal matching by pre-
ferring detections with higher score and higher overlap to
truths. The output of the algorithm is a set of poselet acti-
vations associated with each ground truth person instance.
We extract the image patches at each poselet and use them
to train part-based classifiers.

4.2. Training the Part Classifiers Pi(y|X)

4.2.1 Global classifier P0(y|X)

Using the FC7 layer of the CNN trained for the full body
area of each instance, we train a multi-class SVM to predict
each identity y. We refer to its prediction as P0(y|X).

4.2.2 Part-level SVM classifier P̂i(y|X)

Given the FC7 layer features X extracted from detected part
i patch and identity labels y, we train a multi-class SVM on
X to predict y and we denote the softmax of the output score
as P̂i(y|X).

Notice that P̂i is sparse in two ways:

• Each poselet activates only on instances that exhibit
the specific pose of that poselet. Some poselets may
activate on 50% while others on as few as 5% of the
data.

• Not all identities have examples for all poselets and
thus each poselet level SVM classifier for part i is only
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Figure 5: Example of sparsity filling. On the left we show
the predictions of the global model for every identity and
every instance. The poselet classifier in the middle does
not activate for two instances (the white rows) and is not
trained to recognize two identities (the white columns). On
the right we show how in the normalized probability we
fill-in missing rows from the global model as in the top of
Equation 2. In addition we account for the missing columns
by linearly interpolating each row with the global model
based on the likelihood that the identity is not coming from
one of the missing columns (the triangles)

trained on a subset Fi of all identities. Thus P̂i(y|X)
is inflated when y 2 Fi and is zero otherwise.

The sparsity pattern is correlated with the pose of the person
and has almost no correlation to the identity that we are try-
ing to estimate. Thus properly accounting for the sparsity is
important in order to get high accuracy identity recognition.

4.2.3 Sparsity filling

We address both of these sparsity issues by using the prob-
ability distribution of our global model P0 which is defined
for all identities and activates on all instances:

Pi(y|X) =

(
P0(y|X), if part i doesn’t activate, or
P (y 2 Fi)P̂i(y|X) + P (y /2 Fi)P0(y|X)

(2)

P (y 2 Fi) =
X

y02Fi

P0(y
0|X) (3)

In Figure 5 we give a visual intuition behind this formula.

4.3. Computing the part weights wi

We use the validation set to compute w. We split the val-
idation set into two equal subsets. We train the part-based
SVMs on one subset and use them to compute Pi(y|X)
on all instances of the second subset, and vice versa. Let
P j

i (y|X) denote the probability that the classifier for part
i assigns to instance j being of class y given feature X .
We formulate a binary classification problem which has
one training example per pair of instance j and label y. If
we have K parts its feature vector is K + 1 dimensional:
[P j

0 (y|X); P j
1 (y|X); ... P j

k (y|X)]. Its label is 1 if instance
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Figure 5: Example of sparsity filling. On the left we show
the predictions of the global model for every identity and
every instance. The poselet classifier in the middle does
not activate for two instances (the white rows) and is not
trained to recognize two identities (the white columns). On
the right we show how in the normalized probability we
fill-in missing rows from the global model as in the top of
Equation 2. In addition we account for the missing columns
by linearly interpolating each row with the global model
based on the likelihood that the identity is not coming from
one of the missing columns (the triangles)

trained on a subset Fi of all identities. Thus P̂i(y|X)
is inflated when y 2 Fi and is zero otherwise.

The sparsity pattern is correlated with the pose of the person
and has almost no correlation to the identity that we are try-
ing to estimate. Thus properly accounting for the sparsity is
important in order to get high accuracy identity recognition.

4.2.3 Sparsity filling

We address both of these sparsity issues by using the prob-
ability distribution of our global model P0 which is defined
for all identities and activates on all instances:

Pi(y|X) =

(
P0(y|X), if part i doesn’t activate, or
P (y 2 Fi)P̂i(y|X) + P (y /2 Fi)P0(y|X)

(2)
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In Figure 5 we give a visual intuition behind this formula.

4.3. Computing the part weights wi

We use the validation set to compute w. We split the val-
idation set into two equal subsets. We train the part-based
SVMs on one subset and use them to compute Pi(y|X)
on all instances of the second subset, and vice versa. Let
P j

i (y|X) denote the probability that the classifier for part
i assigns to instance j being of class y given feature X .
We formulate a binary classification problem which has
one training example per pair of instance j and label y. If
we have K parts its feature vector is K + 1 dimensional:
[P j

0 (y|X); P j
1 (y|X); ... P j

k (y|X)]. Its label is 1 if instance
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Person Recognition6

Method Classification accuracy
Chance Performance 0.17%

DeepFace [32] 46.66%
FC7 of Krizhevsky et al. [19] 56.07%

Global Model 67.60%
PIPER w/out sparsity filling 75.35%

PIPER 83.05%

Table 2: Person recognition results on PIPA test set using
6442 training examples over 581 identities

Method Non-faces subset Faces subset
Global Model 64.3% 70.6%
DeepFace[32] 0.17% 89.3%

PIPER 71.8% 93.4%

Table 3: Performance on the test set when split into the sub-
set where frontal face is visible (52%) and when it is not
(48%).

j’s label is y and -1 otherwise. We solve this by training a
linear SVM. The weights w are the weights of the trained
SVM.

We use the first split of validation to do a grid search for
the C parameter of the SVM and test on the second split.
Once we find the optimal C we retrain on the entire valida-
tion set to obtain the final vector w.

5. Experiments
We report results of our proposed method on our PIPA

dataset and compare it with baselines. Specifically, we
conduct experiments in three different settings: 1) Person
recognition, 2) One-shot person identification, and 3) Un-
supervised identity retrieval.

In all experiments we use the training split of our dataset
to train the deep networks for our global model and each
poselet and we use the validation set to compute the mixing
weights w and tune the hyper-parameters. All of our results
are evaluated on the test split.

5.1. Person Recognition

We first present experimental results on the person
recognition task with our PIPA dataset. It is a standard su-
pervised classification task as we train and test on same set
of identities. Since the set of identities between training and
test sets is disjoint, we split our test set in two equal subsets.
We train an SVM on the first, use it to compute Pi(y|X)
on the second and vice versa. We then use the weights w
trained on the validation set to get our final prediction as
the identity that maximizes the score in equation 1 and we
average the accuracy from both halves of the test set. Qual-
itative examples are shown on Figure 6.

Global Model DeepFace[32] Poselets Accuracy
X – – 67.60%
– X – 46.66%
– – X 72.18%
X X – 79.95%
X – X 78.79%
– X X 78.08%
X X X 83.05%

Table 4: Person recognition performance on the PIPA test
set using 6442 training examples over 581 identities as we
disable some of the components of our method. PIPER gets
more than 3% gain over the very strong baseline of using
the fine-tuned CNN combined with the DeepFace model.
DeepFace’ s score is low because it only fires on 52% of the
test images and we use chance performance for the rest.

5.1.1 Overall Performance

Table 2 shows the accuracy in this setting compared to some
standard baselines. We compared it against DeepFace [32],
which is one of the state-of-the-art face recognizers. Al-
though it is very accurate, it is a frontal face recognizer, so
it doesn’t trigger on 48% of our test set and we use chance
performance for those instances. As a second baseline we
trained an SVM using the FC7 features of the CNN pro-
posed by Krizhevsky et al. and pretrained on ImageNet[6].
We use its activations after showing it the full body image
patch for each instance. The Global Model baseline is the
same CNN, except it was fine-tuned for the task of identity
recognition on our training set. We also tested the perfor-
mance of our model by combining the sparse part predic-
tions, i.e. using P̂i(y|X) instead of Pi(y|X) in equation 1.
The performance gap of more than 7% shows that sparsity
filling is essential to achieve high recognition accuracy.

5.1.2 Ablation Study

Our method consists of three components – the fine-tuned
Krizhevsky CNN (the Global Model), the DeepFace recog-
nizer, and a collection of 107 Poselet-based recognizers. In
this section we explore using all combinations of these three
components4. For each combination we retrain the mixture
weights w and re-tune the hyper parameters. Table 4 shows
the performance of each combination of these components.
As the table shows, the three parts of PIPER are comple-
mentary and combining them is necessary to achieve the
best performance.

4Since our method relies on sparsity filling from a global model
P0(y|X), to remove the effect of the global model we simply set P0(y|X)
to be uniform distribution.

6The references are from the original paper.
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Method Classification accuracy
Chance Performance 0.17%

DeepFace [32] 46.66%
FC7 of Krizhevsky et al. [19] 56.07%

Global Model 67.60%
PIPER w/out sparsity filling 75.35%

PIPER 83.05%

Table 2: Person recognition results on PIPA test set using
6442 training examples over 581 identities

Method Non-faces subset Faces subset
Global Model 64.3% 70.6%
DeepFace[32] 0.17% 89.3%

PIPER 71.8% 93.4%

Table 3: Performance on the test set when split into the sub-
set where frontal face is visible (52%) and when it is not
(48%).

j’s label is y and -1 otherwise. We solve this by training a
linear SVM. The weights w are the weights of the trained
SVM.

We use the first split of validation to do a grid search for
the C parameter of the SVM and test on the second split.
Once we find the optimal C we retrain on the entire valida-
tion set to obtain the final vector w.

5. Experiments
We report results of our proposed method on our PIPA

dataset and compare it with baselines. Specifically, we
conduct experiments in three different settings: 1) Person
recognition, 2) One-shot person identification, and 3) Un-
supervised identity retrieval.

In all experiments we use the training split of our dataset
to train the deep networks for our global model and each
poselet and we use the validation set to compute the mixing
weights w and tune the hyper-parameters. All of our results
are evaluated on the test split.

5.1. Person Recognition

We first present experimental results on the person
recognition task with our PIPA dataset. It is a standard su-
pervised classification task as we train and test on same set
of identities. Since the set of identities between training and
test sets is disjoint, we split our test set in two equal subsets.
We train an SVM on the first, use it to compute Pi(y|X)
on the second and vice versa. We then use the weights w
trained on the validation set to get our final prediction as
the identity that maximizes the score in equation 1 and we
average the accuracy from both halves of the test set. Qual-
itative examples are shown on Figure 6.

Global Model DeepFace[32] Poselets Accuracy
X – – 67.60%
– X – 46.66%
– – X 72.18%
X X – 79.95%
X – X 78.79%
– X X 78.08%
X X X 83.05%

Table 4: Person recognition performance on the PIPA test
set using 6442 training examples over 581 identities as we
disable some of the components of our method. PIPER gets
more than 3% gain over the very strong baseline of using
the fine-tuned CNN combined with the DeepFace model.
DeepFace’ s score is low because it only fires on 52% of the
test images and we use chance performance for the rest.

5.1.1 Overall Performance

Table 2 shows the accuracy in this setting compared to some
standard baselines. We compared it against DeepFace [32],
which is one of the state-of-the-art face recognizers. Al-
though it is very accurate, it is a frontal face recognizer, so
it doesn’t trigger on 48% of our test set and we use chance
performance for those instances. As a second baseline we
trained an SVM using the FC7 features of the CNN pro-
posed by Krizhevsky et al. and pretrained on ImageNet[6].
We use its activations after showing it the full body image
patch for each instance. The Global Model baseline is the
same CNN, except it was fine-tuned for the task of identity
recognition on our training set. We also tested the perfor-
mance of our model by combining the sparse part predic-
tions, i.e. using P̂i(y|X) instead of Pi(y|X) in equation 1.
The performance gap of more than 7% shows that sparsity
filling is essential to achieve high recognition accuracy.

5.1.2 Ablation Study

Our method consists of three components – the fine-tuned
Krizhevsky CNN (the Global Model), the DeepFace recog-
nizer, and a collection of 107 Poselet-based recognizers. In
this section we explore using all combinations of these three
components4. For each combination we retrain the mixture
weights w and re-tune the hyper parameters. Table 4 shows
the performance of each combination of these components.
As the table shows, the three parts of PIPER are comple-
mentary and combining them is necessary to achieve the
best performance.

4Since our method relies on sparsity filling from a global model
P0(y|X), to remove the effect of the global model we simply set P0(y|X)
to be uniform distribution.

7The references are from the original paper.
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Method Classification accuracy
Chance Performance 0.17%

DeepFace [32] 46.66%
FC7 of Krizhevsky et al. [19] 56.07%

Global Model 67.60%
PIPER w/out sparsity filling 75.35%

PIPER 83.05%

Table 2: Person recognition results on PIPA test set using
6442 training examples over 581 identities

Method Non-faces subset Faces subset
Global Model 64.3% 70.6%
DeepFace[32] 0.17% 89.3%

PIPER 71.8% 93.4%

Table 3: Performance on the test set when split into the sub-
set where frontal face is visible (52%) and when it is not
(48%).

j’s label is y and -1 otherwise. We solve this by training a
linear SVM. The weights w are the weights of the trained
SVM.

We use the first split of validation to do a grid search for
the C parameter of the SVM and test on the second split.
Once we find the optimal C we retrain on the entire valida-
tion set to obtain the final vector w.

5. Experiments
We report results of our proposed method on our PIPA

dataset and compare it with baselines. Specifically, we
conduct experiments in three different settings: 1) Person
recognition, 2) One-shot person identification, and 3) Un-
supervised identity retrieval.

In all experiments we use the training split of our dataset
to train the deep networks for our global model and each
poselet and we use the validation set to compute the mixing
weights w and tune the hyper-parameters. All of our results
are evaluated on the test split.

5.1. Person Recognition

We first present experimental results on the person
recognition task with our PIPA dataset. It is a standard su-
pervised classification task as we train and test on same set
of identities. Since the set of identities between training and
test sets is disjoint, we split our test set in two equal subsets.
We train an SVM on the first, use it to compute Pi(y|X)
on the second and vice versa. We then use the weights w
trained on the validation set to get our final prediction as
the identity that maximizes the score in equation 1 and we
average the accuracy from both halves of the test set. Qual-
itative examples are shown on Figure 6.

Global Model DeepFace[32] Poselets Accuracy
X – – 67.60%
– X – 46.66%
– – X 72.18%
X X – 79.95%
X – X 78.79%
– X X 78.08%
X X X 83.05%

Table 4: Person recognition performance on the PIPA test
set using 6442 training examples over 581 identities as we
disable some of the components of our method. PIPER gets
more than 3% gain over the very strong baseline of using
the fine-tuned CNN combined with the DeepFace model.
DeepFace’ s score is low because it only fires on 52% of the
test images and we use chance performance for the rest.

5.1.1 Overall Performance

Table 2 shows the accuracy in this setting compared to some
standard baselines. We compared it against DeepFace [32],
which is one of the state-of-the-art face recognizers. Al-
though it is very accurate, it is a frontal face recognizer, so
it doesn’t trigger on 48% of our test set and we use chance
performance for those instances. As a second baseline we
trained an SVM using the FC7 features of the CNN pro-
posed by Krizhevsky et al. and pretrained on ImageNet[6].
We use its activations after showing it the full body image
patch for each instance. The Global Model baseline is the
same CNN, except it was fine-tuned for the task of identity
recognition on our training set. We also tested the perfor-
mance of our model by combining the sparse part predic-
tions, i.e. using P̂i(y|X) instead of Pi(y|X) in equation 1.
The performance gap of more than 7% shows that sparsity
filling is essential to achieve high recognition accuracy.

5.1.2 Ablation Study

Our method consists of three components – the fine-tuned
Krizhevsky CNN (the Global Model), the DeepFace recog-
nizer, and a collection of 107 Poselet-based recognizers. In
this section we explore using all combinations of these three
components4. For each combination we retrain the mixture
weights w and re-tune the hyper parameters. Table 4 shows
the performance of each combination of these components.
As the table shows, the three parts of PIPER are comple-
mentary and combining them is necessary to achieve the
best performance.

4Since our method relies on sparsity filling from a global model
P0(y|X), to remove the effect of the global model we simply set P0(y|X)
to be uniform distribution.

8The references are from the original paper.
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Figure 7: Recognition accuracy as a function of number of
training examples per identity, with � = 1 error bar. As
we increase the number of training examples our system’s
accuracy grows faster than the full-body baseline. Chance
performance is 0.0017.

Figure 8: Performance of our method on identity retrieval.

a 366-dimensional feature vector for each part and we com-
bine the part predictions using equation 1 with w trained on
the validation set to obtain a single 366-dimensional feature
for each instance in the test set. We then, for each instance
of the test set, compute the K nearest neighbors using Eu-
clidean distance and we consider retrieval as successful if at
least one of them is of the same identity. This has the effect
of using the identities in the validation set as exemplars and
projecting new instances based on their similarities to those
identities. As Figure 8 shows our method is quite effective
on this task – despite the low dimensional feature and with-
out any metric learning, the nearest neighbor of 64% of the
examples is of the same identity as the query. If we use the
predictions of the Krizhevsky’s CNN trained on ImageNet
and fine-tuned on our training set, which is known to be a
very powerful baseline, the nearest neighbor is of the same
class in only 50% of the examples. This suggests that our
model is capable of building a powerful and compact iden-
tity vector independent of pose and viewpoint. Examples of
our method are shown in Figure 9.

6. Conclusion

We described PIPER, our method for viewpoint and pose
independent person recognition. We showed that PIPER
significantly outperforms our very strong baseline – com-

Query Top 1 Top 2 Top 3 Top 4 Top 5

Figure 9: Example of PIPER results on unsupervised iden-
tity retrieval. For each row we show the query image fol-
lowed by the top 5 ranked retrieval images. Those are
cropped bounding box images on test split and are stretched
to make visualization aligned.

bining a state-of-the-art CNN on the full body fine-tuned on
our dataset with a state-of-the-art frontal face recognizer.
PIPER can learn effectively even with a single training ex-
ample and performs surprisingly well at the task of image
retrieval. While we have used PIPER for person recogni-
tion, the algorithm readily applies to generic instance co-
identification, such as finding instances of the same car or
the same dog. We introduced the People In Photo Albums
dataset, the first of its kind large scale data set for person
coidentification in photo albums. We hope our dataset will
steer the vision community towards the very important and
largely unsolved problem of person recognition in the wild.

Copyright. The copyright references of all the images
shown in the paper are in http://www.eecs.berkeley.
edu/˜nzhang/piper_image_license.pdf.
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collecting dataset and developing the annotation interfaces. We
also would like to thank Trevor Darrell for useful discussions on
the ideas of the paper.



Introduction DL Basics FAIR Advances

Beyond Frontal Faces
Experiments

Unsupervised Identity Retrieval

Number of Training Examples
0.5 1 1.5 2 2.5 3 3.5

A
c
c
u

ra
c
y

0.2

0.25

0.3

0.35

0.4

0.45

0.5

0.55

0.6

Global model

PIPER

Figure 7: Recognition accuracy as a function of number of
training examples per identity, with � = 1 error bar. As
we increase the number of training examples our system’s
accuracy grows faster than the full-body baseline. Chance
performance is 0.0017.

Figure 8: Performance of our method on identity retrieval.

a 366-dimensional feature vector for each part and we com-
bine the part predictions using equation 1 with w trained on
the validation set to obtain a single 366-dimensional feature
for each instance in the test set. We then, for each instance
of the test set, compute the K nearest neighbors using Eu-
clidean distance and we consider retrieval as successful if at
least one of them is of the same identity. This has the effect
of using the identities in the validation set as exemplars and
projecting new instances based on their similarities to those
identities. As Figure 8 shows our method is quite effective
on this task – despite the low dimensional feature and with-
out any metric learning, the nearest neighbor of 64% of the
examples is of the same identity as the query. If we use the
predictions of the Krizhevsky’s CNN trained on ImageNet
and fine-tuned on our training set, which is known to be a
very powerful baseline, the nearest neighbor is of the same
class in only 50% of the examples. This suggests that our
model is capable of building a powerful and compact iden-
tity vector independent of pose and viewpoint. Examples of
our method are shown in Figure 9.

6. Conclusion

We described PIPER, our method for viewpoint and pose
independent person recognition. We showed that PIPER
significantly outperforms our very strong baseline – com-
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Figure 9: Example of PIPER results on unsupervised iden-
tity retrieval. For each row we show the query image fol-
lowed by the top 5 ranked retrieval images. Those are
cropped bounding box images on test split and are stretched
to make visualization aligned.

bining a state-of-the-art CNN on the full body fine-tuned on
our dataset with a state-of-the-art frontal face recognizer.
PIPER can learn effectively even with a single training ex-
ample and performs surprisingly well at the task of image
retrieval. While we have used PIPER for person recogni-
tion, the algorithm readily applies to generic instance co-
identification, such as finding instances of the same car or
the same dog. We introduced the People In Photo Albums
dataset, the first of its kind large scale data set for person
coidentification in photo albums. We hope our dataset will
steer the vision community towards the very important and
largely unsolved problem of person recognition in the wild.

Copyright. The copyright references of all the images
shown in the paper are in http://www.eecs.berkeley.
edu/˜nzhang/piper_image_license.pdf.
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a 366-dimensional feature vector for each part and we com-
bine the part predictions using equation 1 with w trained on
the validation set to obtain a single 366-dimensional feature
for each instance in the test set. We then, for each instance
of the test set, compute the K nearest neighbors using Eu-
clidean distance and we consider retrieval as successful if at
least one of them is of the same identity. This has the effect
of using the identities in the validation set as exemplars and
projecting new instances based on their similarities to those
identities. As Figure 8 shows our method is quite effective
on this task – despite the low dimensional feature and with-
out any metric learning, the nearest neighbor of 64% of the
examples is of the same identity as the query. If we use the
predictions of the Krizhevsky’s CNN trained on ImageNet
and fine-tuned on our training set, which is known to be a
very powerful baseline, the nearest neighbor is of the same
class in only 50% of the examples. This suggests that our
model is capable of building a powerful and compact iden-
tity vector independent of pose and viewpoint. Examples of
our method are shown in Figure 9.

6. Conclusion

We described PIPER, our method for viewpoint and pose
independent person recognition. We showed that PIPER
significantly outperforms our very strong baseline – com-
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Figure 9: Example of PIPER results on unsupervised iden-
tity retrieval. For each row we show the query image fol-
lowed by the top 5 ranked retrieval images. Those are
cropped bounding box images on test split and are stretched
to make visualization aligned.

bining a state-of-the-art CNN on the full body fine-tuned on
our dataset with a state-of-the-art frontal face recognizer.
PIPER can learn effectively even with a single training ex-
ample and performs surprisingly well at the task of image
retrieval. While we have used PIPER for person recogni-
tion, the algorithm readily applies to generic instance co-
identification, such as finding instances of the same car or
the same dog. We introduced the People In Photo Albums
dataset, the first of its kind large scale data set for person
coidentification in photo albums. We hope our dataset will
steer the vision community towards the very important and
largely unsolved problem of person recognition in the wild.

Copyright. The copyright references of all the images
shown in the paper are in http://www.eecs.berkeley.
edu/˜nzhang/piper_image_license.pdf.
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(a) Body falls outside image (b) Unusual pose

(c) Same clothing similar pose (d) Confusion with other person

Figure 6: Examples that the combination of the Global model and DeepFace misclassify and are recovered by using all of
PIPER. (a) In a closeup shot the full body falls outside the image and the extracted full-body patch, shown on the right, is
severely misaligned. A profile-face poselet should handle this case without misalignment. (b) In unusual pose the full body
patch may fall on the background or (d) on another person which will further confuse the classifier. In (c) people have the
same clothes and similar pose which will confuse the global model.

5.1.3 Performance on face and non-face instances
Since the presence of a high resolution frontal face pro-
vides a strong cue for identity recognition and allows us
to use the face recognizer, it is important to consider the
performance when a frontal face is present and when it is
not. Table 3 shows the performance on the face and non-
face part of our test set. We considered the instances for
which DeepFace generated a signature as the face subset.
As the figure shows, when the face is not present we can sig-
nificantly outperform a fine-tuned CNN on the full image.
More importantly, the contextual cues and combinations of
many classifiers allow us to significantly boost the recogni-
tion performance even when a frontal face is present.

5.2. One-Shot Learning

Figure 7 shows the performance of our system when the
training set is tiny. We randomly pick one, two or three in-

stances of each identity in our test set, train on those and
report results on the rest of the test set. Our system per-
forms very well even with one training example per iden-
tity, achieving 28.1% accuracy for 581 identities. This re-
sult illustrates the powerful generalization capability of our
method. The generalization capabilities of deep features are
well studied, but we believe the mixture of multiple part-
based classifiers also helps here, since our system improves
faster than the global fine-tuned Krizhevsky’s CNN method.

5.3. Unsupervised identity retrieval

We evaluate our method on the task of retrieval: Given
an instance, we measure the likelihood that one of the K
nearest neighbors will have the same identity.

To do this we used the SVMs trained on split 0 of the
validation set to predict the 366 identities in the validation
set. We applied them to the instances in the test set to obtain
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