
MO444 - 2014s2 - Activity #4 - Prof. Anderson Rocha (anderson.rocha@ic.unicamp.br)

Objective
Discover new ways for optimising compiler codes through Machine Learning techniques. 

Motivation

Compilers are tools that translate programs in languages of high level programming (e.g., 
C and C++) to low-level languages such as assembly language and machine language. 
GCC, for example, is a compiler that translates programs written in C language to machine 
language.

During the compilation process, the compiler can apply different transformations to the 
code to improve its performance. These transformations, called optimizations, generally 
modify the code to reduce the number of instructions executed. Loop Invariant Code 
Motion, or LICM, is an example of applied optimization by compilers. This optimization 
detects computing which is invariant between iterations of the loop and moves out of the 
loop. The following example illustrates the the effect of optimization LICM

for (int i=0; i< i++) 
{                          
   a[i] = x * 22 + y / z;
}

tmp = x * 22 + y / z;
for (int i=0; i< i++) 
{                          
   a[i] = tmp;
}

(a) Original code (b) Code after Loop Invarian Code Motion

The effect of optimization on the code can help or hinder the implementation of other 
optimization in the code. Therefore, the order in which optimizations are applied can 
influence the final result. In some situations, some of the optimizations can cause loss of 
performance, rather than gain. In fact, choosing the right set of modification and the order 
in which optimizations should be applied is a difficult problem

Another increasingly evident problem is the semantic distance between the objective 
function optimizations (to reduce the number of instructions executed), and the real goal of 
the compiler (to reduce the execution time of the application produced). In many cases, a 
version of the code that executes instructions may be faster than a version that executes 
fewer instructions. This is what happens when we apply the optimization of loop alterations, 



which modifies the order in which the loop iteration space is traversed to improve locality in 
data access. Although increasing the number of instructions executed, this optimization 
can increase the hit rate in the data cache and hence the ultimate performance of the 
program.

Scenario
A researcher in the area of compilers performed a series of experiments with the LLVM 
compiler, enabling and disabling optimizations independently for each test program. Each 
experiment consisted of:

Enabling a subset of the optimizations and disabling the other; and
Running the code produced and measuring the number of instructions executed and 
the execution time.

As a result, the researcher produced a table showing for each program analyzed the 
number of instructions executed, the runtime of the program and what optimizations were 
enabled or disabled.

By analyzing the results of the programs (Table prog-11.csv), the researcher observed that 
a subset of the experiments showed an execution time much lower than the others, 
however, the number of executed instructions was superior. The graph below shows the 
runtime (the blue line) and the number of instructions executed for each experiment with 
the program prog-11. The experiments are ordered by the runtime in this particular 
example. Note that the settings to the left of the graph produce programs running in less 
time (<40 seconds) running an even greater number of instructions.



The experiments involve 45 different optimizations, but the researcher surmised that a 
small subset would be responsible for significant performance variation observed in the 
graph. You could help the researcher to determine which optimizations were responsible 
for the changes that prompted the code to be substantially better?

Activities
1. Using all your background in Machine Learning, try to classify each instance as 

Positive (good performance) or Negative (Not so good performance). Care to divide 
the data properly in training/validation/testing data. 

2. Try to discover the set of features which are most important for optimizing the code. 
3. Analyze if the solutions should vary for different programs (each CSV file you 

receive is a different program). 
4. What are the most important variables/features for optimizing the code? 
5. Justify all choices in your analysis. 
6. Prepare a 4-page (max.) report with all your findings. It is UP TO YOU to convince the 

reader that you dominate the regression subject and the choices related to this particular 
subject. 

Hint
This is a problem in which you need to use regression, classification, dimensionality 
reduction, feature selection, etc. 

Dataset
The dataset is available at: 



http://www.ic.unicamp.br/~rocha/teaching/2014s2/mo444/assignments/2014s2-mo444-
assignment-04.tar.gz
(MD5SUM = 17746dfdc7ad43630601d764aa041595)

Deadline 
Friday, 28th (there will be no deadline extension whatsoever) 

Submission
Bring your 4-page printed report and submit during class on the deadline day. This activity is 
INDIVIDUAL and not in teams. 

http://www.ic.unicamp.br/~rocha/teaching/2014s2/mo444/assignments/2014s2-mo444-assignment-03.tar.gz

